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Introduction

You must have heard about data breaches and information technology incidents in the news right? Have you been thinking about how these incidents happen and why sometimes people just don't look after their networks properly? It could be a security flaw in the system, but most times you can find the problem related to a lack of security management within the business. Book 1 covers how you can establish and manage security management functions within your organization. We're going to talk about things you need to know in order to effectively manage all of the aspects of information security within your company or business. Some of the major topics that we will cover include establishing a security management function, security roles and responsibilities, risk management, and organizational resilience. By the end of this book you'll understand what goes into managing information security in a business and how critical that role is in protecting data and systems from a variety of potential security risks. Before beginning this book, you should be familiar with basic security concepts and terminology such as confidentiality, integrity, and availability, as well as authentication and authorization concepts.

In book 2, you will learn the fundamentals of risk management with security, and how to deploy the RMF to efficiently deal with compliance and risk within your business. You will comprehend how to categorize systems based on impact and criticality, select suitable Information Security controls, as well as how to deploy them. After that, you will understand how to conduct risk and control assessments. Lastly, you will comprehend system authorization procedures and how to monitor these controls using constant assessments and reauthorization methods. By the end of this book, you will be knowledgeable in the NIST RMF and how it can benefit you with both security and compliance.

The Risk Management Framework is a methodology that an organization can use to manage risk in association with its IT assets such as data and systems. Moreover, the Risk Management Framework or RMF can help you in compliance with governance and to help you secure your assets. In the first few chapters, we are going to cover three terms; compliance, security, and risk, and we talk about them separately because they are not the same thing, while a lot of people think they are, but they are all three very important things that you have to be concerned about when you are managing your IT assets. First of all, we're going to talk about compliance and what it is and why it's important in your dealing with governance. We'll also cover security, which we know day to day is how we protect our information assets. Risk is a function of both likelihood and impact when we're talking about a negative event that may affect your assets. We'll talk about risk and how it affects you as well. We'll also talk about compliance versus security. We'll compare these two terms and tell you how they are similar and how they are different and what they are what they're not. But we'll also talk to you about how we can be compliant and secure at the same time, and finally, we'll discuss the RMF itself. This will be just an introductory discussion on the RMF, because we're going to talk about the Risk Management Framework through this entire book.

In book 3, we're going to learn what it takes to manage risk in your organization specifically risk that has to do with information with information systems, with data, and so on. We're going to take a look at a wide variety of topics. We're going to talk about assets and what they are. We're going to talk about the elements of risk, risk analysis, risk assessments, managing and monitoring risk. Managing Organizational Information Assets is very important. Risk management starts with our assets what we have, and what we want to protect. What we're going to discuss first is regarding managing information assets. First of all, we have to figure out what our information assets are. What are they? Therefore we have to identify them. We also have to understand what value an asset has to us. We'll also discuss classifying information assets according to levels of sensitivity, criticality, cost, and dependency. Then we'll discuss information asset and risk ownership. We'll need to know who owns an asset and who owns the risk associated with that asset. Finally, we'll talk about assigning these information assets value, and sometimes this value could be in terms of cost with dollars attached or in terms of qualitative types of measurements, such as high, low or moderate.


Book 1

How to Establish Effective Security Management Functions


Chapter 1 Objectives of Security Management

This book is all about security management at it’s foundation, but it's meant for folks who are coming into the security management field. You might previously have been a technician or a manager in another field and now you've suddenly thrust into dealing with security. You're establishing a security management program so you need to know the fundamentals and how security interacts with everything in the organization and how it helps protect assets and we're going to talk about all of those things throughout various chapters of this book. So let's go ahead and get started. First, we will cover organizational security management. We'll cover some fundamentals that you need to know as a security manager and we'll talk about some basics of security theory. Moreover, we'll also talk about supporting security objectives. We're going to be looking at goals that all security programs should be striving to achieve. We'll also look at security management principles themselves, some things that a security manager needs to know and needs to have in their toolbox to help them manage a security program that protects assets throughout the organization. But first, we'll look at security controls. We'll explain what they are, the types of security controls, and we'll look at the different functions of security controls. First, let's define what security management is. Whether you're a technician or a manager or an executive, you may have a different view of what security management really is. Therefore, let's go ahead and define it. Security management is essentially a top-down formalized program. We're used to as technicians sometimes looking from the bottom up and configuring firewalls and making sure people have the right permissions and so forth, but security management is from the top down and as I said, it's a formalized program, bought into and established by management and it consists of policies, processes, and procedures that we use throughout the organization to oversee the protection of assets. When I say assets, we're generally talking about systems and data, but also people, facilities, equipment, reputation, and other intangibles that the company might hold valuable as assets. When we talk about assets we're talking about protecting all of those things. What purpose does security management really server for us? What does it do for us in the organization? First, it helps us manage the overall security posture for the organization. It gives us an over-arching ability to manage physical security, logical security, personnel security and so forth. We can manage the security aspects of the facilities, the people, and the information systems and the data, all from one focal centralized point. Security management also helps us develop the organization's security strategy and goals. Security strategy and goals are very important to us because they tell us what direction we're going in for the organization, what we need to be doing, now and in the future to help ensure security of our assets. We also help ensure that assets are protected. Information, data, systems, facilities, people, equipment, and so forth. An over-arching security management program helps ensure that those assets are protected by establishing policies, procedures, and so on. An over-arching security management program also prevents liability, both criminal and civil and unfortunately in today's world, liability is a big issue, especially in the security world. A company or organization could be liable for data breaches or data loss in the event of an attack or a malicious insider thus security management can help us lower the risk of liability or even prevent it altogether. And finally, a security management program, especially an effective one, demonstrates due diligence and due care from the organization and we'll discuss what due diligence and due care are in some later chapters. For now you need to know that it means that we have planned and acted responsibly. Let's talk about the goals of security management. The goals of the security management program are essentially the same goals of security that we have studied every time we've ever looked at a basic security and they're widely known as the CIA triad and those stand for confidentiality, integrity, and availability. Those are the three primary goals that security has and we're going to discuss all three of those and what they mean to you. First of all, let's look at confidentiality. Confidentiality essentially means that we're restricting access to data, information, and systems. We're restricting that access to only those folks who absolutely need it to do their jobs, but at the same time, we are denying access to folks who don't have a need to access it. In other words, we're keeping them out. Confidentiality can be assured through several different methods. Technical, logical, physical, administrative and so on. Some of those methods might include encryption or permissions on shared folders, for example. Now let's look at integrity. Integrity means that we make sure that while data is at rest, meaning in storage, or in transit, meaning that it's being transmitted over a network, there are no unauthorized changes to the data. In other words, no unauthorized modifications to it intentionally by malicious users or actors or even unintentionally through bad network connections for example. We typically ensure integrity through mechanisms such as hashing and md5-sums and checksums. What we want to make sure of is that what we stored or what we sent in data comes out on the other end or is used and it's exactly the way it was intended to be. There are going to be some changes to data during its use, but we're preventing unauthorized changes of data when we ensure integrity. The third part of our CIA triad is availability. With availability we're basically ensuring that these authorized users we talked about earlier have the access they need to systems and data whenever and however they need it and in the format they need it. We want to make sure that they have access to it and can use it 24/7. How do we ensure availability? Typically through mechanisms such as data backups, redundant servers, but we'll talk about some of these other ways we can ensure availability as we go through the book.


Chapter 2 How to support Security Goals

We're going to have a scenario that we're going to use to apply some of the principles that we're learning about. We want to figure out how to apply the principles we're learning at a imaginary company. We have this scenario set up. For the purposes of our scenario, this company has a small IT department, maybe 10-15 people. They have an IT director, but no one specifically in charge of security for the organization. The director of IT unfortunately gets the responsibility of security only across the information technology resources and not in other areas such as facilities or personnel. Within the IT department we have a person who's responsible for configuring firewalls. We have a person who is responsible for creating user accounts. Thus there is a level of security consciousness, but it's not organized at a management level. That's our scenario and we'll amplify that and redefine that scenario as we go on and you'll learn more about this company as we go through the chapters of the book and how we are going to apply security management principles and create a security management program at the management level for our company.


Chapter 3 Security Management Principles

We talked earlier about our company and how we have a loose IT section with the director of IT. So this person is very good at managing an IT section. We make sure that our servers are up and running, that they are backed up, that user accounts are created and so forth. But have we met all of the security goals and tenets that we needed to? So how would we implement these security goals and tenets? These security goals of confidentiality, integrity, and availability, and the tenets that support them such as identification, authentication, authorization. Well, we would have to implement mechanisms both technical and administrative and sometimes even physical to make sure that these goals are met and we'll talk about those mechanisms in later chapters. Those are called controls, by the way. We would want to integrate these security goals and tenants at our company, but without a centralized security management program. How would we do that? The director of IT doesn't get to control the facility's security or the personnel security aspects of security. Thus we're already seeing where there's no centralized authority that could implement all of these goals and tenets and that's where security management from the top down comes. Home that you're starting to see why this is important. And we'll go ahead and throughout the rest of the chapters, describe you how we can make sure that these things happen from a centralized level at a Company.

In this next segment we're going to discuss important security management principles. These are principles that you need to help develop and manage an effective security program within the organization. The principles we're going to talk about are fairly common across organizations, especially organizations with large numbers of people. We have data sensitivity and classification, principle of least privilege, separation of duties, multi-person control, mandatory vacations, job rotation, and due diligence and due care. One thing you should notice is that a lot of these security principles have one common thing. They all have to do with the people element of the organization. Let's discuss each one of them in detail. First there's data sensitivity and classification. Now you know that you probably have several different types of data within the organization. You have trade secret data, proprietary data, you probably also have personnel data about your employees in the Human Resources section. You likely have payroll data in the accounting section, and you also probably have data on the company stored somewhere. How important is it to protect this data? Well, all of it may be important, but how important in relation to each other is what we need to discuss. Certain data requires higher levels of protection than other certain type of data. For example, do you think you would protect trade secret data with the same security protections as you would information about the company picnic? Probably not. So how do you decide what's more important and how much to protect the data? Well, that's where data sensitivity and classification comes in. It begins with policy. You would develop a security policy that would basically state the different levels of classification of data and how sensitive it is to the organization and remember that sensitivity just means how important it is to the organization and how you would protect it from a security perspective. The next security management principle we'll discuss is principle of least privilege. Remember earlier we talked about the security tenets and one of the tenets was authorization. Authorization means that we assign rights, permissions, and privileges for users to resources so they can access them. The principle of least privilege follows that by saying that we should only assign certain privileges, permissions, and rights to individuals and in fact, we should only assign them those that are necessary to do their job and no more. They don't need any more privileges to do their job so just don't assign them to them. For example, a lot of users have full administrative access to their workstations. This is a bad idea because users can inadvertently or even maliciously destroy data, or even cause damage to the system. Additionally, things can happen on the system when a user is running with administrative privileges such as malware, because a malware could take advantage of the privileges of the user and if those are administrative privileges, then that means that the malware is also running under administrative privileges. The general rule of thumb is to keep them to a minimum and that's essentially what the principle of least privilege means is keep all of these rights, permissions, and privileges to an absolute minimum. The next thing we'll talk about is separation of duties. Separation of duties is a concept that applies to people and this concept means that we make sure that no one person can perform a critical transaction or operation by themselves and the reason we might do this is so that no one person can do serious damage to the organization, its systems and its data. In other words, really important transactions might require two people to do that and we'll discuss multi-person control in a little while. For example, in a separation of duties environment, the administrator is normally also not the person who handles the audit logs. The reason this is that way is that the administrator who has a lot of power on a system can do things that might damage the system. If someone erases the audit logs, then how would we know if that person is abusing their power or not? So we have a separate function, an auditing function and that auditor is the only person allowed to access and view those logs as well as store them and delete them. The administrator could do all kinds of things, but they can't erase their own tracks and the auditor is the only person that can look at the audit logs of a system. That's separation of duties. Multi-person control is very similar. The difference is that multi-person control means that it requires at least two people to perform an action where separation of duties means that we separate duties out so that one person doesn't get too much power. Multi-person control is similar, except that in order to perform an action it requires more than one person. For example, in a bank where an individual may have to write a check for over $20K. Let's say the $20K is the limit. Below $20K one person could sign it; above $20K it requires two signatures. That way no one person can write large checks to themselves or to others and steal money from the bank. So multi-person control provides oversight for these types of actions. Multi-person control can also provide oversight for data. For example, a lot of organizations store their administrative passwords to Active Directory or to a particular device or server in a safe and no one has access to that. It's there just in case people need it in the event of an emergency. A multi-person control policy might state that it requires at least two people to be present when the safe is open and the administrator password is taken out and used. That way there is some control what is done with that password and that one person alone doesn't use that information to cause damage to the system or the network. Another concept that we are beginning to see more and more of is the concept of mandatory vacations. A lot of organizations don't implement this, particularly smaller organizations where they may only have a few people. A mandatory vacation is simply an administrative suspension, for example and it usually means that we require an employee to take vacation time so that we can investigate or audit their actions while they've been in a position or for a particular security event or incident. We hear on television all the time about people being administratively suspended, usually with pay. That amounts to a mandatory vacation. A lot of companies and organizations don't do this internally because there may be only person who can perform a job, so if we make that person take a vacation or suspend them, then no one is doing their job. It can be a difficult action to take, but something you need to keep in mind as a security manager. Another practice that we don't see sometimes in smaller organization is the concept of job rotation and in job rotation we essentially switch out personnel in critical roles so that they don't have time to perform malicious activities or that their malicious activities can be detected. For example, if we have two administrators for two particular server groups, we might swap them out occasionally so that one person can detect if another person who has been doing that job has been doing it maliciously or not up to standards. The problem with job rotation is that you must have two people or more who are qualified to do the same job. If you don't have that, you pretty much can't rotate them out, but again, this practice in large organizations is effective because you can detect malicious activities or in some cases prevent them. The next concept we'll talk about is one that we touched on earlier called, due diligence. Due diligence relates to thinking or planning responsibly. In other words, an organization has done its research before it performs an action or takes on a business adventure and it has planned for risk, it has planned for everything it can do to prevent harm to individuals, to data, to systems, to facilities, to equipment, and so on. And they've documented all of this planning. They've  taken into consider


Chapter 4 Defense in Depth

Our next topic is defense and depth and this is yet another concept that you need to know about as a security manager. Defense and depth means that we basically have layered our security controls including adding redundant layers of security controls in the event that one control or others fail or there's a new threat that our existing controls can't handle. An example of this might be if we have two routers in our perimeter. You've probably heard of something called a DMZ or perimeter network and a lot of organizations used to use only one firewall there. Well, what happens when that one firewall gets breached? You've basically opened one gate in and all of the hackers come into your network. If you had two firewalls there, you could probably better control the traffic and send traffic where it needs to be on the inside of the DMZ, things like public web servers and so forth, and prevent other certain kinds of traffic from coming into the internal network. You have two firewalls there instead of one. If the outside firewall fails, you might lose web services for example, but nothing would come into the internal network and do damage there. It's considered defense and depth or layered security. You also might see this if you have a firewall in place and a border router that does packet filtering, but you also need a malware device, an anti-malware device that detects and destroys malware before it enters the network. That would be defense and depth because a border router can't handle malware, it doesn't know what it is, and some firewalls may not know, especially older ones. That's also a defense and depth example as well. Another example of this is defense diversity. Defense diversity means that we might implement two different types of controls. Going back to the firewall example, we might use two different types of firewalls. Let's say we use a Cisco firewall on the outside and a Checkpoint firewall in the inside. If there's a vulnerability with the Cisco firewall, a ZERO-day vulnerability for example that hackers immediately know about and can take advantage of to breach the firewall, the other firewall behind it is not a Cisco product so it doesn't carry the same security vulnerabilities. You've basically used it to compensate for the first firewall. This is probably a bad example because defense diversity is something that we really want to be careful with, and the reason is that network engineers and architects most of the time want to standardize the different devices used throughout the network and that's a good thing. Standardization is what we're after, but on the other hand, defense diversity can help us out by compensating for vulnerabilities in different devices or in different controls. There has to be a balancing point. Defense diversity is something you should consider, but be very careful with, and only use when necessary.


Chapter 5 How to apply Security Controls

Getting back to our scenario, our company that has a small IT group with a director of IT, and a few security people in there who know a little bit about technical types of security. How would we apply security principles? Well, first of all, the IT person would have to understand and know these principles. The problem is that a lot of these principles apply to different aspects of the organization, usually policy and personnel. The director of IT may not have the power or responsibility to enact some of these principles. They may be able to suggest and write policies, but they may not be able to affect these things within the organization. For example, the director of IT probably can't make a policy and enforce it on the accounting department that requires two different signatures for say a check that is over $20K, or the director of IT may not can enforce security controls on the physical security group where we have a guard and a fence and an internal fence. In that case we can see where this might be a problem with implementing these security principles. Thus already you're probably seeing that we need centralized security management within the organization and that it comes from the top down.

We're going to talk about security controls. We've discussed security controls a little bit, but we haven't talked about them formally or defined them. A security control is essentially just a mechanism, something we do, something we put into place to reduce risk and to protect assets. Assets are not only data and information and systems, but they're also people, equipment, and facilities or anything else the organization places value on. These controls that we have can be divided up into three types. We have administrative controls, which are sometimes also called managerial controls. We have technical controls, which you'll sometimes see referred to as a logical control. And we have physical controls and we know that physical controls are usually the gates, guards, and guns. Let's talk about each one of these. First, there are administrative controls and these are controls based upon policies, procedures, standards, and other documentation and usually these types of controls come from governance, meaning that they are handed down from management and may be required by the organization to comply with. These controls typically apply to people or to how data is handled or how operations go, but they are directive in nature most of the time or tell you how to do things and sometimes these are called managerial controls. Let me give you an example of a good administrative control. The acceptable user agreement that some people have to sign when they come into an organization that describes what they can and cannot do on organizational systems is typically an administrative control. Typically, a user has to read it and sign saying they have read it and understand it and that they will abide by it. It's a control based upon a policy. Technical controls are those that we normally associate with security. Most people who don't know too much about security always think that it's the firewall. Well, firewalls are a technical control, but there are so many others as well that are based on technology. Encryption mechanisms for example. Logical permissions on files and folders are another one. As a matter of fact, sometimes these technical controls are referred to as logical controls in some books and texts. The third type of control is the physical controls, and these are controls that basically are physical in nature and primarily are used to protect personnel, facilities, and equipment and they rely on physical barriers or deterrents so guard, guns, gates, fences, CCTVs, which are closed circuit televisions, the hidden cameras essentially throughout the organization. There might also be operational controls and operational controls might be procedures or processes that are complied with such as the process that you would use to positively identify someone that is allowed into a particular secure area or an operational control that might determine what actions you have to take to remove sensitive materials from a controlled area. These physical controls basically are things that protect facilities, equipment, and especially people.


Chapter 6 Security Control Functions

Now we have several different control functions. Control function means how does it work, what does it do? So we have six that we'll talk about. We have deterrent, preventative, detective, compensating, corrective, and recovery and these six control functions are tied to the three types of controls, but as you'll see, it's not really a one for one match. Let's talk about deterrent controls first. A deterrent control means that it's a control put in place to keep people from doing things, from committing malicious acts or violations. They deter people. Deterrents means that the person must know about the control so that it convinces them that it's not worth performing the malicious act so a guard with a gun in front of a gate can act as a deterrent control because a lot of people think well, I'm probably not going to break into that facility because I would have to go through that guard and that gate and that gun first. That can  keep you from even thinking about doing it, but again, this control has to be known by the individual to be effective. Then we have a preventative control. Preventative control is just that it prevents malicious acts or incidences. Not a lot of people think that deterrent and preventative controls are the same thing. They are preventative, but there's a difference. A deterrent control has to be known by an individual in order to be effective. A preventative control does not. In other words, a preventative control will work whether the individual knows about it or not. So the deterrent control in our previous example, the guard with the gun, if we don't know that he's there then we might just decide that we're going to waltz onto this property and break in if we're a malicious person, but knowing that the person is there, the guard with the gun, keeps us from doing that. A preventative control doesn't have to be known. Let's use a firewall as an example. The user may not know that his or her actions are monitored and that certain things are blocked from coming into the network, but they might try the action anyway. They might go out to a site they're not allowed to, but the firewall is going to stop that. It doesn't matter whether they know about it or not, the preventative control is going to make sure that it doesn't happen, so that's the difference. The next type of control is the detective control. The detective control essentially comes after something has already happened or it can detect whether something is about to happen, or that someone is trying to do something that they shouldn't be. These detective controls detect incidences, they detect malicious acts or even policy violations. Examples of detective controls might be audit logs on a server or a closed circuit television camera that records video footage that you can go back through later and determine who was in a particular area at a particular time so that might be a detective control. A third type of control is called a compensating control, and these are controls that strengthen other weaker controls and they're typically temporary in nature. Let's go back earlier to when we discussed defense diversity. In that particular discussion we talked about two firewalls and the first firewall might be a Cisco firewall that has a particular weakness and the second firewall behind it might be a Checkpoint firewall. Well, let's say that weakness is one that's easily exploitable. What we should be doing is replacing that firewall or patching it, but let's say we can't for some reason, we don't have the money or the resources or there's not a patch available yet. So that other firewall behind it might be considered a compensating control because it makes up for the weakness in the first firewall because it doesn't have that particular vulnerability. Another compensating control might be that if we have a storm and it rips a hole in part of our fence surrounding our secure facilities. Well now we have a hole in the fence that someone could walk through. Temporarily we might put a guard right by that hole to make sure that no one does that, no one comes in. That guard is compensating for the weakness in that control that is the fence. And again, these are usually temporary in nature because if we fix that hole in the fence, well, it becomes permanent as a preventative control and we have solved the problem so we no longer need the guard or we upgrade the firewall finally and we no longer require the other firewall behind it or we may choose to keep it. Another control is the corrective control and this can be a little bit difficult to understand too, and it's usually a temporary control also. A corrective control corrects an immediate problem or stops a malicious act. Let's say that your network is receiving malicious traffic from outside so you have a network based intrusion detection system or IDS sitting there and what it might do as an intrusion protection system or IPS is it might temporarily drop all traffic or temporarily shunt that traffic to another network. It's corrective in nature because it corrects a problem, it stops that attack and that's usually temporary in nature because we're going to go back and once we get through the attack or we can mitigate the attach another way, then we'll start routing traffic again the normal way. A corrective control would be temporary in nature and fix the problem. Then we have recovery controls. Recovery controls are typically used in the event of an incident or an accident or something bad happening to us or the organization and these controls help recover systems after an incident. Let's say that there is a loss of data on a server and we completely lose that data and we don't have it anymore. If we have  backed up that data then we would use those backups to restore that data and then everything is fine. We've recovered from that incident. Some of these controls are tied to one particular type of function, but most of them you'll find aren't tied to a particular function or a particular type. In other words, you could have controls that are both preventative and recovery in nature and they might be technical controls or there could be controls that might be policy in nature, but also have technical aspects to them. For example, a policy that tells you exactly how you'll configure the firewall is an administrative control, but configuring the firewall that way is a technical control. You also might have instances where a control is used in two different functions. Just remember going back to preventative versus recovery. Taking backup is preventative in nature because it can help you save data in case there is a data loss so it's preventative. You're preventing data from being lost. On the other hand, it's a recovery control because if that data is lost, you're able to recover it. All of these controls that we talk about, their functions are loosely tied together and controls can  cross boundaries into different types and different functions of controls.


Chapter 7 How to establish Organizational Governance

In the following chapters, we're going to look at establishing a security management program. So far we've talked about some very basic terminology and concepts. Previously you may have been simply an IT security technician or you may have been in security management or in management in another part of the business organization. In any case, there are things that you need to know to be able to make your jump into security management and we gave you a lot of these foundational concepts. We're going to continue that now, but we're going to get a little bit more in depth as we go through the book. So, we're going to cover is organizational governance, organizational information security management relationships, security management roles and responsibilities, and finally we're going to look at how to create a security management program. First let's look at organizational governance. If you've been in management before, you probably already have an idea of what governance is, but if you've been at the technical level, you may not have had as much exposure to it. For the purposes of this book, let's go ahead and define it and let's define it with a twist towards security because in other areas of business such as accounting or human resources, governance may have slightly differ in flavors and definitions. For our purposes, governance is the over-arching direction and requirements that are imposed on the organization by external entities and usually this governance dictates how the organization will conduct itself, how it will behave in the marketplace, and towards customers and other stakeholders, and how it will show compliance with governance. There are several different types of governance we're going to talk about during this part of the book including external governance such as laws and regulations, but also internal types of governance such as organizational policies, procedures, standards, and guidelines. Let's take an in-depth look at each one of these. The first we'll look at are laws. Laws as we know are typically enacted by governance and in the United States they are enacted at the federal, state or local level. In other countries they may be enacted at the provincial or city level. In any case, no matter where you're at, laws dictate how organizations will do business, how they will interact with other businesses with consumers and with regulatory agencies, and most importantly for our purposes, how they will protect their assets and some laws are more detailed than others. Examples of laws that you may be affected by include the Health Information Importability and Accountability act or HIIPA, Gramm-Leach-Bliley, or SOX. Some of these laws cover types of industries such as the financial or healthcare industries. Regulations are typically enacted and enforced by regulatory agencies and regulatory agencies are also government agencies so their regulations basically have the same effect as laws. The difference is regulations often apply to only specific industries or specific aspects of data protection. For example, regulations enacted by the SEC or Securities and Exchange Commission really apply to financial industries. Let's look at internal governance. Internal governance comes from the organization itself. These organizational types of governance typically are developed and pushed down from upper-level organizational management and the top type of governance you'll usually find in an organization are policies, and policies are there to support higher-level governance. They are there to dictate what you will do within an organization with regard to behaviours, conduct, and how you'll protect data and systems. For example, an acceptable use policy dictates how individuals, normal users conduct themselves when interacting with the organization's information systems; what you can and can't do on the system in other words. Policies are directive in nature. They just tell you what you will do and in most cases they also tell you what the roles and responsibilities are. To support those policies, we have procedures that are generally step by step detailed process instructions of how to perform actions that a policy requires. They support policies directly. Procedures are typically written internally by lower level folks, not necessarily higher management, but by people who do the job day by day and they have the responsibility to carry out what the policies say; they implement the policies. Procedures can vary between organizations or even between departments, depending upon what the policy states, but these are step-by-step detailed process instructions. Another form of governance that supports policies and procedures are standards. Standards can be optional or mandatory. The organization could make certain standards mandated within the organization. Standards define acceptable levels of performance, function, or even security within the organization. For example, a policy may direct that a certain standard be used and it might be a vendor standard or a standard from another agency, from a regulatory agency. Let me give you an example. The U. S. Government's National Institute of Standards and Technology produces standards that can be used in businesses, but are considered mandatory for the U. S. Federal Government and these standards define how you would do things, how you would implement basic security measures. These standards are mandatory for the U. S. Government, but could be made mandatory for any business that chooses to do so. Standards may define levels of encryption for example, the strength of encryption algorithms, or password length and complexity. Those are examples of standards that policies may require that you use. Finally we have guidelines. Guidelines are typically just best practices or suggestions for industry, or just general guidance on security procedures. Typically guidelines are optional and not mandatory. In your industry you may as a matter of best practice or convention, adopt certain guidelines and use them in your daily work, or the organization could even come down and say that these guidelines are mandatory for your use. For example, a system hardening guide from a vendor. That typically might be considered a guideline, the organization may require that you do it according to that guideline so then it becomes mandatory.


Chapter 8 Security Strategy & Governance Scenario

Another type of document that supports governance really is outside the realm of policy, procedures, standards and guidelines. Security strategy happens at the top level and it's usually developed by upper level management, usually by something called a steering committee and that's a term that we'll discuss a little bit more in depth later on in the following chapters, and this security strategy basically is an over-arching, cohesive, formal plan for meeting certain goals that the organization has and normally these goals include security goals, risk goals, as well as goals in being compliant with governance and we'll talk about security strategy a little bit later in terms of its development, who develops it, and how. One of the things that you need to know for now is that security strategy supports governance by stating how the organization is going to meet its goals. These goals have to be established also and the strategy dictates how to meet those goals. It does this usually on a short-term and long-term basis. There may be short-term goals that the organization has to meet, say within one year, or long-term goals like five-year goals for example. The organization sets these goals and develops a strategy to meet them. The strategy is a road map. A guideline and usually governance tells the organization what goals it should have and strategy helps meet the requirements of this governance also and it's not just governance goals that the strategy is written for. It could be business goals also.

Let's look at our scenario again, but this time, let's look at the governance. Our company is a very simplistic organization. Let's say it's a financial organization and we have is some governance here. We have SOX, which is Sarbanes-Oxley; that's an act that is enforced by the Securities and Exchange Commission, and then we have the Gramm-Leach-Bliley act, another law or regulation that is imposed on financial institutions and both of these cover protection of data, auditing, and reporting, usually from a financial perspective, but most of our financial systems are run by IT systems so they do affect what security controls we will apply to this data to protect it. In support of this particular type of governance, we may have several different policies that we develop. We may have a data use and classification policy for example that determines what type of data we have that we process such as financial data. We may have a risk management policy because often risk management is a requirement of these particular types of governance, and we may have an access control policy. For example, simply because this type of information requires strict access control. To support these policies, we may have standards and procedures and guidelines. For example, for our data use and classification policy, we may have data retention standards. We may state that we have to retain data for a minimum of three years and how we'll retain it. How will we store it? How will we protect it while it's stored? We also may have data disposed on destruction procedures for when that data is no longer necessary and those could be very specific procedures that require us to protect data a certain way while it's being disposed or destroyed. The access control policy may have certain procedures to support it such as a formal process to request access to certain sensitive data or it may require us to review audit trails to see who's been accessing it. You can see how the governance structure affects how it does its business, how it protects its data and controls access to it. So this is very important when we design a security management program is to understand your organization's governance.


Chapter 9 Information Security Relationships

In this next segment we're going to look at some of the relationships within the organization that have to do with information security management and there are several relationships we're going to look at. We're going to look at the board of directors and how they affect security, the steering committee, and the executives in the organization. We're also going to talk about business goals and how they interact with security, compliance and its relationship to security, and we'll also look at the different business functions and how security affects them. It's important to know how all of these relationships work before you understand how to implement a really good security management program because you have to know how security management is going to fit in your particular organization with all of the different interactions and elements that you have in it. First let's talk about the board of directors. The board of directors is legally charged with the overall direction of their organization. In fact, they are the legal entity that is responsible for the organization. They typically do higher level governance and management things. They set limit on risks. They deal with compliance with governance and so on. They also appoint the sea level management. We have the steering committee also and the steering committee is basically a group of senior stakeholders or managers and they come from the different business areas within the business, but they could also have a few people who are outside of the business who come in as consultants and usually these people help the business develop security strategy and goals to help support governance and so forth. That's your steering committee and you may hear it called an IT steering committee or a security steering committee and so forth and there may even be several steering committees. One that  has to do with security, one that has to do with business goals and so forth, but for our purposes, we're going to confine ourselves to talking about the security and risk steering committee. The next group we'll talk about are the senior executives and these are typically the higher level managers in the organization and sometimes we call them the C-suite, and they might consist of positions such as the CEO or Chief Executive Officer, the Chief Information Officer or CIO, the Chief Financial Officer or CFO, the Chief Privacy Officer, or even the Chief Operations or Operating Officer, and there are many other members of the C-suite that we don't mention here.


Chapter 10 Business, Compliance, and Security

Now let's look at interactions between security and business goals. In business we often have to make trade-offs between business and security and there are a couple of reasons for this. Frequently we know that the more functional something is the less secure it is and vice versa, but we also have to balance things such as what the business is trying to do versus security, the business goals itself, and we also have to balance functionality with security as well as risk and resources and the reason this is is that often these things are in contention with each other. For example, we may want to rush to get a product to market to beat our competitors, but security may dictate that we need to ensure that security mechanisms are included in the product and that may slow down production because we have to test these particular mechanisms to make sure they secure the product. We want to get it out the door, not only fast, but in a secure manner, so there are sometimes tradeoffs between business production and security. Likewise, functionality may be an issue because typically the more functional something is, the less secure it is. If users can do all kinds of things with it, then that typically reduces security. On the other hand, the more you secure it, the more you lock it down, the less functionality it has for a user. There's also risk to consider and we're going to talk about risk in later chapters. In fact we're going to spend few more chapters on talking about risk, but you have to balance risk with security and business goals as well. Finally, there are resources. Resources include things like money, people, equipment, facilities, and so on. Anything you spend or commit towards a particular business goal or security. Security costs money. There is a budget for security hopefully. And business costs money. The cost of running a business such as employing human resources folks or employing accountants or even IT people. So all of these things have to balance with each other and it can be a tricky balance and there are a lot of trade-offs. So that's the relationship that security has and most of the time it's a good relationship, but sometimes it's not so good. It depends on the business and how they look at security, but these are the tradeoffs and balances you have to achieve when looking at business goals and security.

Let's look at compliance and security. Compliance and security is not the same thing despite what a lot of people think; compliance has to do with ensuring that the actions you take are compliant or obey guidance. In the security world there are security standards and the theory is that if you're compliant with these security standards, in other words if you do what the security standards say, then you must be compliant with them, especially if they support a particular type of governance. It's not always true because sometimes something can be compliant, but not secure and sometimes something can be secure, but not compliant. For an example, compliance may say that we have the proper documentation for user accounts for example. We have a policy that dictates how we will create and manage user accounts. And yes, we have that documentation; however, are we doing that? Are we secure? Does our systems support the user account requirements such as password complexity for example? If the compliance documentation and requirements say that we must do it, but our systems are a little bit old and don’t support that requirement, then are we secure and really, are we compliant? The opposite can also be true. We can have a really secure organization and we can have a locked-down firewall and we can have really good encryption algorithms that we use, but what if we don't document any of that? What if we don't have a policy that states that's how it will be done or procedures that state how to do it? We're not necessarily compliant because then the decisions on how to configure that firewall or how to use encryption might be purely arbitrary and inconsistent and they might not be done the same way between administrators or between other personnel so it could change day by day. That's why documentation is very important and documentation usually leads to compliance. There's a balance there that you have to strike and it's between compliance with governance and the security of the assets you're trying to protect. Finally, let's look at business functions. Business functions are basically those functions within an organization and some of them directly support the business of the organization such as producing a product. For example, your production department, your engineering department, and your marketing department may directly be involved with putting a product out on the streets into the market space and competing. You also may have other functions that support those functions. For example, your human resources function or your accounting functions. They're usually not involved with getting a problem out on the streets, but they support that effort. All of these are business functions and security has a relationship with each of those functions. For example, HR data personnel have to be protected so how do you protect it from unauthorized use or unauthorized access? The same thing could happen in your direct business areas such as engineering. How do you protect proprietary data from leaking out to a competitor? Well that's where security comes in. Security is involved with all of these functions, it interfaces with all of these functions, but there has to be a balance and the balance is how well they can do their job. Functionality with what they have to do to be secure. So there's that interaction there, that trade-off.


Chapter 11 Management Roles and Responsibilities

Let's talk about business and security relationships at our company. We have a C-level suite. We have a chief executive officer and we have some other C-level executives that report to this CEO. We have a chief financial officer and a chief operating officer and this isn't the only pieces of the organizational process, this is just a snapshot. There are other C-level managers as well, but we're not putting them in here just for simplicity sake. So under the chief operations officer we may have the IT department or IT director and we also may have a facilities chief. The COO might be charged with the day to day operations of the organization, the support operations. The chief financial officer on the other hand, may have other groups below that level such as human resources or accounting. So there's no cross-functional or cross-sectional interaction as far as the organization chart goes, but there is going to be some interaction, but what we don't see is centralized security. We don't see centralized security management here so that's going to be an issue that we're going to revisit as go through these chapters and we're going to ask ourselves, how could we reorder this organization to make it more effective from a security management perspective?

In this segment we're going to look at the various roles and responsibilities you might find in your organization that deal with security management. Some of the roles and responsibilities we'll take a look at include that of the chief information officer, the chief security officer, the chief information security officer, facilities security, human resources, the folks in the informational technology department, and our security administrators. Keep in mind that these are generic titles and you will find these in a lot of different organizations from small all the way to large organizations, but also keep in mind that in your organization for example, they may be called different things such as the chief information security officer may be called the director of data security for example, or some of your roles and responsibilities may be consolidated or split out within your organization. So keep in mind that these are just generic to show you what roles and responsibilities deal with security management. Let's go ahead and talk about each one of them. First let's talk about the chief information security officer. The chief information security officer or CIO is a C-level management function and the person sitting in this chair oversees all information technology and security functions within the organization. Often you'll see that the CIO doesn't control security, only information technology, the infrastructure itself. The server management folks, the network manager folks, and so forth. So keep in mind this could or could not be the way your organization is laid out. There could be in fact a chief security officer and this person could be responsible for every single aspect of the security in your organization including IT security, facilities security, personnel security, and so forth. So that's a possibility. A lot of organizations have a designated chief security officer or facilities security officer that controls a lot of these things. We also have the chief information security officer and this is a little bit of a narrow scope. This person is responsible for all IT security typically within an organization, and even though this person has a C in front of their title, they might not necessarily be at the top level C-suite. They may work for the CIO or the CSO; it depends on how their organization is laid out. They also could have a different title altogether and be called the director of IT security. You also have a facilities security person and this person may have a job that involves overseeing all of the physical security for all of the organizational facilities regardless of location and they would be the one in charge of the gates, guards, and guns, or closed circuit television cameras, access control of facilities, and so forth. Then you have the folks in human resources and while they have a wide variety of duties, even duties that don't include security for example, they also sometimes are responsible for the security aspects of personnel. In other words, they may help with security policy enforcement or discipline. Let's say a user breaks security policy and uses a company laptop for personal use for example that's in violation of policy. Well they may have to get involved when you discipline that person, to record that on their records or to help implement some type of sanction or punishment. They usually get involved in policy enforcement and discipline. They also may perform background checks prior to hiring someone. Typically HR will take care of that, but they also may take care of other aspects or security for personnel also such as briefings for example. One point to make is some of the larger organizations take that responsibility from human resources and they  create a separate personnel security section and that personnel security section might be taxed with strictly dealing with personnel security issues such as background checks, security clearances and so forth, but human resources either way will still be involved to some degree. The next group of folks we can talk about are our beloved information technology department and these people manage all of the IT systems within the organization to include the infrastructure, the servers, the workstations, the network devices, and so forth and their responsibilities typically involve the day to day taking care of operations and making sure everything runs right and making sure all of the information that is available to authorized users when they need it. Then we have security administrators and in your organization they may be called something differently, maybe information systems security managers or security officers. These people are responsible for day to day security operations and tasks and they can have a wide variety of titles. You may have information security auditors, people who check audit logs. You may have systems security personnel. You may have information security engineers who help design security into products, but typically you're going to have all of these people performing security functions. So we generically call them security administrators or security personnel and they could be facilities security personnel or IT securities personnel as well.


Chapter 12 Security Roles and Responsibilities

Let's discuss the security roles at our company. There is probably more people working at a large organization, but we're only covering from a high level overview, which are relevant to Security Roles that we are about to discuss. Let's look at how things are organized below the COO level. We have the IT director who reports to the COO, the chief operating officer, and the facilities chief, two of the many functions that probably report to the COO. Within the IT director, their function consists of system administrators, help desk folks, and so forth and you may have business function reps. In other words you may have experts who are assisting the accounting department on particular accounting applications or HR applications or engineering applications. So they directly support business functions because of their knowledge or expertise, but they may belong to the IT director or in some cases there might be IT people who are assigned directly to a business function. Then you have the facilities folks and under that facilities chief you might have the guards or other physical security personnel, other facilities personnel, which might include people responsible for alarm systems and so forth. So that's how it's organized currently and again, one thing we're seeing is that there is no centralized security management authority. The IT director, if they needed to make a policy or if they needed to interact with the facilities chief technically would have to go through the chief operating officer so they're not really responsible for policy that includes facilities for example, and vice versa. So our goal somewhere along the line might be to merge these functions and rearrange them such that we do have a centralized security office. So far in this segment we've learned about seven important security roles and their responsibilities and we know that these may vary between organizations. We learned about the chief information officer, we learned about the chief security officer. We know what function the chief information security officer serves. We talked about facilities security and what they do and we looked at the folks in human resources and how they handle personnel security. We also talked about our beloved information technology folks and the fact that they manage the organization's technology infrastructure, and then we looked at the lower level security administrators and those are the folks in the trenches who do the day to day security work. They could report to a business function or the IT department.


Chapter 13 How to create a Security Management Program


Chapter 14 Security Management Program Structure

We want to create a security management program there and it's going to be problematic to a degree because we already know that this is their structure. Again, we've seen this chart before. We have the CEO, CFO, COO, and probably a dozen other types of positions at those different levels and staff and we see that there's no centralized security function, that security takes place across several different business functions and areas and we know that the IT director and the facilities chief so far belong to the chief operating officer and they have different functions below them. So let's look at one possible solution and again, there are several possible solutions we could have, but let's look at this one. Let's say that we could move things around a little bit and maybe move the CIO function under the CEO or the CSO function under the CEO and you may have this done a little bit differently. Your CIO may look at handling the different IT functions, server management, infrastructure management, help desk and so forth. Your chief security officer may be responsible for two critical security functions such as the information security function and the facilities security function and even though we didn't include them on the chart, they could also be responsible for personnel security as well as other types of security. The dotted line represents the fact that the chief information security officer may report to the CIO administratively, but work for the chief security officer functionally. So the CISO may have a lot of interaction with the CIO and hopefully they will because we're talking information security. You may see another chart where the CISO  works directly for and reports to the CIO, that's not uncommon either. Some organizations don't have a CSO. They may have centralized security in different aspects. They may have a CIO that takes care of all IT security in a CSO function, although it may not be called that, that takes care of other types of security. So that's just one way you could do it, but we've seen from our discussions and our charts above that we need to do something to centralize security management within the organization. So that might be an ongoing problem that we need to bring to the attention of upper management.


Chapter 15 How to decipher the Risk Management Program

Risk management is an important part of security management and in fact it's a subset of security management and basically it helps you as a security manager reduce the likelihood that bad things will happen, damage to systems for example, in your organization. So we're going to cover risk management during this chapter and here are some of the topics we're going to look at. We're going to talk about the basics of risk, risk concepts. We'll look at how you might asses risk in your organization and we'll look at how to respond to and monitor risk within your organization. Those are two very important parts of risk management. So let's talk about what risk management  is. It should be a formalized program, hopefully, within your organization that's created and formally sanctioned and organized and run by management, usually under the security management prevue and it consists of all the processes and procedures and programs that are used within the organization to perform various risk management activities such as assessing risk, responding to risk, and monitoring risk and this isn't just risk to your organization, but it's also to assets such as information systems, data, equipment, people, and so forth. So there are several elements of risk we're going to talk about. We're going to break risk down into its component parts and explain what makes up risk and there are six things we're going to discuss. We're going to look at assets. We're going to also look at threats and threat actors, two very closely related things, and we're also going to talk about vulnerabilities and we're going to look at the key types of calculation factors that we use in risk and those are likelihood and impact. So let's go ahead and discuss each one of these. First let's talk about assets. You may think of asset as something financial, but it's really anything the organization uses to conduct its business, to perform its mission or to get it towards its goals and this is something that the organization places a value on. In other words, it's worth something to the organization. A lot of people think that assets have to be tangible things like servers or equipment or buildings or whatever. But assets can also be intangible and an example of an intangible asset could be something like customer confidence or reputation. These are assets because they are worth something to the organization, but they're hard to put a value on, a price tag on if you will. The next element of risk we'll talk about are threats. Threats are actions or negative events that could cause potential harm to an asset and these negative events are things that we want to watch for and that we have very little control over. How do these threats happen? Well, they're initiated or caused by a threat actor and a threat actor could be a human being for example, a hacker, or a user who's uneducated on security procedures or it could even be something like the weather, like a hurricane or tornado could be a threat actor. The next element we'll discuss are vulnerabilities. Vulnerabilities could be one of two things. A vulnerability could be a weakness in an asset such as a weakness in an encryption algorithm, or a buggy software program, but it could also be a lack of protections against harm for an asset and an example of this would be a network without a firewall. That would be a vulnerability. It's not necessarily a weakness in the network, it's just a lack of protection against harm to the network. The next element we'll discuss is likelihood and this is very important. This is one of the two elements that are  used in calculating risk. Likelihood you could consider is the probability of one of two things and these one or two things are first of all that a threat actor will initiate a particular threat, so there's the likelihood of that, or that a given threat will be successful in exploiting a vulnerability and that's one key thing we need to discuss here is that threats act on vulnerabilities. We have a threat always paired with a vulnerability, a threat and a weakness. A negative event and a weakness. So if there's no vulnerability then there's really not a threat there because threat doesn't have anything to take advantage of and likewise, is there is a weakness if there's nothing that can take advantage of that weakness? So you usually see threats and vulnerabilities paired together. In any case, likelihood is one of these two particular conditions. The next element we'll discuss is impact and this is the measureable level of harm or damage to an asset or even the entire organization. An impact can be measured in terms of dollars, but it also could be subjective and we could consider impact something like high, medium, or low for example. A high impact would cause serious damage to an asset, a medium impact might cause a little less serious damage, and a low impact might not cause enough damage to really harm the asset to the extent that we couldn't use it anymore. Let's discuss risk factors. We've looked at these elements of risk and you could say that those are risk factors also, but risk factors could be anything that influences any of those elements. We could have internal or external influences. For example, the strength of the dollar against a foreign currency could affect risk because that could affect how much it costs to reduce risk or to install say a piece of equipment like a firewall if you're buying it from a foreign country. So the market value of the dollar against a foreign currency could be a risk factor. Being in a location that is highly susceptible to hurricanes such as Florida could be a high risk factor. These risk factors, there could be hundreds of them literally that affect your organization and there may not be any way of cataloging each and every one of them, but what you do is you look at the most common risk factors that could be applicable to your organization and your assets. Now that we've discussed all of these elements, it seems like we're putting the cart before the horse, but now that we've discussed all the things that make up risk, we have the ability to form a definition of what risk is and essentially risk is the likelihood of a threat exploiting a vulnerability or weakness in conjunction with the level of impact to the asset if that threat materializes. So risk essentially is comprised of these elements that we discussed: threat, vulnerability, likelihood and impact. If a threat exploits the vulnerability, we need to know how likely that is, that affects risk, and what amount of damage will occur to the asset if it happens, the level of impact. So you have threat and vulnerability paired together, and then you have likelihood and impact which really defines the level of risk.


Chapter 16 Risk Strategy Fundamentals

The next topic we'll discuss in our discussion of risk management is risk strategy and risk strategy is important because it's developed by the organization and it's really used to determine the organization's long-term strategy and goals in formulating and selecting a risk management methodology as well as determining risk appetites and tolerances. And this risk strategy that management creates is incorporated usually into the organization's overall security strategy and the reason we do that is because risk management has so much to do with security. Security is really a balance of risk versus other factors. How secure something is could depend upon how much risk it incurs. So let's look at some elements of risk strategy. We're going to discuss risk appetite and risk tolerance and what their definitions are and what they are to the organization. We're also going to briefly mention methodology as well as assessments, responses, and monitoring; however, we're going to leave methodology, assessment, response, and monitoring for their own sections so we really are going to discuss appetite intolerance mostly for this particular segment. So let's look and see what risk appetite is. Risk appetite sounds like a funny phrase, but really it's the organization's level of willingness to take on risk in pursuit of its business goals, its projects, and so forth. So basically it's a measure of how much risk is the organization willing to endure, how much are they willing to put out for a particular business venture, so that's risk appetite. Don't confuse that with risk tolerance and risk tolerance is the level of variance in that risk that an organization will tolerate usually beyond its set level of risk appetite. So let's say that the organization sets a particular level of risk as its risk appetite and that could be in terms of dollars for example, for a particular business venture. For example, it's willing to risk $10 million dollars. The risk tolerance could be the level of variance in that risk. It may be willing to go up to $10 million but its level of variance could be +/- 10% so it could be up to 10% more of that $10 million that it's willing to risk if the venture looks like it's going to be profitable or be successful. So that could be the risk tolerance and usually these levels of risk appetite and risk tolerance are set not only at their organization level, but also could be set at the project level or business venture level as well.


Chapter 17 Risk Management Scenario

The company we are discussing is a fictional company and we are establishing a security management section within it, and establishing all the programs that support it. What are our elements of risk? Well, we have assets and we need to figure out what our assets are. We need to get an inventory of assets and that could be servers, data, equipment, even people for example, positions. We have to catalog all of these so we know what we're protecting. We also have to figure out what our threats are, what the threats are to these assets and usually threats target particular assets. There are several different ways to figure out what your threats are. Threat modeling is one of them or you could get your information through statistics through a historical trend data or through external organizations such as law enforcement. You also in conjunction with those threats want to find out who your threat actors are. If you're a government agency for example, you're probably very susceptible to foreign nation states and their intelligence agencies. Those would be threat actors. You also want to figure out your vulnerabilities, whatever those vulnerabilities are for the different assets you've cataloged. Remember that those are weaknesses or lack of protections. And then we would look at likelihood and impact, the two elements that really tell us what our risk level is, how likely bad things are to happen and what their impact would be if they do happen. So we would have to as a security manager figure out what all of these different elements of risk are and we would have to catalog them, inventory them, and use them to calculate our risk. We're going to talk more about how to do that later on.


Chapter 18 Risk within the Organization

In our next segment we're going to look at how we might assess risk within the organization. A risk assessment basically consists of figuring out what all of our risk elements and factors are in the organization and how they affect an asset or even the entire organization. We assess that risk, determining what the likelihood and impact of certain threats exploiting vulnerabilities would be on the asset and then we deliver that assessment of the risk remaining after all the existing mitigations are in place and mitigations are essentially just protections. So that's really what a risk assessment is. It tells us what the likelihood of an impact is for a particular asset based on particular threat and vulnerabilities, and what's left after we can apply all the existing protections we have. So that's a risk assessment. Let's look at different risk assessment methodologies and the reason this is important is because this needs to be incorporated in your organization's risk management strategy. There are several methodologies out there and we'll briefly discuss a few of these, but then we're going to talk about one in particular. The first one is the National Institute for Standards and Technology and we abbreviate that as NIST and you can find their risk management methodology in Special Publication 800-30, and that's the one we're really going to focus on for this part of this book, but there are some other ones out there. You have ISACA's Risk IT Framework. You have Carnegie Melon's OCTAVE solution, and you also have the ISO standards, the International Standards Organization 27000 Series, and these other three risk assessment methodologies are widely used, they're very popular. They're used all over the world, but we tend to focus on the NIST publication and methodology simply because it's freely available to anyone, it's very comprehensive, it's very detailed, and it covers all aspects of risk management from cradle to grave. So that's what we're going to focus on. The NIST SP 800-30 is part of the overall Risk Management Framework that's promulgated by NIST and these are industry standards used across the board for conducting risk management and risk assessments. NIST is a part of the Department of Commerce of the United States Government, but its publications and its methodologies are available for not only government use, but for private organization use as well. NIST 800-30 has a 4-step assessment methodology that we're going to take a look at. We're going to briefly cover the overall steps of the methodology and then in the next segment we will look at the specific steps of the assessment portion. So first we have step 1, prepare for the assessment. Step 2 is to conduct it. Then we communicate or report the results to management, and then finally we maintain the assessment. All of those seem very simplistic and there are different steps that you would take for each one of them. The one we're concerned about most is the conduct assessment portion, step 2, but we're going to discuss the other three as well. The first step when we prepare for the assessment is to determine the scope of our assessment, how much equipment it covers, how many assets it covers, how many organizations or departments within our organization it covers and its scale, and gather all data possible about every asset that we're going to include in the assessment. So in this preparation step we're just gathering data and we're figuring out exactly how big this assessment is going to be. In step 2 we're going to conduct the assessment. We gather the data on all the risk elements and we use that to determine what the risk is to the asset. There are several sub steps of this that we're going to talk about in a later segment because this is really the meat of conducting risk assessments. The third step is to communicate or report the results to management. Basically we prepare a risk assessment report and we submit that to management, describing what the risk is to the assets that we did the assessment on and what the risk is to the overall organization in relation to those assets. And finally step 4 is to maintain the assessment and this is where we keep our risk assessment current and update it as changes happen because changes are going to happen constantly. Our operating environment is going to change, market conditions are going to change, financial conditions are going to change, events such as terrorist events or elections and so forth affect the operating environment that we live in, that our organization works in. And changes in the system, information systems and in data are going to happen so we have to maintain our assessment to keep current with all of those different elements that could change.


Chapter 19 How to conduct Risk Assessments

Next we're going to talk about conducting our risk assessments. Earlier we looked at step 2, which was conduct assessment, but we said that we could break this down into several different steps and we're going to look at those steps right now. These are the meat of the assessment process. So we're going to look at the different steps we have. The first one is identify threat sources and events. Then we identify our vulnerabilities and our predisposing conditions. We determine our likelihood of occurrence. We look at our magnitude of impact to the asset. And then finally we use these different elements and this data that we've gathered to determine our risk. So let's take a look at each one of these. First we're going to identify the threat sources and events and earlier we talked about what threat sources and threats were and we need to figure out how they apply to our organization so we would research and identify any of these potential threat sources or threat events based upon what our organization's mission is and the environment it operates within. For example, let's say that you're a hospital or a medical organization. There are threats to medical data because hackers want to steal medical data on people. So we would look at the different threats that would affect how it would be possible for a hacker or someone to steal that data. Another example might be if you're a government organization and you process defense data for example. Thus you would be looking at potential threats that would target defense information. Next we would look at identifying our vulnerabilities and any predisposing conditions and what those are are just conditions that might lend themselves to weakness in the system or in the organization. We need to identify and understand all of these different vulnerabilities, whether they're organizational vulnerabilities, system vulnerabilities, or asset vulnerabilities. And remember also that vulnerabilities aren't just weaknesses, they're also lack of protections such as the lack of a firewall for example. We need to identify all of these during our assessment. The next thing we'll do is determine our likelihood of occurrence so we're going to ask ourselves two basic questions. First of all, what is the likelihood that a threat source would initiate the threats we've identified? We need to know what that likelihood is. We also need to know what the likelihood is that those same threat events will exploit any of the identified vulnerabilities we came up with. What threats are paired with which vulnerabilities for our assets? And finally we determine our magnitude of impact. If a threat were to exploit a vulnerability, how badly would it harm the asset or the organization? Would there be serious damage or low damage? How much would it affect the organization from a financial aspect if a threat exploited a vulnerability? These are things we need to consider with impact. And finally, we're going to determine our risk based upon all the data that we just collected and discussed. And we're going to look at risk a few different ways. First of all, what is the singular risk that affects a particular asset such as a server for example, but we're also going to look at what the aggregate risk is. An aggregate risk could be the cumulative risk for several different assets within the organization and all of this would come from successful exploitation of vulnerabilities that impact the asset or the entire organization and there are several different ways to determine this risk. We're not going to discuss those during this part of the book and those are examples of advanced topics, but we're going to look at a few of them a little bit later.


Chapter 20 How to assess risk

Revisiting our scenario, let's talk a little bit about assessing risk at our fictional company. So when we assess risk at our company, we're looking at various elements of risk. We look at identifying the threats and the threat actors, the vulnerabilities for each asset and their organization; we also look at how to determine likelihood and determine impact. Determining these four elements gives us the ability to determine risk so these are the things we've talked about in the last few segments. How do we determine these particular elements within our fictional company? We might have to do threat modeling. We might have to get threat data from law enforcement or government agencies, for example, to help us identify threats to the organization. We would identify vulnerabilities by conducting vulnerability assessments on the different assets and these could be technical assessments for things like servers for example or they could be organizational or programmatic vulnerabilities. We also would determine likelihood of the threats, exploiting the vulnerabilities, or the threat actors initiating the threats. How do we do that? We could look at historical trend analysis data or statistical data to determine how many times or how often these particular events have happened in the past and that could help us determine whether they are more likely to happen again, but there are other statistical methods of determining likelihood. It really depends upon the nature of the asset, the threats and the vulnerabilities. Then we would determine the impact. If we're looking at an asset that could be measured in value in terms of dollars, then we could look at how much money it would cost if we lost the asset or how much money it would cost to replace the asset if we experienced a total loss. That might be one way to determine impact in terms of dollars. If we're looking at an asset that's intangible such as reputation or customer confidence, it's a little bit more difficult to determine the impact. You might have to measure that in terms of things like sales lost, for example. There are probably several different ways to determine impact for those intangible things. And finally you determine the overall risk to the organization. We determine risk as dependent upon the likelihood of impact elements of risk and how they affect the assets and their organization.


Chapter 21 How to respond to Risk

Next we're going to talk about responding to risk and how to monitor risk. Risk response is essentially the organization's reactions to both individual and aggregate risk and our responses could cover both individual assets and the organization as a whole. There are various responses that we could come up with for risk depending upon how we want to proceed, depending upon how our risk strategy is laid out, but these four responses can be broken up into accepting risk, transferring risk, mitigating risk, or even avoiding risk. Let's discuss each one of these. First of all, let's talk about accepting risk. Accepting risk doesn't necessarily mean just to dismiss it and say yes it's there and we simply walk away. First of all, we apply all the risk reduction mechanisms that we have, all of the different security controls for example, but you can never completely eliminate risk so there is going to be some residual risk left over. That's the risk we accept. It's what risk remains after we have done everything we can to mitigate it or reduce it and hopefully that amount of risk is very low and at an acceptable level. The next risk response method is to transfer the risk. How do you transfer risk? Well, you can shift a portion of the risk to a third party and a really good example is insurance. Insurance is probably one of the best examples of transferring risk you could come up with. Let's say that you have a building that is valued at $1 million. If you experienced a total loss of that building, let's say it was a data center for example, and then you've lost all of that money. If you want to shift that risk or transfer that risk, you could get insurance on the building and that way if something happened to the building, the insurance would pay for it and you would get a new building. So that's transferring the risk. You're not incurring the risk of a total loss of the building, the insurance company is. One thing that you should note is transferring risk, even to a third party doesn't relieve you of responsibility for the risk. Let's say that your building burned down and sure, the insurance is going to pay for it, but you're responsible for all the data and systems that that building contained and you might be responsible to your stakeholders or customers so keep that in mind. Transferring risk does not necessarily equate to transferring responsibility or accountability. The next risk response mechanism is to mitigate risk and this is where we add additional layers of protective mechanisms or security controls that reduce the impact to the asset, in other words reduce the level of damage that could occur to the asset or the exposure of the vulnerability itself. In other words, the amount of exposure the weakness and the asset has. So these different security controls we could add to mitigate would reduce damage or vulnerability exposure. So if a threat  did exploit a vulnerability, it would not be as harmful. And finally, a risk response mechanism is to avoid the risk and again, you might think right off the top that this means to simply ignore the risk. It doesn't mean that at all. Risk avoidance usually means that you cease activities or any business adventures that could incur a risk. So if you're going down a particular path and you're engaging in a particular type of business venture and there's a lot of risk with it. Let's say that you do the math and the risk doesn't work out. Let's say that the risk is not worth what you would gain in profit from the business venture. Well, in that case you might avoid the risk altogether by ceasing that by saying, hey we're not going to do that; we're not going to go along that path. So that would be one way you could avoid risk.


Chapter 22 How to monitor Risk

The next thing we'll discuss is risk monitoring. Monitoring risk is very important because we want to maintain acceptable levels of risk and once we've mitigated all of the risk we can and we've reduced risk to an acceptable level, we monitor it to ensure that it doesn't change or remains at least a level we can deal with. we monitor risk through continual attention to the changes in both the operating environment that we work in and considering risk factors. These risk factors could be external or internal. They could be things like the economy, wars, terrorist attacks, strength of the dollar for example, supply and demand of parts and components. All of these are different risk factors that could affect how easy it is for us to deal with risk and based upon whether these risk factors increase or decrease or change our risk then we adjust our risk mitigations and whatever risk response actions we take. So when we monitor risk we're looking at monitor the risk factors both internal and external. We also recalculate the risk as we need when those risk factors change. Once we recalculate the risk, we change our risk responses. We might move from a mitigation strategy to a risk acceptance strategy for example. And we also update our risk assessment to make sure it's the most current risk assessment we have for management. When we look at monitoring risk factors we're looking at key risk indicators and these are items that we have already formally defined as well as other risk factors that could change that may increase or decrease our risk so we're monitoring these continually. If these change, we have to determine if these risk factors have changed the risk to the organization or the asset. Have they raised or lowered the risk? So we recalculate as needed. If the risk has changed, do our risk responses change? If the risk has changed sufficiently, then we change our responses. Remember that we have four different risk responses we can take. We can accept the risk, transfer the risk, mitigate the risk, or avoid the risk. Finally we update the risk assessment to make sure that these new risk levels and our responses are communicated to management and that they are documented.

How do we monitor risk? Well, this depends on what we've been doing to manage our risk thus far. We've performed our assessments, we've mitigated our risk, we've come up with an acceptable risk response, and the idea is to continually monitor it now. We look at our different risk factors that we've identified, our KRIs, our key risk indicators, and if those change, we adjust our risk responses accordingly, if our risk has raised or lowered for a particular asset or the organization, and we're going to also inform management and update our assessment. So these different things that we've talked about with risk we will put into practice at our fictional company, and ensure that we have a comprehensive risk management program.


Chapter 23 Resiliency Concepts

Our next topic is embracing organizational resilience. Organizational resilience is something that's very important to security management. It basically covers how well the organization reacts to negative events such as network intrusions, tornadoes, and other types of events and how well it performs and maintains its business operations. So we're going to discuss several things that contribute to organizational resilience. Let's look at what we're going to discuss. First of all we're going to talk about the basic concepts of resiliency. We'll take a look at business impact analysis and discover why that's important in determining what your critical assets are. We'll also look at an organization's incident response capability, how it responds to negative events. We'll look at disaster recovery and we'll discover why and how disaster recovery is so very important in saving lives and property. And finally we'll look at maintaining business continuity, which is concerned with getting the business back up to an operational status after a disaster. First let's talk about resiliency concepts. What is resiliency really? We look at it as the ability to an organization to withstand any negative event or adverse conditions and not only withstand it, but survive and by survive we mean at an acceptable, sustainable level. This doesn't necessarily mean that the business will be back up and running at 100% capability right after a disaster. It means that we are able to get a business up and running back to acceptable level of operations, some acceptable level that we've determined beforehand. It may not be 100%, it may just be 50% or 75%. Knowing that as the disaster gets better, as the conditions improve, so will our business operations, but it keeps us from being totally down after a disaster for a long length of time. Let's look at three elements or organizational resiliency. First there's business continuity, disaster recovery, and incident response and we're going to talk about all three of those elements. Let's discuss business continuity first. Business continuity means that we are trying to get our business back up to an operational level after a disaster; we're trying to start performing our mission again, start getting our business going and operating at some level. Performing our functions even during these adverse conditions immediately following a disaster or during some negative event such as a network intrusion for example. One thing we want to make sure that you know is there is a difference between business continuity and disaster recovery. Business continuity typically takes place after a disaster and after lives and equipment have been saved and preserved. Then we're ready to go ahead and get the business back up and running. Disaster recovery on the other hand, that consists of the action we take immediately following some negative event or typically a natural disaster and these actions involve basically saving lives, preventing injury, and whenever possible, making sure that hazards have been negated and we can save property such as equipment and data. Understand that saving lives and preventing injury is our primary focus during a disaster recovery operation and we typically look at disaster recovery as happening during a natural catastrophe such as a tornado, hurricane, flood or something like that. Disaster recovery operations can also happen after a manmade event such as a network intrusion or terrorist attack. Keep that in mind as well, but essentially the number one thing you have to know is disaster recovery is typically concerned with saving lives and injury and whenever possible protecting property as well. The organization's incident response capability consists of all the processes, procedures, and things that they do in order to react to all of these negative conditions and events and by negative conditions and events we're talking manmade things such as hacking attacks, network intrusions, terrorist attacks, and so forth, but we're also talking natural disasters such as tornadoes, floods, hurricanes, fires, and so forth. We typically see incident response capabilities divided up into the different types of disasters or negative events that can occur because you should have detailed response for each one of these and the organization determines what types of incidents it will plan for based upon a wide variety of things such as location, historical trends, and input from outside organizations such as law enforcement for example.


Chapter 24 Business Impact Analysis

Now we're going to talk about business impact analysis. Business impact analysis is simply a process that an organization uses to identify its critical assets. These critical assets are those that they absolutely need and depend on to keep the business in operation. Examples of critical assets might be your main customer database or if you process a lot of financial transactions, the transactional database that tracks expenses, purchases and so forth. It could also mean the infrastructure that the organization requires to operate its business such as servers, workstations, and so forth. In any case, the business impact analysis identifies all these critical assets and then also it prioritizes them for restoration so that in the event of an incident or serious disaster the organization knows which assets need to be restored first, which ones need to be repaired first or replaced first, or brought back into operation because the critical operations depend on these assets, the operations that are needed to keep the business going. Remember when we talked about assets earlier in the book and we know that just as a reminder, an asset is anything the organization uses to conduct its business and it places a value on and this could be tangible or intangible. Examples of tangible assets include servers, data, equipment, facilities, and so forth, even people. Intangible assets on the other hand are typically things that you can't put a price tag on or can't measure very well such as customer confidence or reputation for example. As far as business criticality goes, we're pretty much talking about the tangible assets, although you could say that some of the intangible assets might be critical to business as well. Let's say you've undergone a major network intrusion so customer confidence is down. How would you restore that customer confidence in order to get your operations back up to running at the level that you're used to. In other words, you are able to buy and sell your products on the market at the same rate you did before. We're talking mainly about tangible assets for business continuity and business impact purposes, but also consider that intangible assets could be involved sometimes as well. Let's look at the business impact analysis and the processes that go with it. First of all, you have to inventory all of your assets and this means all the physical assets such as equipment, facilities, servers, infrastructures, workstations, everything that you need to run your business with. You have to know what you have and you have to inventory all of these things and you need to also inventory the logical aspects of your assets such as the data, your customer databases, your financial databases, and so forth. So these are assets as well even though you can't physically touch them, you need them. So make sure you inventory everything that you have that's necessary to run your critical business operation. Then you rate these assets in terms of criticality. Look at your business processes and determine which business processes are those that  keep you up and running. Which ones do you absolutely need and which ones could you do without? Do you need every single process in place to make the business run? Even if some processes have to be done manually, could those processes still wait until you bring up other processes? When you rate these processes in terms of criticality, then you have to in turn look at the assets that support them. So what you want to do is look at assets that support these critical business processes you've identified and those are the assets that are the most critical. You also may want to look at assets that cover a wide variety of areas that are multi-use, even if they cover some processes that aren't as important, if they cover a variety of processes that together are critical, then you have to look at those assets as critical also. One thing you might want to do when you're looking at the inventory of all your assets and you're deciding what's critical and what's not, the things that are critical, you might want to strengthen the security controls for those assets. Protect them a little bit more than you normally would. Make sure that they have the mechanisms in place to protect them for a variety of incidents and you can identify these incidents based upon whatever criteria you want such as network intrusions, hacking attacks, natural disasters and so forth, but these critical assets need to be protected more so that we lessen the risk and really a business impact analysis and strengthening these controls is essentially a form of risk analysis, risk assessment, and managing risk. So once you've done those three things, you also might want to look at prioritizing your assets, in case of a disaster and you have to restore assets, which ones would you restore first? If you've inventoried everything and you know what you have and you've listed everything in order of criticality, then it's pretty easy to say which assets have priority over other assets. This server might be a higher priority than another server, for example, or maybe a capability is more important. Maybe processing customer transactions is more important than getting your email server up and running. So you would prioritize these so that in the event of a natural disaster or other type of incident, you could get these things running faster. Finally you also might want to develop some contingency plans. Let's say that you can't get these priority assets up and running. What would you do if a server is very critical and you could not get it up? Maybe it has a hardware failure or maybe it has been destroyed in a facility due to a natural disaster. What do you do? What contingency plans do you have in place? Do you switch to a manual mode of operations for example, or do you have backups and you could restore another server to get that capability back? What are your contingency plans? So look at your priority assets and just in case you can't restore them or get them back up and running, what are your plans to get that capability back if you can't have that asset back?


Chapter 25 Business Impact Analysis

Let's look at how you might do a business impact analysis within a company. Some of the things we need to look at for our business impact analysis, involve some of the things we just discussed. First of all we need to identify our critical assets. To do that we need to know what our critical business processes are, the ones that we depend on to run our business. So we look at what our business' mission is. What are our functions? What are our goals? What do we need to be able to do daily to stay in operation? Those are our critical processes. So we connect those critical processes to assets and we say that those assets are basically all of the things that we need to keep those processes going. For our company, we might say that the server farm, for example, is a critical asset, or only certain servers in the farm are assets. Maybe we have a data center, but more likely if it's a small business we have just several servers or we even may be hosted by a third party. So those are things you might have to look at. For our scenario, let's assume that our organization is a very large company with several branch offices and we're going to look at business impact analysis at a branch office. What we might be looking at then is a branch office that doesn't have a lot of equipment there, maybe a server or two, but most of the data is located off site at a parent unit of our comapny, maybe a data center. So our critical assets at this branch office may be two servers and that's not really bad. What is the value of these assets and when we say what's the value of the assets, we're not necessarily talking how much it would cost to replace them or repair them, although that might come into play. What we're looking at is what is the value to them to our operations. Let's say we lost a critical database and for every hour that we lose that critical database we lose customer transactions. So we could place a value on those customer transactions. We might say that we are losing say $20K per hour for every hour that server is down because that's the typical business load for an hour. You might think that that's a little unrealistic, but look at a company like Amazon, for example. They probably do a lot more than $20K worth of business per hour so if they lost their assets, that would be a lot of money. The assets are more valuable necessarily than their cost to replace or repair. Their value is determined by what they cost in terms of operations and the impact to the company. So you determine the impact to the business if lost and this could be value in dollars; it could also be in terms of orders placed; it could be in lost hours; it could be in lost labor such as manpower if we don't have this asset. Do we have a lot of data entry clerks, for example, sitting around doing nothing, except taking up hours if this server was down that they need? Then we look at prioritizing for restoral. If we're looking at the branch office, we only have two servers here; are both of them the same? Do they fulfill the same function or do they fulfill two different functions? Let's say one is just an email server and one is a server that contains our portion of the customer database and we put in orders here at this branch and then throughout the day that data is transmitted to the parent, to the data center and we might look at restoring that server first. Email can wait until later. If we're a small branch office, we can yell down the hall or manually carry notes to people if need be, but that business operations will keep on going. We need to develop contingency plans in case we can't get that critical server back up and running. What would we do if we lost it and we can't restore it or make it come back to a level of production that we need? Well, our contingency plans may involve getting another server as a replacement from our corporate office or data center. That might take time. It might mean going out and locally buying a server. It also could mean even taking the email server down and swapping its hard drives and restoring data so that we could get the customer database on it, for example. There are all kinds of things you could do for contingency plans to keep your operation up and running. In any case, we need to have those plans written and in place for such a contingency if we need them. We also want to increase our asset protection. Some of the things we might do in advance of a disaster before it happens at this branch office is probably purchase another server to have as a backup. Maybe we have a spare in place. We also increase the frequency with which we back up data to the data center so that we can avoid losing data real time; we might also make sure that that server or servers are in a better protected area, let's say against a tornado for example. We keep those in the center of the building in a steal room where a tornado might be less likely to damage those assets, or we put them in fireproof areas where they're less likely to be damaged due to fire. In any case we increase their asset protection in advance of a disaster if possible.


Chapter 26 Incident Response

Our next topic in our discussion of organizational resilience is incident response. Incident response is essentially the sum of the organization's programs, capabilities, processes, procedures and so forth, that it has put in place in order to react to an adverse event or a negative event we might say. A negative event could be something manmade like a network intrusion or insider threat or even an accident or it could be a natural disaster such as a tornado or a hurricane. We tend to look at incident responses usually focused around manmade types of events versus natural disasters. When we look at natural disasters we look more at disaster recovery. That's our instant response to that, but it all basically revolves around the incident response capability. There are several considerations within incident response that we need to look at. We need to talk about our incident response plan, which covers just about everything having to do with the program that we establish within the organization regarding incident response. We need to look at roles and responsibilities that we assign to people on the response teams. We look at how incidents are  decided upon and declared and how they're escalated. We also have to develop response procedures for different types of incidences and these might be hacking attacks, network intrusions, physical intrusions, natural disasters and so forth. Each type of event might have a different response procedure. And we have to train personnel because if people don't know what they're supposed to do during an incident then they are not going to do it correctly. Finally, we talk about exercising the plan because even having an incident response plan doesn't mean that it's perfect. We have to exercise it and test it. So let's talk about each of these topics. First of all, our incident response plan like any other plan within the organization is the comprehensive written plan usually put out as policy by management and then translated into procedures and this plan covers the organization's response plan, procedures, details, and so forth. It might assign responsibilities, it might give details and procedures about how the organization will react to different types of events. The plan should assign roles and responsibilities and that means assigning certain personnel, key personnel to the incident response teams and it might determine who has certain roles such as the team leader or who notifies whom. It also might determine what the on-site commander's responsibilities are in a disaster and so forth. Usually people assigned to the incident response team will have specific roles and responsibilities based upon their knowledge and function. For example, a member of management might be on the team to direct operations; a member of the media relations or marketing relations folks might be on the team to handle public affairs situations to inform the media. So the plan needs to define all these roles and responsibilities. The organization also has to have procedures for declaring an incident. An incident doesn't just come up and is suddenly declared. In other words, it doesn't just happen and people know there is an incident. There have to be procedures in place for looking at an event that happens and saying whether it's an incident or not. There has to be criteria that tells management that an incident has occurred. So the procedures for declaring that an incident exists should be developed and written down, but in addition, an incident might have to be escalated. For example, a help desk technician who notices a lot of accounts being locked out all of a sudden, may not be in a position to handle that by themselves. They may have to notify management and get the incident response team, other technicians in for example. So that incident might have to be escalated and other folks might have to be notified. Sometimes the incident response team also has to decide whether to notify law enforcement. For example, if there has been a data breach and customer data that's considered protected data is lost such as personal information. So in that case there needs to be a determination as to whether law enforcement or some other agency will be notified. So all of these procedures should be written down in the incident response plan. Speaking of incidence response procedures, the procedures that are in the plan need to be very detailed and they need to be written to cover a wide variety of incidents. The organization needs to define its potential incidents, in other words, the entire gamut of things that could normally potentially be subject to such as a network intrusion or tornado. Things like a hurricane, for example, might not necessarily be in its define list of potential incidents if it doesn't reside in an area where hurricanes happen. So there is some common sense there but there's also historical trend analysis and statistical analysis data that could be put to use to determine what the potential incidents are. Also information could come from outside organizations such as law enforcement agencies, disaster preparedness agencies, and so forth that might give you an idea of what threats your organization might face that might cause incidents. You would define these potential incidents and develop these detailed procedures on how to deal with each one of them. So you'd have a set of procedures to deal with a network intrusion, a set of procedures that might deal with an accidental loss of power. In any case, all of these procedures need to be again, carefully planned out and part of the incident response plan. Personnel training is very important in incident response simply because if you don't train people, they won't know what they're supposed to do. They won't be able to perform these duties. Let's say there is a potential network intrusion and your personnel are not trained on what to do, for example, forensics procedures. In other words, do you unplug the systems that are being attacked or do you simply let them remain under attack and plugged up so you can get audit information and get forensics information from the network traffic that's coming in? So you need to train personnel on these types of things. This can include training personnel on natural disasters as well and the different activities that might go on during those types of things such as personnel evacuation and so forth. Finally, exercising the plan is very important. It doesn't do you any good to develop a really good plan if you never know if it works. The time to determine if your incident response plan is solid is not when the incident occurs; it's well in advance. So you test the plan in various stages. There are different types of tests you can use such as a walkthrough test where you just walk through basic procedures of the plan of the response or it could be a tabletop type of exercise or even a procedure review. You also might have the type of exercise where you turn off everything and  see if you can turn on redundant equipment for example. That might be part of your incident response plan that you might want to test or restoring backups to see if they are  good backups that will restore in the event that data is lost, for example. In any case you need to exercise these plans so that people know what they are doing and are trained well. That's the only way really to train them is by exercising the plan and showing them what to do and how to do it so that when a disaster  does happen, they are used to it; they have planned it, they've trained on it, they've tested the plan, they've been through the exercises.


Chapter 27 Disaster Recovery

The next topic we're going to cover in our discussion on organizational resilience is disaster recovery. Disaster recovery consists of the actions that we take immediately following a disaster such as a tornado, hurricane, fire, flood, typically a natural disaster. And these actions focus primarily on saving lives. That is the primary function of a disaster recovery. Nothing else comes first. Saving lives is extraordinarily important. So we look at saving lives. We also look at preventing injury whenever possible, and also whenever possible, minimizing any damage to equipment or facilities. Once we've saved the lives, we've prevented injury, if we can save equipment and facilities without further endangering lives then we can do that. During a fire, the first thing you'd want to do is evacuate everybody and once you've counted everybody and made sure everyone is there and that no one is hurt, you don't immediately send people back into the burning building to save equipment. You don't worry about that. That might have to come later when the fire is under control and it's declared safe to go back into the facility. That might be the only time you can minimize the damage to equipment. In any case, lives come first, preventing injury, and then equipment and data, if possible. So there are several disaster recovery considerations we'll take a look at here. First of all, we have to have a disaster recovery plan and you'll notice there are variations on a theme here. In all of our discussions on organizational resilience, we have to have plans. We have to have business continuity plans, incident response plans, and disaster recovery plans. And the disaster recovery plans should cover a wide variety of things. Sometimes they would be very general things like evacuations for example. Other times they will be very specific to a particular type of disaster. Alerts and notifications are one important aspect of the plan because people need to know that there is a disaster occurring or eminent. If there is a tornado warning for example or a flood warning or a flood watch, then the organization personnel need to know this. This needs to be sent over widely available means such as email, public address system, telephone, alerting systems and so forth. If the disaster occurs after hours then personnel need to be notified as to whether they report to work or not. For example, conditions may not allow them to get to work if there is heavy damage on the roads or power poles down and so forth. So alerts and notifications have to be an important part of the recovery plan. And speaking of personnel, that's very important too. Key personnel need to be identified who have to be there in the event of a disaster. These could be personnel that have to be there in order to save lives or prevent injury to other personnel for example. Personnel who may have to be there to help control a situation. Another consideration with personnel is being able to account for everyone. Know who's on the facility and on the site at any given time, know who's off from work, know who's on vacation and so forth so that when people are counted, you don't accidentally miscount and someone either gets left behind or you're looking for someone in a burning building that isn't there. So the personnel aspect of the recovery plan is very important. Knowing who your key personnel are and also being able to account for all your personnel. Utilities is an interesting consideration for disaster recovery simply because power, water, and so forth are important. You could lose those during a disaster and have to do without. There also may be considerations with issues that present hazards such as power poles being down or electrical issues during a storm and so forth. Those are all disaster recovery conditions that would prevent you from recovering quickly or that may even cause hazards so you might want to include discussion of those things in your recovery plan. Equipment is a consideration, but remember that personnel comes first. Remember, saving lives and preventing injury comes before saving equipment and data, but if it can be saved, then try to save it. It's a type of disaster where you have time such as warning for a hurricane that's several hours ahead, then you might be able to take the time to secure equipment, to get it out of the facility to otherwise protect it, to shut it down at least so it doesn't get damaged because it's on and suddenly water comes into the room and fries it. So you might be able to salvage some equipment or save it from damage if you have the right time in advance. Facilities are a consideration and there are several considerations that go into facilities. The facilities might be a protective shelter so that's one thing to consider. If there's a tornado coming, do you want to send everyone home for the day when your facility might be a protected area and they might get better protection staying at work than they will be getting out on the road and driving home. So that's something that needs to be thought about and put into the recovery plan. You also need to look at facilities from a perspective of what protection it offers. Do you reside in a very strong building or a very old building? Is there a basement? Are there a lot of areas where support structures may be in doubt and so forth. So look at those types of things during disaster recovery considerations. Where do people shelter? How do people evacuate from the facility? Are there good evacuation routes? Are there are any obstacles to evacuation? Does the facility have proper alarms and signage for example? All of those things need to be considered in disaster recovery.

Disaster Recovery Scenario

Let's take a look at how disaster recovery is dealt with at our company. We don't have a lot to work with our company, considering their incident response plan, but there are disaster recovery plans in place. We have the three things that the disaster recovery plan covers, our personal safety, because human lives are irreplaceable and more important than anything else, that and preventing injury. Also the disaster recovery plan covers securing hazards and that's one thing we didn't mention before. It's  a smart thing to have when your incident response plan, your disaster recovery plan and so forth because once you've prevented harm or injury to personnel, then you want to secure hazards and the hazards could come in many forms and what you are trying to do is make sure that these hazards don't open the possibility up for further injury or additional danger to life or limb or something like that. So securing the hazards is a very important part of the disaster recovery plan. So in the event of a tornado or fire, things are done according to our checklist such as the power is shut off to the building, doors are left open for example, and similar things are performed to secure any hazards in the area. The next thing that's done after these two is to secure equipment and data, to try to recover what's possible, save equipment, get backup data tapes if they are there on site, or bring them from a different site and start the business continuity process. Remember that business continuity takes place after disaster recovery. So these are the three key areas of the disaster recovery plan: personnel safety, securing any hazards that are left over after the disaster, and then securing and preventing damage to equipment and data.


Chapter 28 Business Continuity Fundamentals

Now we're going to discuss business continuity. Understand that business continuity is not exactly like disaster recovery. Business continuity discusses the possibility of bringing the business back up an acceptable level of operations after the disaster recovery steps have been taken. Business continuity doesn't concern itself with saving lives or preventing injury or saving property. Those are the steps that we take during disaster recovery. Business continuity means that we want to bring the business back online if we can to some level of operations. Keep in mind that this level of operations might not be what we were doing before the disaster so it might not be 100% of what we want. It might be something like 75% or even 50%, but we're getting the business back on its feet and up running a little bit and as time passes and the disaster conditions improve, then we will get the business back up to 100% at some point, we hope, but at least during that time the business will be in operation. We won't be losing money, we'll be producing at some level. So there are several considerations in business continuity we need to look at. The first one is the business continuity plan. You have to have a plan that's based on policy and procedures and there are several elements that this plan needs to cover and we'll talk about each of those in a moment. Essentially though, we need to look at prioritizing our operations, backing up our data so that we can have it available to restore, looking at redundant equipment and spare parts, and there are two elements we'll talk about that may be unfamiliar to you, recovery time objective or RTO, and recovery point objective or RPO. Let's look at all of those. First we'll look at the business continuity plan. Like other types of plans, this comes from policy and policy comes from management so you're going to have to look at creating a business continuity plan that's based on policy that includes detailed procedures and processes for getting a business back up to an acceptable level of operation. This doesn't necessarily mean 100% again. This might mean 75% or even 50% and it may be time based, after two days of recovery you're up to 50%, after four days of recovery you're up to 75%, and finally possibly after eight days of recovery you're up to 100%. So that needs to be included in the plan. As far as priority of operations go, during our business impact analysis we discovered what type of operations are most critical to our business, what processing operations. So we know what our critical assets are and we know what critical operations we have. So we're going to target those operations first and operations with multiple dependencies, operations that many different other types of operations, some critical and some maybe not critical, depend upon. Another thing you need to look at prioritized operations is that you need to make a checklist of things that have to be done in order to get these other things done. So steps that you have to take to get critical operations back up must be performed in order and must be performed quickly so that needs to be part of your plan. Data backups are very important. It goes without saying that we need to backup critical data for the business; customer databases, financial databases, anything we need to bring the business back up to operations quickly, but there are several considerations for this data backup issue. First of all, you need to make the backups to multiple types of media, media that can be restored easily and if there's specialized equipment that has to be used to restore that media, then you're going to have to have that as well on hand. Another thing you need to consider is storing backups offsite, having one copy on site and having one copy offsite in case your primary facility is destroyed or damaged. Redundant equipment goes without saying, but what you might want to look at is maintaining not only redundant equipment, but the proper spares and parts that are critical to your business operations. It might be easy to replace a server with another server if have the funds and they're available to spend on redundant equipment, but some equipment is very expensive and it's not easy to have redundant equipment to replace it. You might have to maintain redundant capabilities or you may have to use other equipment such as taking one server that's performing one function and reloading it so it can perform a critical function. You also need to look at maintaining the spares and parts that are critical to fixing those assets if they become damaged. Two elements that not everyone is familiar with are things that you need to consider in the plan also and the first is recovery time objective. This is typically looked at as the maximum acceptable time that can pass before the business suffers severe impact to its operations. It's really the maximum acceptable time the business has or needs to recover from a disaster. Past that time, business is severely impacted, money is lost, customers might be lost, and so forth. So this recovery time objective needs to be set during the planning stages; however, you need to also think about the fact that based upon the criticality of your operations, it might be hours or minutes or if you're typically an 8-hour business that only sees human customers during the day, the RTO might be days and in fact a day or two. If you're doing real-time financial transactions, your RTO is probably a lot less, maybe minutes or seconds even. Another element you may not have heard too much about is the recovery point objective or RPO. This is measured in time and it's also usually confused with RTO, but it's essentially the maximum amount of data the organization can afford to lose before it seriously impacts operations and when we talk about RPO we're measuring it in terms of time as well. For example, if you are a financial institution then you probably can only afford to lose maybe minutes or seconds worth of data. Anything beyond that and those transactions would be impossible to recover. So if you're the type of operation that doesn't do a lot of transactions every day then maybe you could afford to lose a day's worth of data or a few hours' worth of data. If you're operating in real time around the clock, then a few seconds of data may be all you can afford to lose. So you need to establish that up front as well in your business continuity plan.


Chapter 29 Alternative Processing Sites

Next let's discuss alternate processing sites. This is an important part of disaster recovery and business continuity. We have three basic alternate processing sites that we'll discuss, but first you need to know a little bit about why alternate processing sites are necessary. If the facility you're in or the equipment that you use is too far damaged to use to bring you back into operations, then an alternate processing site is necessary. There are different types of alternate processing sites. There could also be reciprocal sites, which means you have an agreement with another organization to use their data center or their facilities in case yours are badly damaged. There are also alternate processing sites that are leased, owned, and so forth, but the three really common types that we want to talk about that you need to know about are cold sites, warm sites, and hot sites and regardless of the temperature, all of these sites are very important in business continuity so let's talk about all three of them. First let's talk about cold sites. A cold site is basically a place that's just space, it's a bare facility. It could be a warehouse, it could be an empty office building, it could be any place where you could conceivably set up operations in time and continue your business. Sometimes there are utilities involved like basic electricity and water and heat, but typically no equipment or data are located at the site and there's no internet connection or communications so a cold site has advantages in that it's very cheap to maintain. You don't have to spend a lot of money on it. You're just paying for bare space. The disadvantage is that it takes a long time to get set up with and to get up and running because you have to move equipment, people, furniture, data and so forth into the facility. If you don't require your business to be up and running within possibly a week, then a cold site might be your answer, if your recovery time is not that critical. A warm site is a little bit higher up in that it has utilities still, it's still space, it's still utilities, but it might have also communications, equipment, maybe it has an internet access or phone, but it has electricity, running water and heat, air conditioning, and so forth. You also might take a warm site and pre-position some equipment, possibly spare equipment that's not plugged up, that's not running, but you get equipment over there and you get some furniture possibly over there and you might even store your offsite data backups at that warm site. The advantage of a warm site is it's a little bit quicker to set up and get up and running. Let's say as opposed to a cold site where it might take you a week to get set up and running back into operations, a warm site might take only two or three days. That's a little bit faster of a recovery time; however, a warm site could be a little bit more expensive because you have to have spare equipment that you've paid for, more utilities, furniture, and so forth. A warm site is a happy medium between a cold site and the next site we'll talk about, which is the hot site. A hot site is essentially a site that has full redundancy. It has space, utilities, electricity, running water, communications, equipment, phones, and so more, but you also have your own processing equipment already over there and possibly even very current data backups sitting over there and sometimes this equipment and so forth is powered up and running. Sometimes actual data is backed up to the hot site on a frequent basis so that if the primary site goes down the hot site can be switched over to and begin processing the business operations very quickly. A hot site might enable you to bring operations back up and have full business continuity within hours. For a hot site, the big advantage is that you can recover quickly; the disadvantage is that it's very, very expensive, usually more expensive than a warm site or a cold site. Those are your three alternate processing sites and these could be reciprocal sites, these could be owned sites by the company, these could be additional sites for a company with multiple geographical locations, or these even could be sites that are just leased for this purpose and possibly never used like a cold site may not be ever used. It's just there. Those are your alternate processing sites that help ensure business continuity.


Chapter 30 How to maintain Business Continuity

There are several issues we'll look at, and they include restoral priorities for one thing. Restoral priorities basically are driven by the criticality of assets and the criticality of business operations. The most critical operations have to be restored first. That gets your business up and running to an acceptable level and by acceptable level, we're not necessarily talking 100%. An acceptable level following a disaster might be 75% capability so you need to decide what that is in advance, what's acceptable and then base your restoral priorities on that particular level. You're going to restore the critical equipment first, critical assets that support those operations. You're also going to be looking at data backups. Critical data from the infrastructure has to be backed up. Typically you'll store a backup on site and a spare backup offsite just in case the primary facility is destroyed or you're unable to restore the data located at that facility. You have an offsite backup. This data could include customer data, transactional data, financial data and so forth. And keep in mind that not only do you need the data backups, but you also need the equipment to restore the data. If you've backed up to tape, you need tape equipment to restore to a server. You also need to think about equipment spares. The organization needs to consider redundant equipment. Does it have enough servers? Does it have enough work stations that if it needed to resume operations somewhere else that it could do that? Or in case equipment is destroyed or damaged during a disaster, is there spare equipment to either repair the existing equipment or to replace it? Recovery time objective. Prior to a disaster, the management needs to decide how long they can afford to be down before it severely impacts business operations. The recovery time objective could be set to 8 hours for example, 2 days, or even a week. It depends on how critical business operations are and how long business can go without being functional. There's also the recovery point objective to consider. That is the amount of data measured in time that the company can do without before it severely impacts business operations. When we say amount of data measured in time we're talking like two days' worth of data or 5 minutes worth of data. If you're talking about transactions that only happen possibly once a day, then maybe a day or two of data is easy to lose and get back to an operational point at some time, but if you're talking transactional data such as near real-time financial transactions, then your recovery point objective might be minutes or even seconds worth of data that you can afford to lose and no more. So you might have to look at backup solutions such as transactional journaling and so forth that happen in near real time. So the recovery point objective has to be set up in advance as well and thought about. And finally, being a multiple location company has several geographical locations so any of them could serve as a warm site for another site in case one goes down or is destroyed or damaged. A branch office that gets destroyed could rely on another branch office, as its warm site and it might have to move some of its equipment, some of its data, some of its personnel over to that site and begin operations and this typically might take a day or two. In the meantime, another branch office could take over processing if it has access to the data and the right processes. That's how you might handle business continuity in the event of a disaster and also some considerations that need to be thought about before the disaster happens.


Conclusion

We've looked at organizational security management and talked about what it is, what purpose it serves, and what the goals of security management really are in the organization. We've talked about how to support these security goals with different security tenets such as identification, authentication, authorization, auditing, accountability, and so on. We've also talked about security management principles and these are principles that security managers can use to help guide them and help protect assets in the security management program. Some examples of some of these principles were separation of duties for example, multi-person control, job rotation, data classification and so on. Finally we talked about security controls and these are security measures that we take to protect assets and they can be administrative, technical, or physical, and there are several different control functions that we discussed, seven of them in fact, which include recovery controls, compensating and corrective controls. We also looked at organizational governance and the requirements it imposes on organizations. We talked about information security relationships with other pieces of the organization such as business goals, functions, and so forth. We also looked at different security management roles and responsibilities such as the CIO, CESO, and so forth. Then finally we looked at how we might create a security management program and we considered several aspects of this. In future chapters, we're also going to be talking about more detailed issues such as risk management that will help you decide how to  create and manage your security management program and deal with all the things we have listed here such as governance, relationships, roles and responsibilities. We have also talked about the basics of risk concepts, we defined terms, and we talked about what risk  is and what it means in terms of the organization. Then we looked at assessing risk. We talked about a four-step process that NIST has published and during this four-step process we know that we also identified threats, vulnerabilities, likelihood, and impacts and determine our risk. And we discussed responding to risk and monitoring it and we know that in responding to risk there are several different options we have and in monitoring risk we basically monitor risk factors to ensure that if any one of them changes that affects our risks that raises or lowers or risk levels, then we change our responses as well. We've looked at resiliency concepts, the very basics of resiliency. We said that the basics include business continuity, disaster recovery, and incident response. We also looked at business impact analysis and how this helps the organization determine what its critical assets are and its critical operations. It also helps them discover what priority assets need to be restored in to maintain operations at an acceptable level. Then we looked at incident response and discussed the incident response team and how the incident response plan is constructed for an organization. We also looked at disaster recovery and talked about how the primary function in disaster recovery is saving human lives and preventing injury and if possible, saving equipment as well. Finally we looked at maintaining business continuity and remember that business continuity is different than disaster recovery. Disaster recovery takes place immediately after a disaster and is concerned with saving human lives and property. Business continuity on the other hand is concerned with getting the business back into operation and bringing it up to an acceptable level. Get to know each of these concepts and terms and you will be well on your way to becoming an effective security manager and establishing a good security program within your organization.

Thanks again for purchasing this book. Lastly, if you enjoyed the content, please take some time to share your thoughts and post a review. It’d be highly appreciated!


Book 2

How to Apply the NIST Risk Management Framework


Chapter 1 Understanding Compliance

Our first topic that we're going to cover is the issue of compliance, and compliance is most often heard in association with an organization's governance. What does compliance have to do with governance? Well, compliance is the act of adhering to your governance requirements, and normally we're talking mandatory governance, which is not optional. How we do this is that we meet documentation requirements set forth by the governance, we configure our systems the way they're supposed to be, and we develop policies and procedures to help protect our data and information assets. We normally implement these things by using security controls, and we also measure our compliance via testing these security controls. Let's take a look at how external governance and internal governance relate to this. First of all, external governance normally manifests itself as laws, regulations, and other standards. These are imposed on our organization, normally by governmental agencies. We have no choice in them, and they're normally designed to protect a certain class of data. For example, the HIPAA regulation protects healthcare data. To translate this in external governance into things that we can do to implement, we develop policies and procedures. For example, we might develop a data classification policy we can establish sensitivity levels for our data and know how to protect it. We also might develop an access control policy that we can determine who has access to data and under what circumstances. To support these policies, we further decompose it down into procedures, standards, and guidelines. Procedures are our day-to-day step-by-step instructions on how to perform certain tasks in order to implement this governance. Here are some examples of governance that we'll talk about. We have laws and regulations such as GLBA, SOX, and HIPAA; we even have industry standards such as PCI-DSS. We have internal policies such as data classification policies, and these flow down to procedures, which might tell us how to protect data at a specific level, and then we might use standards such as the NIST standards, for example, which we're going to cover a lot during this book, but there are other ones outside of that such as the ISO standards. If you're in the banking industry, the FFIEC standards. How does governance flow through the organization? Here are some examples. First of all, you might have HIPAA, which is designed to protect healthcare data, and then you might also have to comply with an ISO or IEC standard like 38500. This might be required by one of your external organizations. To support these two external pieces of governance, we might develop policies such as an access control policy or an audit policy. In turn to support those, we might develop procedures; data protection procedures to protect data at a certain sensitivity level. We also might develop authentication procedures that tell how individuals should authenticate to the system in order to access data, and we might even have audit procedures we can observe what the individual did with the data, how they treated it. To help us with these procedures, we have controls; the NIST controls are good example. The PCI-DSS standards, which cover the payment care industry standard is also another example. Using these standards might help us support the procedures, which help us support the policies, which help us meet the governance requirements. Here's a good takeaway from what we're talking about right now. No matter how compliant you are with your governance, maybe you've done all the checklists, maybe you have all the documentation, maybe your systems are configured exactly as the governance tells you to, but even being compliant doesn't guarantee security. Many of organizations are compliant, but still get hacked. Why is that? It's because they aren't adequately security their assets; they're just compliant with governance, and there's a difference. Why isn't compliance enough? Why do organizations become compliant, but still get hacked? There are numerous different reasons. First of all, compliance is a standardized approach; it looks to establish a baseline. It looks to make everything efficient and effective, our procedures, that we can be compliant with governance and try to secure our assets at the same time. It provides a baseline that we can compare different systems and data with, and if they meet this baseline, then they must be compliant. One problem with this is this can be a cookie-cutter approach. Not all systems are the same, not all data is the same. Compliance doesn't necessarily account for environmental differences or the uniqueness of particular systems and data and what protection requirements they have. Another issue is that sometimes we become complacent and compliance becomes the check-the-box kind of exercise or just something that we do with paperwork. It's a paperwork shuffle. We don't take our security part of that seriously enough. Another thing about compliance is that it's very slow to change. For example, some of the NIST publications such as 800-53, which was originally released in 2009 as Revision 3 didn't change until Revision 4 came out in 2013. Many things have changed in those years, given technology and the threat landscape. The same thing with the Department of Defence standards. We had DITSCAP, which was implemented back in 1996, and finally DoD uses the Risk Management Framework, which we started using in 2015. In all those years, a lot of things changed. Technology changed, the way we use computers and other types of information systems changed. We didn't have tablets and smartphones way back in 1996. The threat landscape was totally different, thus compliance was slow to catch up with all of this. That's why we need to discuss security as well, which we'll talk about in our next segment.


Chapter 2 Understanding Security

We've discussed compliance, so let's talk about security, and we'll look at why they're different and what security does for us that compliance doesn't. We know that security means that we're defending our assets. We're protecting our data and systems, and we're making sure that we protect them from unauthorized access, from unauthorized modification, and that we ensure that they are available to our users 24/7. Essentially, we're protecting the goals of security, confidentiality, integrity, and availability. At the same time, we're also ensuring some of the tenants of security, things like secure authentication, proper authorization, and, non-repudiation. What are we securing? The answer is data. That's what most people think about when we talk about securing our assets, but there are other things too we're securing. You know that we are securing the systems as well, because these are responsible for processing and storing our data, and we protect the processes that we use to generate or create that data as well. These could be technical processes or they could be business processes as well, and we are also protecting the facilities that house our data and systems, and the equipment that's in those facilities. Let's don't forget about people. People are our most significant assets, and we use information security to secure them as well. We know that security uses different controls or measures to protect our assets, and we categorize those as administrative, technical, and physical controls. Policies, procedures, and standards are administrative controls, while things like fireworks, encryption and permissions are technical controls. Physical controls comprise things like closed-circuit televisions, gates, guards, guns, alarm systems, steel doors and locks. One thing we need to reiterate is that the goal of security is to prevent unauthorized access to assets, unauthorized modification, and to ensure that there is no damage or destruction of these assets. That's security; it's not compliance. Let's reiterate what the differences are between compliance and security. In compliance, you're being judged by how well you check the box. Are you following requirements that governance lays out? In the security world, you're judged by how well you secure your data and systems. Are you preventing breaches? Are you preventing unauthorized access or data loss? Since we said compliance isn't enough, we also have to tell you that security by itself isn't enough either. Why is that? There are numerous reasons. First of all, security is unique to every system. While you could have some common requirements across systems in your network or your infrastructure, it's  not unique to systems across the world or across numerous companies or even different divisions. It's not standardized. You may find that some administrators perform security functions different than others. Security is focused probably on one, technical controls such as patching servers or configuring them or using other types of technology such as encryption or authentication or other types of data protection. It's also focused on the administrative and physical controls. What it's not focused on is governance. It doesn't necessarily take into account things like governance or requirements or compliance measures. It doesn't even look at risk management. Remember that security is kind of a binary state; either you're secured or you're not. Whereas risk management looks at an acceptable level of risk, and security is not necessarily always standardized, which means it can not easily be repeatable between different individuals if there's no standardization, and you can not defend it if there's no standardization. Security can be based on expert opinion. In other words, the smartest people in the organization that know security and whatever level of training they've had or whatever level of security experience they have. It's not always necessarily based on risk management or best business practices or any other kind of standardization. It can be, and in a lot of mature organizations it is, but it's not always this way we've seen where compliance is not enough and security is not enough, and later on, we'll discuss what we can do to make them work together and make them enough while working together.


Chapter 3 Understanding Risk

The next topic we're going to discuss is risk. Risk is one of those vague terms that's hard to nail down. It's not exactly compliance or security, but it's somewhere in between all of those things. Risk is the likelihood of a threat exercising vulnerability, and when it does that, what is the level of impact to the asset, whether it's data, systems, facilities, or equipment if that threat happens? You're dealing with two important things here, likelihood and impact, but also have threat and vulnerability mixed in there. Let's talk about what these different elements of risk are. We have assets, which are data, systems, vulnerabilities or weaknesses, threat actors, threats, likelihood, and finally impact. We're going to define each of these and then talk about the relationships between all of these elements. First of all, we have threats. These are bad things that can happen, actions or negative events rather, and these can cause harm to whatever assets we have, data and systems. Then we have threat actors. These are the characters or the causes that initiate threats. An asset is anything that we use, and it has to have value, whether that's tangible or intangible value. Things like data, servers, equipment, even people. Another element of risk is vulnerabilities. These are weaknesses in an asset such as a misconfigured server or a server that hasn't been patched, or even a lack of protections. For example, not having encryption in network transmissions and sending sensitive data over it. That's a lack of protections. In any case, these are all weaknesses for assets. Then you have one of the more significant elements of risk, likelihood. This is one of the two things that make up risk. Likelihood can be a little complicated. Essentially, it's the probability that someone will initiate a threat and that it will be successful in exploiting a vulnerability associated with that asset. It's what are the odds that something bad is going to happen to this asset? Then we have the impact. The impact is the bad thing that can happen, the level of harm to the asset. How much of the asset is damaged or lost? This is the impact, and it can be measured in dollars or it could be measured in labor hours, or some other quantitative method, or it could be qualitative and hard to identify such as a loss of consumer confidence, for example; that would be an impact. Let's take a look at some risk relationships so you understand how all these flow together. On one hand, you have threats and vulnerabilities. These are things or actions or events that affect weaknesses, threats and vulnerabilities. You cannot do too much about threats, you cannot eliminate a threat, you could just guard against it. You could eliminate vulnerability; say by patching a system, for example, or increasing your security controls with an asset. Likelihood and impact, nevertheless, affects how likely a threat is to exercise a vulnerability that will harm an asset and the level of that harm. These two are the elements of risk. It's a function of likelihood and impact, but threat and vulnerability directly affect both of them. The threat impacts the level of harm that can happen to an asset. The vulnerability is what the threat targets. There is a relationship between likelihood and impact. Let's say that you have different degrees of likelihood and different degrees of impact, and by this that you can see that we can derive risk by looking at the intersection of those two values. Let's say we have a medium likelihood and a very high impact so it may or may not happen, but if it does, it's going to be bad, then the risk is considered high. We could have something that's very low, a very low likelihood, probably never going to happen in a million years, but if it does, and it’s going to have a very high impact and the risk from that will be low, because there's a trade-off there. Probably never going to happen, if it does, it's going to be bad, but still, probably never going to happen. We say that the risk is low. Let's put this all together for a moment. Risk is a function of likelihood and impact. The higher the likelihood, the higher the risk. The higher the impact, the higher the risk. If it's more likely to happen, then the risk goes up. If the impact is increased, then the higher the risk. Lowering either the likelihood or the impact can lower risk. Threats and vulnerabilities aren't directly a risk, but they contribute to risk through those two factors. Risk can affect the assets or the entire organization or even a portion of the organization, depending upon how it's framed and from what level you're looking at. Let's look at how risk works one more time. You have a threat agent, which initiates a threat, and then have a likelihood of that threat occurring. That's one part of likelihood. That threat would then exploit a vulnerability, and that vulnerability is in an asset, and then you have the likelihood of that successful exploitation. First you had the likelihood of a threat even occurring at all, being initiated. Then you had the likelihood that it successfully exploits a vulnerability in an asset. If that happens  then you have impact, and that impact could be high-degree or low-degree just like likelihood could be. All of this together, results in risk.


Chapter 4 Understanding Compliance vs. Security

Now it's time to look at compliance versus security. We've discussed compliance, we've talked about security, and we've talked about why each of them are not enough to fully secure your program or to manage risk, and we've even talked about risk in relation to these things, but let's look at compliance and security as compared to each other and why they're not enough individually and why they are together. Why do you care about whether compliance or security isn't enough? Well, it depends upon the industry you're in, but let's take a look. If you are a DoD contractor or a DoD agency, then you have to deal with the RMF and DFARS, and probably a few other compliance vehicles. In the security aspect, you're trying to secure sensitive data, military operational data for example, classified State secrets, even company-sensitive information that could be used by our enemies to exploit our processes. If you're in the medical industry and you're under HIPAA, you care about that because if you're not compliant with HIPAA, you could be subject to severe fines. From the security aspect, you care because we have to protect medical and personal data. There are a lot breaches out there, and attackers target medical data. It's shown that medical data is worth more to an attacker to credit card data even. What if you are a merchant or a retail sales organization? What you care about then is that you process credit card transactions so you probably have to fall under PCI, the Payment Card Industry standards, if you do that, because if you don't comply with those standards, you're not going to be allowed to process credit card transactions. What are you securing? Personal data or credit card data. A lot of breaches that have taken place over the years have stolen credit card data. Finally, another example is if you're a financial institution and your compliance vehicles are Gramm-Leach or SOX or FFIEC. You have to comply with those because the federal government requires you to, and you could be subject to fines or criminal liability if you don't comply with these things. What are you protecting from a security standpoint? You're protecting shareholder information, you're protecting personal financial information, you're protecting sensitive company financial information, and if you doubt that that's important. take a look at Enron and their accounting firm, and you'll understand why that's extremely significant. As a matter of fact, the Enron case was essentially why a lot of these regulations were enacted to force financial institutions to protect their data and maintain accurate records. Let's compare compliance to security. Compliance is the measurement of how well you follow the rules, in other words, governance. Governance comes down through law or regulation and it gives us the requirements, and we have to follow those requirements. We have to check the box and show that we're compliant. The compliance thing and the controls that support compliance are essentially there to ensure that that you maintain a minimum amount of security, that you meet certain controls that are mandated by governance. The theory is that if you obey these certain controls, if you are compliant with them, then you're going to be secure. Well, we know that that's not true. Even compliant organizations get hacked. Compliance often focuses on preventative measures, measures that are designed to prevent you from having a breach and protect your data in the first place. Security on the other hand, just cares about protecting systems and data. There aren't necessarily rules or checkboxes that it cares about. Security just wants to protect the data, whether it's at rest, in transit, or even in process, while compliance cares about prevention. Security looks at prevention, detection, response, and remediation in case an attack or a breach happens. Talking about compliance versus security, let's look at a couple of other points. How can I be compliant, but not secure? Well, that's kind of easy. Compliance allows for documented exceptions, and in the security world, we call those exceptions big security holes, because we're not being secure, but from the compliance perspective, the governance may say that you don't have to do this if you could show that you're working on it, or if you could show that you have mitigation in process. Compliance does allow for exceptions. Compliance does not necessarily require in-depth security. It is a check-the-box mentality and primarily focuses on documentation and processes. It may state that you must have a firewall in place, but compliance doesn't state what rules must be implemented in the firewall, or what kind of firewall it must be, or how you must place the firewall in a DMZ. Compliance normally doesn't state that. It just says you must have one. Here's an example. The PCI standards concern themselves with systems that process the cardholder data. It doesn’t focus on the rest of the network that the cardholder data network may be connected to. The rest of the network could be wide open and that would be a bad thing because as soon as this data transits from the network that processes the cardholder data, it could be vulnerable because the rest of the network may be wide open. PCI is not focused on security as far as the rest of the infrastructure is concerned; it’s focused on those devices and infrastructure that processes the data itself associated with credit card transactions. This also brings up the question, how can I be secure, but not compliant? Well, that’s pretty easy. Decent security configuration, patching your systems, using encryption, putting firewalls up, maintaining your access control lists, doing permissions correctly, are all good security practices. But what if you have no plan for maintaining them and you don't document them? You don't know if an administrator did something a certain way or not or whether another administrator configured it differently. You could have an administrator who's in charge of the firewall and picks the rules that he or she configures on the firewall at random, based upon their own personal experience or expertise or preferences. Nothing is standardized. There are no requirements to drive what you do. You could have a very secure organization, but not compliant because in the compliance world, I need you to show me that you've documented everything. If I come and audit what you're doing, are you going to be able to prove to me that you consistently do these things, these security practices, the best way and a consistent way every single time? Security may not have a process guaranteeing the standardization. The different admins may not do it the same way every time so it may not be done consistently or correctly. All of this begs the question, how could I be compliant and secure at the same time? Is that even possible? Well, it is possible, and in our next segment, we'll talk about exactly how we might do that.

Chapter 5 How to be Compliant and Secure

Now that we've discussed compliance and security and talked about how they're very different from each other and how they sometimes seem to go in opposite directions of each other, now we need to talk about how you could be compliant and secure at the same time, and yes, this is very possible. First, how do you focus on security? Let's talk about this. First of all, as we've said, you probably need to focus on security first and foremost. You could always develop compliance documentation and procedures and processes over time. Compliance is not an immediate thing. It's a process, not a result, and security is the same way. Security is a process and not a result. You're never completely finished being secure or compliant, but for our purposes, you need to focus on security first, because you don't want to be breached. If you get audited and you get a bad grade from the audit because you're not compliant, well, you may get hit with a fine, and some other things may happen to you, but it's not a breach. A breach is far worse so be secured first. You need to perform a Business Impact Assessment or BIA, and essentially all this does is tell you what your critical processes are, your critical resources and assets, servers and data, because these are the things you need to secure the most. These are the things that if they were breached, you'd be in trouble. You need to understand the types of systems and data that you have, because if you don't understand what's in your own network or your own infrastructure, then how can you secure it? You have to understand data flows, interfaces with internal resources and with external resources, even their physical and logical locations, but most importantly, you have to gauge what the value is to you and your business. What are your top-priority systems? How significant is your data, and which data is critical? You also need to understand what threats are out there to your data and systems, and while there are common threats out there for everybody's data and systems, yours might be unique. You also need to perform threat assessment and threat modelling. That's the only way you're going to understand the threats to your organization and your data. The BIA will help you understand what will happen to your organization if you lost your data, permanently or even temporarily. Would you go out of business for a few days? Would you be able to function at all? With all this in mind, you should implement the security in your organization based upon that knowledge. You know what you have and how significant it is to you, how critical it is to you, secure the critical data and processes and systems first and ensure that they're the strongest. There is no such thing as one-size-fits-all security. You need to make security fit your data and systems, not everybody else's. Sure, there are going to be some common things that everyone does such as encryption, type permissions, but you need to make it match your data and systems, not everybody else's. Don't overprotect or under-protect your data, and if you've done a BIA properly, you know which data is more critical to you and which is not. Therefore secure and protect the data according to its level of sensitivity. The more sensitive the data, the more protection you give it, and if data is not as significant or critical, then don't spend too much money or time over-protecting it, because you'll be wasting resources. Data sensitivity is the key to this, to over-protection or under-protection and preventing those.


Chapter 6 Introduction to Risk Management Framework

The whole focus of this book is the Risk Management Framework. We've talked about what security and compliance and risk are and how they balance with each other, it's appropriate to talk about the framework that you use to help manage all of these things, the RMF. We're only going to give you a short introduction into the RMF because we're going to cover all of it during the rest of this book. This is just to get you started. What is risk management? We know what risk is. Well, risk management is a program and it's normally a formalized program in your organization, and it includes the processes and procedures and everything else involved in managing risk, and that means assessing it, responding to it, and monitoring it, and this is any risk to your information systems and data, either as a single standalone asset or to your entire organization. You need to know probably why the RMF exists, and back in 2002, the federal government instituted the Federal Information Security Management Act, which we affectionately refer to as FISMA, and it is a law that requires federal agencies, U.S. Government agencies, to define a comprehensive framework, methods and processes to protect government information and information assets. The law says that all U.S. Government agencies must secure its data and must manage risk. NIST, the National Institute of Standards and Technology, which belongs to the U.S. Department of Commerce. NIST was tasked with implementing FISMA, and what they desired to do was develop a framework and the guidelines, and the documentation and the processes to make FISMA work. NIST developed this process and it includes the security controls and the core of the Risk Management Framework. All U.S. Government agencies are required to use NIST guidelines and the Risk Management Framework. Previously, a few organizations such as the Department of Defence, had their own risk management and security methodologies such as DIACAP for instance, but since 2015, even the Department of Defence has been required to use NIST and its guidelines and the RMF. Commercial agencies can also use it. It's voluntary. It's a good management framework for risk so private agencies, commercial agencies, non-profits in your organization, can use the RMF. What does the Risk Management Framework do for us? First of all, it tells us about risk management and gives us guidance on how we as an organization should establish a risk management program that gets buy-in from management that gets commitment from resources and personnel. It also talks about risk assessment and the requirement to assess our risk to a given standard, and we need to do this on a periodic basis. It's not just a one time and you're done thing, because risk changes just as threats change. The RMF also talks about risk response, and it helps us to develop a risk strategy for responding to risk in different ways. How does RMF work with relation to governance? Well, we have external governance and this could be HIPAA, PCI, or FISMA in this case, and we can feed this governance into the Risk Management Framework and develop a risk management process. We have controls that we're required to adhere to, we have assessment standards, and risk response standards, and all of our formal external governance requires all of these things; even HIPAA suggests using the NIST RMF, although it doesn't require it. Briefly, here are some NIST RMF publications that you're going to need to be familiar with in your studies of the RMF. We are going to cover each of these publications in depth as we go through the book and the different steps of the RMF, but here's just a quick overview. We have 830, which is conducting risk assessments; we have a publication on the Risk Management Framework, which is 837; we have a publication that talks about managing information and security risks from a general perspective; we also have the actual NIST controls, an 853. Then we even have guidance on how to assess those controls in 853A. We also have other publications that help us categorize our information and figure out how critical it is to us. You're going to learn about all these different publications as we go through the rest of this book.


Chapter 7 Introduction to the NIST Special Publications

In the next few chapters, we're going to look at Risk Management Framework Publications. This may seem boring, but you're going to have to know these publications in order to understand and implement the RMF. There are many publications we're going to talk about throughout the book, but during the following chapters, we're going to go over just a few of them. Some of the more important ones that you'll find in the RMF cycle. First, we'll talk about the NIST Special Publications themselves. This is where a lot of the RMF publications come from. We'll also look at some specific RMF publications that come from NIST. These include 800-39, 800-37, 800-30, 800-53, 800-53A, and 800-60. That seems like a lot of publications to look through, and it is, but we're going to give you a brief introduction to each one of them, and we'll cover them more in depth as we go through the rest of the book when we talk about the steps of the RMF. We're also going to cover a few other publications along the way because we cannot cover every single publication that's involved with the RMF as there are so many. But, by the time you finish the next few chapters, you'll understand the very basic ones that you definitely need to know. The first subject we're going to cover is the NIST Special Publications themselves. This is where a lot of the RMF publications come from. Popularly known as FISMA, it's the Federal Information Security Management Act, and it's a US law that was created in 2002. It applies to the US Federal Government. It requires US Federal Government agencies to develop and implement a comprehensive security framework to manage risk and to protect assets. To implement FISMA, NIST was asked to develop all the standards, guidelines, and processes that the agencies could use to be compliant with FISMA and to secure their systems. These publications include a lot of different things, particularly for our purposes, to have the security control catalogue and the entire Risk Management Framework. Those are just a couple of the important things that the NIST Publications cover. All US Government agencies are required to use the NIST RMF. It is mandatory for them in order to meet FISMA compliance requirements and to provide a framework to secure their systems. The use of the RMF is not limited to just the US Government. Private agencies, corporations, not-for-profits, for-profits, and so on, can all use the RMF to secure their systems. One thing that I will tell you is that if you are a business and you're engaged in business activities with the US Government, you should definitely learn and understand RMF and how to implement it because you may be required to implement it on any government systems that you work with or even on some of your own systems. Let's talk about the publications themselves for a moment. These are published by an organization within NIST called the Computer Security Resource Center, or CSRC. They cover a wide variety of security topics, a lot of which we will not discuss during RMF, but could be significant to an RMF implementation. These include cryptography, for example, computer forensics, computer and network defence, incident response, and compliance. There are many more subjects that these publications cover. In implementing FISMA, there's a chain of events that happened. First of all, the law was created requiring information assurance from all government agencies, the NIST was tasked with developing all the security standards, guidelines, frameworks, and procedures, and these were implemented as special publications. These special publications contain all of these procedures and processes to comply with FISMA and to secure systems, and this whole process is known as the RMF. Shortly, you'll see how some of these publications fit into the overall RMF cycle.

We've talked about the NIST Publications. You need to take a look at the Computer Security Resource Center site so you could see how the publications are put on the site, how they're listed, and what publications you could find on there. You could visit the site by entering https://csrc.nist.gov/
 then click on “Publications”. The URLs are subject to change because sometimes sites will move their content around or will be deleted or added or even changed by the time you read it. If you look for the site again and there have been changes, probably you just need to do a search throughout the site or even on one of the search engines and you should find it.

Once you find the computer security publications listed, you will see all the publications in the CSRC. You should see that there are different publications such as FIPS publications or the Special Pubs, but you should also see things like the NISTIRs, ITL Bulletins, or White Papers. There are many decent resources in the CSRC, and a lot of those have to do with RMF. Some of those are guidance for performing information security tasks and best practices. Here you could find everything. You could go ahead and filter on just the Special Publications. You will see here numbers, for example, 1800-12, the 1800 series is a special type of SP, and its number, its title, whether it's in Draft or Final Status, and its release date. These are all listed in publication number order. If you listed them in release date, then you'd probably mix these up a lot because a lot of these publications have different dates. That's because sometimes they're revised or changed. The 800 series is what we concern ourselves with for RMF. There's a wide variety of Special Publications in the 800 series. You have publications about Cryptographic Standards, Application White Listing, Cyber Threat Information, BIOS Protection Guidelines or Cloud Computing.

Here you can see some of the publications we have discussed already, such as the 800-53B series, but there are new ones too that's in Draft, and we'll talk about that later on in the book because by the time you read this book, THIS might become the Final version. You'll also find here some of the more important publications that we've discussed. You could find all different kinds of publications, and if you want to read one, simply click on the publication. You could also download it locally to your computer. We've talked about going to the NIST site and looking at the CSRC and finding the pub that you need within the appropriate cycle of the RMF. You could find a lot of different publications there and most of them are very helpful with the RMF. Some of them don't have a lot to do with it, but after you complete this book, you'll know exactly which ones you need to focus on for the Risk Management Framework.

Chapter 8 Introduction to the RMF Publications

We're now going to talk about some of the various RMF publications you'll use when you're conducting your risk management activities during the RMF lifecycle. There are many different publications you're going to use, and we're not going to cover each one of them during this chapter. We'll cover a lot more of them as we go through the entire book. Right now, we're just going to give you a brief overview of some of the more common and more significant ones. When we look at the publications in RMF, we're going to talk about numerous publications that cover all the different steps of the RMF. Normally, you'll find that each step or phase is tied to one or two particular publications, but you'll probably use more than those when you're going through each and every step. Some you'll use more than others. Let’s discuss a couple of things about these publications. First of all, NIST did not see fit to put them in any particular numerical order for some reason, so you don't have to go back and read special publication 800-30 before you read 800-37, for example. These publications are also redundant. A lot of them cover the same material, maybe in different ways or in different contexts. In fact, you'll find that is helpful because sometimes if you read some information in one publication, it becomes clear when it is explained in a different context or a different way in another publication. All of these publications reference each other very often during the various steps. In some cases, you'll have to go to another publication to read more detail about that particular step. Let's take a look at a few of the more important publications that you'll use during the Risk Management Framework. First of all, we have Special Publication 800-39, which is generic and covers Managing Information Security Risk. It's more of a general information publication. Then you have the main publication for the Risk Management Framework itself, Special Publication 800-37. Then we have 800-30, Conducting Risk Assessments, and that tells you how to assess risk. We also have the NIST Control Catalogue in Special Publication 800-53, and 800-53A, it tells you how to assess those same controls. Finally, in 800-60, you'll learn how to categorize the different information systems and types. How does the lifecycle tie to the different publications? Well, remember I said that each step is tied to one or two publications in particular, those are the ones you'll use the most, but you'll find that you use a lot of them during the various phases at different times. But let's take a quick look at the main ones you'll use. In the first step of the new RMF, we have Prepare, and you'll use just about every publication you could think of, and we'll cover a lot of those as we go through the book, we're not going to tie any one particular publication to this step. Nevertheless, when we look at Categorizing Information Systems, there are two publications you'll use the most: the Federal Information Processing Standard, or FIPS, 199, and Special Publication 800-60. We'll go over the FIPS publications later in the book. In the next step, where we Select Security Controls, we'll look at FIPS 200 and Special Publication 800-53, and as we said, 800-53 is the control catalogue itself. When we look at Implementing Security Controls, we'll look at 800-160, and when we assess those same controls, we'll look at the Assessment Guide that's found in 800-53A. The next step is Authorize Information Systems, and most of the information we'll find about that is included in the RMF Publication itself, 800-37. The last step of the RMF, Continuous Monitoring, you will find the information about in most of the publications, but you'll look at the Special Publication 800-137 to get most of the information you need for this step. All of these publications you'll use throughout the RMF lifecycle, and some you'll use more often than others depending upon the step you're in. We'll cover these publications and many more throughout the rest of the book.

NIST SP 800-39

The very first NIST Special Publication we're going to cover is 800-39. 800-39 is more of a general publication. It's not prescriptive, it doesn't tell you how to do anything. What it does do is give you an overall fundamental conceptual view of risk, at least how NIST looks at it. It also gives you key definitions, terms or concepts and lays out the process for you. Let's take a look at what 800-39 can give you. We have 800-39, which is Managing Information Security Risk: Organization, Mission, and Information Systems View. What we need to do is look and see what the focus is on here. That way we'll know when we need this publication. It focuses on the background of management of risk and how it's set up, key terms, an overarching view of organizational risk, along with mission risk and information systems risk as well. Some of the key topics that you'll see in 800-39 include risk management terms and theory, risk strategy, and the process of framing, assessing, responding to, and monitoring risk. 800-39 also defines risk tiers, and this is a way of looking at risk at different levels and assessing it either at different levels individually or altogether as an overall whole for the organization. Let's take a quick look at 800-39, called Managing Information Security Risk, and just like the title says, 800-39 looks at risk from the organization, mission, and information system's perspective. Let's take a quick look and see what we have in this publication and see why it might be useful to you. As you go through most of the publications in the NIST Special Publication series, you're going to see numerous common things. You're going to see some front matter, and this might include some notes, directing compliance, acknowledgements. Some of the things are common to all pubs. You'll always see a Purpose and Applicability, the Target Audience or Related Pubs. Then you'll usually get into the meat of the publication, and for 800-39, that means the fundamentals of risk and then the process of risk. During the Fundamentals, we talk about the cons of risk management, the tiered risk management system, and the three tiers. We talk about trust and trustworthiness, organizational culture, and the relationships among the concepts that you'll study in this publication. Every publication also has Appendices, such as References, Glossary, Acronyms, Roles and Responsibilities, and other appendices as we need that's applicable to that publication. We're going to go over some of these fundamentals and processes, and we're not going to explain those here, we just want to get you familiar with 800-39, which is a learning tool. It's for you to read to understand how NIST frames risk and its theories of risk.

NIST SP 800-37

The next publication we'll discuss is probably one of the more important ones. This is the actual RMF publication itself, Special Publication 800-37. The version of Special Publication 800-37 that we're going to be working with is Revision 2. The title is Risk Management Framework for Information Systems and Organizations, and its primary focus is on the lifecycle itself, the entire process, all the steps involved in managing information risk for the entire organization. Some of the key topics that we'll find in 800-37 include the Risk Lifecycle itself, all of the different phases and steps, and it will tell us how we can manage risk for systems and data within the organization from the very beginning to the very end of the system's life. It also gives us our methodology. This is our step-by-step process for determining criticality of our systems and data, how we assign and manage controls, how we authorize systems, and how we continuously monitor risk throughout the lifecycle. You'll find that 800-37 is a wealth of information for the entire RMF and touches upon numerous other publications. Most of the overview and general knowledge about the RMF you'll find in this particular pub, but you'll find yourself going more in depth on things in other pubs as well.

NIST SP 800-30

The next publication that we want to discuss is Special Publication 800-30. 800-30 is very important for you to learn and be familiar with because you're going to use it throughout the entire Risk Management Framework processes. 800-30 is essentially the Guide for Conducting Risk Assessments, and a lot of your time is going to be spent conducting risk assessments and analysis during the RMF. 800-30 contains the step-by-step processes for conducting a risk assessment. It approaches it from a qualitative perspective, and remember that there are two types of risk assessments you could do: a qualitative, which is subjective, and a quantitative, which is based on numerical data primarily and is more objective. The advantage of a qualitative risk assessment is that it allows you to take into account a great many more factors, many of which cannot be easily quantified. 800-30 also includes some decent appendices that will help you determine risk, and you'll learn how to determine things such as threats and threat actors, calculating likelihood and impact, and it will help you calculate overall risk. The key topics that you'll find in 800-30 are the four steps in conducting a risk assessment. That includes preparing for it, conducting it, communicating and sharing information about it, and maintaining the risk assessment. Let's take a look at 800-30. Here, in the Table of Contents of Special Publication 800-30, you're going to see some things that are very familiar to you. Like the other publications, there's an introductory chapter that covers purpose and applicability or target audience. Also like the other publications, there's a chapter on the fundamentals and a chapter on the process. The Fundamentals Chapter covers a lot of risk theory and some of it overlaps with what we've in previous publications. You'll see risk management processes, but you'll also see risk assessment. The Key Risk Concepts covers some similar material as other pubs, but with a twist toward risk assessment. In Chapter Three, The Process Chapter, it covers  the four steps in performing a risk assessment, preparing for the risk assessment, conducting it, communicating and sharing risk assessment information, which essentially means reporting it, and maintaining the risk assessment after the fact because risk assessments  are a continuous thing, you're always doing them. There are some good appendices in 800-30 that will help you calculate risk. You have the typical References and Glossary and Acronyms Appendices, but you've also got some great appendices that will help you calculate threat and threat events. It will help you populate that type of data in your risk analysis. It will also help you look at vulnerabilities and how they relate to the threat sources and threat events. Appendices G and H will help you determine likelihood and impact to the essential elements of risk. There are appendices on both determining risk and preparing risk assessment reports. This is some valuable information that you'll use frequently throughout the Risk Management Framework processes. You're probably going to use it quite often during your efforts in the Risk Lifecycle.

NIST SP 800-53

Another very important publication you're going to use throughout the RMF is Special Publication 800-53. 800-53 is essentially the control catalogue for all the NIST controls that you'll use when protecting your information assets. It contains detailed explanations on each security control. It also tells you how might implement them and prioritize them with other controls. The key topics that you'll cover in 800-53 include the security control itself, which is a standardized format and structure found throughout all of the RMF Publications. You'll also see the control baselines. The control baselines are a set of controls that are assigned to your assets based upon your security categorization. The security categorization is done in step one of the RMF, and we'll discuss that later when we talk about all the process steps of the RMF. These control sets, or baselines, are based upon the security categorization, so if you categorize an asset as a Moderate, for example, there's a particular set of controls that you'll want to use. Nevertheless, 800-53 also contains information on modifying these baselines. You don't have to stick strictly to the baseline because 800-53 allows for different systems with different characteristics. There's no one-size-fits-all for the set of controls, so you could modify these baselines. Let's take a look at 800-53 now. 800-53 doesn't only contain security controls. It also contains privacy controls, which is a new addition. In the Table of Contents, you're going to see some common things that you see throughout all the RMF publications. You'll find that this standardization helps you because then you know where to go to look for things throughout all the publications and you know where they overlap and where they're different. You have an introductory chapter and you have a Fundamentals chapter and a Process chapter and Appendices. In the introductory chapter, you're going to have some basics on purpose and target audience. In The Fundamentals chapter, you're going to talk about the multi-tiered risk management and how the controls might apply to that. This multi-tiered risk management process was covered in depth in both 800-39 and 800-37, but you'll get more of it here also. The Fundamentals also talk about the security control structure, the baselines, how you designate them. Then the Process essentially talks about choosing the control baselines, how you might do that in conjunction with categorizing your systems. It also discusses how you might tailor these controls from these baselines because your systems are not always going to be a rigid type of system that fits into every single baseline category. The Appendices is where you're going to find some decent information such as the Glossary, Acronyms, but an important thing you'll find are the Security Control Baseline Summary, which will help you understand how those work, and it’s very concise and very decent. Most importantly, in Appendix F is the Security Control Catalogue itself, and this takes up the majority of the publication. Let's take a look at some of the stuff we're talking about. There's the summary of the Security Control Baselines, and it talks about Low-Impact, Moderate-Impact, and High-Impact Information Systems. You're going to learn a lot more about that when we talk about step 1 of the RMF. You have your Priority Codes, which tell you that in the event of conflicting controls, what’s the priority that you're going to implement them in. You also have a chart of the Security Control Baselines. There are controls and their priority and what baseline they belong to. Some controls belong to all three baselines, but the higher the impact from the security categorization, the more controls there are because they require a lot more protection. This is a good summary of how the controls fit in with the baselines. Let's take a look at the Security Control Catalogue itself in Appendix F. The Security Control Catalogue essentially shows you the controls and how they're structured and how you might implement them. Here's how they start. We have families of controls, and we're going to talk about this more in depth later. We have the controls themselves, for example, one Family's Access Control, so you have the controls designated by alphanumeric designators. AC-1, for example, covers Access Control Policies and Procedures. It tells you what the control means, what the organization should be doing. It gives you supplemental guidance. It also gives you control enhancements, if there any applicable, the references, and it talks about the priority and baseline allocations. Another example, Account Management explains the control and what the requirements are, broken down individually, the supplemental guidance, and any control enhancements. An enhancement is a modification to the control if the control needs to be more precise or add to it. Later on, we're going to talk about how NIST implements the RMF, and we'll talk about some basic theory, and we'll cover these more in depth. These are all control enhancements, and there are quite a few of them, your baseline or your priority. Here in a LOW baseline, you just have AC-2. In a MODERATE, you also have AC-2 and certain enhancements. In HIGH, you have AC-2 with many more enhancements. It gets more restrictive, it gets more secure. There are more controls added. We're going to talk about 800-53 more in depth later and talk about the structures of the controls as well and how they are implemented in RMF.

NIST SP 800-53A

Previously, we discussed Special Publication 800-53. This publication is the control catalogue that contains all the security controls you'll use to implement security on your systems. Nevertheless, we need to assess these controls and determine how effective they are at securing your systems, and determine how compliant the organization is with these controls. That's where Special Publication 800-53A comes in. 800-53A tells us how to assess the Security and Privacy Controls that we assign to our systems. It tells us how effective they are and how compliant we are. It gives us methods for assessment. It tells us how we can assess these controls. It also tells us what we should be looking for in terms of outcomes and how effective these controls are. The key topics that 800-53A covers are preparing for assessments, developing the assessment plans, conducting the assessments, analyzing the assessment results and reporting, and assessing how effective the security and privacy controls are, their capabilities, and how compliant they are. You will use this publication in conjunction with Special Publication 800-30, which talks about risk assessments. These two kind of go hand in hand, so you're going to have to know these publications very well, both of these publications as well as the publication on controls, 800-53. Let's take a quick look at 800-53AWe can see what the differences are between it and the control catalogue. Just like in 800-53, the control catalogue, we also have the ability to assess both security and privacy controls for our systems. Looking at the Table of Contents, our Fundamentals chapter talks about assessments in the SDLC, a strategy for conducting control assessments, and the assessment procedures themselves. As far as the process goes, we talk about things that also go hand in hand with Special Publication 800-30, Assessing. In Chapter Three, we talk about the process, which goes hand in hand with 800-30, the Risk Assessment Publication. You could see there's some parallels here. We prepare for the assessment, we develop the assessment plan, we conduct the control assessment, and then we analyze results. What we're looking for is the effectiveness of the control and how well it complies with governance. The key here is Appendix F, where we have the Security Assessment Procedures. Let's go ahead and take a look at those. So in Appendix F, this is the majority of the publication. We see what, at first glance, looks like the controls. We start over with AC-1, the first Family's Access Control, and we see the same information that we see in 800-53 as far as the requirements, but it approaches it from a perspective of how you assess the control. For example, you have Assessment Objectives. You determine if the organization develops and documents an Access Control Policy that addresses purpose, scope, roles and responsibilities. These are broken down into individual items that you could assess individually. You have the controls and their enhancements that are broken down. You have Assessment Methods here as well. For example, what you should examine such as the policy and procedures, or documentation, and who you might interview. There are also other methods that you might see from time to time. AC-2 Account Management, you want to know if the organization defines its information system account types, if it takes into account authorized users, group, role membership or access authorizations. You're breaking all of these down from this control into these individually assessable items. We're going to talk about these a lot more when we talk about how RMF is constructed and implemented. This is one of those publications that you need to know very well in conjunction with 800-30 and 800-53.

NIST SP 800-60


Chapter 9 Understanding the Cybersecurity Framework

The next topic we're going to discuss is the NIST Cybersecurity Framework or CSF, and this was produced to create a standardized framework across the board that could be used in industry and government to give everyone a model that they could use to secure their assets. What are we going to discuss in relation to the CSF? Well first, it's helpful to discuss what the CSF is and where it came from and why, and then we'll talk about the structure of the CSF itself. We'll also look at some of the other types of support structures within the CSF tiers and profiles, and finally the most important thing is we'll talk about the relationship the Cybersecurity Framework has to the Risk Management Framework, and they're integrated in this latest version of the RMF. First, what is the CSF we keep talking about? The Cybersecurity Framework was developed by the National Institute of Standards and Technology, the same folks who developed RMF and NIST Catalogue of Controls, and NIST developed this framework in relation to its responsibilities under FISMA. Nevertheless, it was a specific executive order EO 13636, Improving Critical Infrastructure Cybersecurity, and this was signed by President in Obama in 2013, and it tells NIST that they have to work with stakeholders across the industry, private individuals, companies, government agencies, and so on, to develop this framework. This framework gives us a guideline of how to secure assets and reduce cyber risks, and it applies to everything in the critical infrastructure in the United States. It uses existing standards, guidelines, and practices. The framework is voluntary guidance. Organizations don't have to adopt it; Nevertheless, federal government organizations do have to embrace it as part of the Risk Management Framework, which they are required to use, but commercial organizations, private organizations, individuals and so on don't have to; it's purely voluntary, but it's a  decent way to show you how to secure your assets. It's very heavily integrated into the latest version of RMF that came out in December of 2018. Essentially, it’s just a catalogue of different activities. Identify, protect, detect, respond, and recover, and these activities have outcomes as a result of performing those activities. For example, you could say that identify, that activity, has one of its outcomes as identify all existing computer equipment and have an inventory of them. That would be an outcome. The current version is 1.1, which came out in 2018, and it has a few changes over the original one, but essentially they're almost the same. It adds a couple of other details to it. So having said all that, we're going to go next into the Cybersecurity Framework structure and talk about how it's built and what it is and does.


Chapter 10 Comprehending the CSF Construction

The next topic we're going to discuss with the CSF is its structure, how it's constructed, how it's made, so it can help support securing your assets. So how is it structured? Well, first of all, that it's both outcome-based and risk-based. You have certain activities, and these activities have predetermined outcomes that you should have when you have performed these activities, and you'll see more of that as we go. As far as its structure, we have five activities or functions, five major ones, broken down into 23 categories and 108 subcategories. So it kind of decomposes down from major activities or functions to next-level categories and then finally, detailed subcategories. In addition, for each of these activities, categories, and subcategories, there are five informative references for you to refer to if you need them, and these are the CIS, the COBIT 5, the ISA standards, ISO/IEC 27001, and finally NIST SP 800-53, which we know is the Control Catalogue for NIST. These do correspond to controls, at least at the subcategory level, and they don't exactly correspond to all of these controls, but they're very close to them. All of this that we just discussed, the activities, categories, subcategories, is all called the Core, the CSF Core. So let's talk more about functions, categories, and subcategories. The functions are activities and there are five of them, and they tell what you're going to do; you must do these things. The categories are further breakdowns of these activities. They tell what you're going to do also, but they also get into the how, how you're going to do it so it's more specific. Then the subcategories are detailed statements on how to implement these functions and categories. In other words, how you're going to do these things, and they're more detailed decompositions of the functions and categories. Let's look at the CSF functions. First, we have Identify, and it's very important to identify all of your assets, identify your risks, and identify everything you could within the organization. Think about this as assessing risk, think about this as assessing your critical structure, think about this as getting your business processes identified, and especially with critical ones, and even doing like a business impact assessment. All of these things can fall into the Identify function. Then we have the Protect function, and the Protect function encompasses all of the controls or security measures you will use to protect an asset. You also have Detect, and Detect is very important, because we want to detect things that happen in our infrastructure; malicious activities, accidental activities that may degrade or destroy information systems or data or cause data to be accessed by unauthorized personnel. We also have the Respond function, and you can think of this like incident response, forensics, and so on. The RS function is essentially what you do to respond to a malicious attack, a data loss, a natural disaster, and so on. Next, we have the Recover function, and recovery is used when we have to respond to an incident to a malicious attack for example, or a natural disaster or some other negative event. Recovery is the set of all those measures and controls that we implement to do just that, to recover our data to ensure that everything is intact and we haven't lost anything. These functions are broken down into categories. Remember we talked about the Identify function. Look at the categories that are specific to Identify. Each category also has an identifier, and this identifier is used in notation, and for the Identify category, the identifier is ID. So for the category of Asset Management, we have ID.AM for Asset Management. Asset Management is things like inventory, managing all of your assets, identifying where they're at, making sure they're patched, configured, and so on. Identifying your business environment means analyzing your business processes, looking at the critical processes and so on. You also have to identify your governance that you are required to adhere to. You identify risk. You identify your risk management strategy. You also identify your supply chain risk management, and one thing I'll point out is that the Supply Chain Risk Management category is new to the CSF under version 1.1. It was not in the previous version. The other functions have similar categories. For example, Protect has Identity Management, Authentication, Access Control, PR.AC. It also has Maintenance, PR.MA. There are identifiers as well in there. You have Detect, Anomalies and Events. Security Continuous Monitoring falls under there. You have Respond like Response Planning, Analysis, Mitigation. You also have Recover, Recovery Planning, Improvements, and Communications. One thing I want to point out is that with these last two, Respond and Recover, they each have categories of improvements, and this is okay because they have separate identifiers. You have an RS.IM and an RC.IM, and these particular categories means that after response or after recovery, we identify ways to improve our infrastructure to prevent another incident or to improve our response to it or our recovery to it. Here's an example of the breakdown. This comes from the CSF Alternative View, which is an Excel essentially, and it's Appendix A, the Framework Core Informative References, and this doesn't  tell you a lot, but it shows the different functions, categories, subcategories, and then the five references; the CSC, the COBIT 5, the ISA, the ISO/IEC, NIST, and so on. The actual framework itself gives you all the information you need for all of these, for all these functions, categories, and subcategories. For example, here's the Identify function, and the category in this case is Supply Chain Risk Management ID.SC, and it explains what this is. The organization's priorities, constraints, risk tolerances, and assumptions are established and used to support risk decisions associated with managing supply chain risk. So from that category we have two subcategories, two additional identifiers. We have ID.SC-1, which is supply chain risk management processes are identified, established, assessed, management, and agreed upon by organizational stakeholders. To complete that control, in order to get that outcome, and that's what  that is an outcome, you have to ensure that that you identify your cyber supply chain risk processes, that they're established, they're assessed, managed, and so on. The -2 is that suppliers and third-party partners of information systems, components, and services are identified, prioritized, and assessed using a supply chain risk assessment process. You have two outcomes. Then you have your informative references for each of those. This is how all of this is broken down, and it can be found in the Cybersecurity Framework for all of those functions, all of those 23 categories, all of those one-hundred-eight subcategories. This isn't all there is to the CSF. We also have tiers and profiles, which we're going to discuss shortly.

Chapter 11 Comprehending the CSF Tiers and Profiles

Now we've talked about functions, categories, and subcategories, but there are a couple of other components of the CSF we need to discuss, and those are tiers and profiles. If you are familiar with RMF, you know that a tier is an organizational or system level in which you perform risk assessments and risk management. Unfortunately, there's a disagreement of context between the Risk Management Framework and the Cybersecurity Framework. In the Cybersecurity Framework, a tier is a level or degree of rigor. It's the degree to which the organization has Cybersecurity risk management practices that exhibit the characteristics that the framework has. In other words, how well it meets the framework's outcomes. So here are the framework tiers. We have these tiers ranging from Partial, which is not very rigorous, to Adaptive, and that's tier 4. Partial is tier 1 to Adaptive tier 4, and we'll talk about the tiers more in a moment. These tiers tell us the level of rigor or level or maturity, although they don’t like to use that word maturity, because it implies something like CNMI, but it's not that. It also describes how well the Cybersecurity risk decisions are involved or integrated into the bigger risk decisions for the organization. How well are Cybersecurity risk management decisions used in managing the overall risk of the organization, a little or a lot? It also describes the degree to which the organization shares information back and forth with external parties, external entities, third parties, and this Cybersecurity information. This could be other organizations, other companies, other government organizations, other private organizations, or mixed and matched across the board. These tiers describe these things. Here's what our CSF tiers are. Partial, that's number one; two is Risk Informed; three is Repeatable, and four is Adaptive. These things measure risk management process, in other words, the functionality and repeatability of cyber risk management. They also measure the integrated risk program management, and remember that's what I said was involving Cybersecurity risk decisions into bigger organizational risk management decisions, and also external participation. This is the degree in which our organization manages and monitors supply chain risk, which comes from external parties, and also benefits by sharing or receiving Cybersecurity information from these third parties. This could be a very subjective scale, these tiers and how well you are performing at them, but it's there to kind of judge or measure yourself, but it's very subjective. What's a profile? That's another component of the CSF. A profile is a very particular use or implementation of the CSF Core, the functions, categories, and subcategories for a very particular organization or a very particular sector, or even a very particular system. For example, you could have the energy sector or the transportation sector, and you might use a profile that's customized based upon the CSF Core for your sector or even for your organization itself. This is based on unique requirements that an organization or a sector might have. How do you develop a profile? Well, you have different inputs. You have business objectives of the organization, what your security requirements are, and the environment in which the systems operate, the technical environment. All these have to be considered and you feed these into the CSF. You take into account the functions, categories, and subcategories, and this produces a CSF profile, because the business objectives, the security requirements, and the technical environment all change or alter which functions, categories, and subcategories might apply to your organization. It's very customizable. If you go on the NIST site or simply do a Google search, you will find CSF profiles for different industry segments such as the energy industry, for example. And these are very good to look at to get an idea of what a profile looks like.

Now that we've talked about the Cybersecurity Framework, let's discuss what relationship it has to the RMF. We said earlier that the RMF had integrated the CSF into its new version. So let's take a look and see how that has happened.  RMF Version 2 released in December of 2018, and we've been waiting for this for a long time. It incorporates Cybersecurity Framework into its steps, these steps that the RMF uses map to various CSF identifiers, functions, categories, and subcategories. In fact, one of the major objectives in this revision of the RMF, and this is listed in the RMF itself. In the new revision of the RMF, one of the seven major objectives listed in the publication itself is to demonstrate how the CSF can be aligned with the RMF and how you could implement the CSF using established NIST risk management processes that we already have out there. It shows you how to implement the CSF. What are we talking about when we say that the RMF steps map to CSF? Well, here's an example. This is the Select step, step 3, and you could see that there are different tasks, and we'll go through the structure of the steps later on in the book. This is just to give you an example, but You could see that these tasks such as Control Selection or Control Tailoring, Control Allocations, these can be mapped to different outcomes, and outcomes are what the CSF is all about. Task S-1 is mapped to a particular profile, as is Task-2. Task 3, Nevertheless, Control Allocation is mapped to a profile and a very particular CSF identifier, PR.IP. We also have Continuous Monitoring Strategy System, which is Task S-5, and it's mapped to two identifiers, ID.GV, which is Identify Governance, and DE.CM, which is Detect Continuous Monitoring. So both of those help you develop a continuous monitoring strategy. Likewise, in Control Implementation, which is step 4 of the new version of the RMF, we have PR.IP -1 and -2.Those are very specific outcomes that we can find in the CSF, and as you go through the RMF, as we talk about it later in the book, you'll see how the different steps map to CSF, and we can go back and look at the CSF and see how they support these RMF steps. Essentially, these steps can tell you how to implement parts of the CSF.


Chapter 12 Essential RMF Concepts

We've talked about the Risk Management Framework numerous times. It's time to go in-depth more on it and look at its steps and some of the things about it that we're going to see throughout the rest of this book. Here's what we're going to talk about now. First, we're going to look at the new RMF and tell you what some of the differences are between the old one and the new one. We're also going to look at some very important Risk Management Framework concepts. We'll take a risk tiers, for example. We'll also look at the systems and authorization, and we'll take a look at roles and responsibilities; who does what in RMF, and finally we'll talk about security and how privacy is integrated in the Risk Management Framework in this new version. We have some interesting things to talk about so let's get started. The new RMF, when we say new RMF we say that it's new because it's a new version. There are seven major changes to RMF and we're going to cover a few of them. Of the many changes in the RMF, we have the integration of the Cybersecurity Framework, as well as the integration of privacy into the RMF itself. We have the addition of the Prepare step, , and the Prepare step  allows us to focus on process, management, appointing roles, and enhancing communication with all the stakeholders. What's in Version 2? As far as its Table of Contents goes, here's what we see. Chapter one is some introductory stuff. We have the background, purpose and applicability, and how it's organized. Chapter Two gives us the fundamentals, and it talks about risk management on an organization-wide basis, and we look at the framework steps, an overview of those. We look at how security and privacy are integrated. We talk about system and the system elements and how they look, and we talk about authorization boundaries. You'll also find some information on the requirements and controls, as well as security posture and new to Version 2, the supply chain risk management. In Chapter Three, we have the entire process, and this process  talks about step-by-step, task-by-task of the Risk Management Framework, and it gives us all of the seven steps, prepare, categorize, choose, implement, assess, authorize, and monitor. We also have references, and these are the publications from which RMF is drawn. We have a very good glossary in the back of the RMF, and then we have its acronyms. Appendix D is very important as is Appendix E, because you're going to be able to see the roles and responsibilities and get definitions for each one of those, and in Appendix E, you're going to see a summary of the RMF tasks, and this summary  is step-by-step how to do the RMF. This is a very important appendix. Appendix F talks about common controls, Appendix G about authorization boundaries, and Appendix H about the entire system lifecycle. That's what we have in Version 2, and if you know anything about the old RMF, it's not vastly different. There are some additions and some things that have been changed in the new RMF, and as we go through the book, you're probably going to see some of these differences.

Since we're talking about the new RMF, let's go over some important RMF concepts, particularly some of the steps we're going to see during the RMF. , this is just a quick overview. We'll look at some of the steps and tasks more in-depth as we go through the book. So let's look at this RMF cycle, and these steps compose the RMF cycle. First of all, we have the new Prepare step, and we'll discuss that later. Previously we did not have this step in the RMF. We also previously had steps listed in numerical order, one through six. Well, the Prepare step adds another step to the cycle, making it seven steps. You could perform any of these steps during the RMF cycle at any time; they're very iterative. We have the Prepare step that we can use throughout the RMF cycle. We also have the Categorize step. The Categorize step is where you categorize the information systems according to their criticality, and then we choose controls based upon that criticality, control baselines; then we implement those controls with the system. We get those controls in place and working, and then we assess those controls to ensure that that they are working the way we think they should be, that they are fulfilling their function and minimizing risk. Then the system goes through a formal authorization process where the authorization official formally says that this system is allowed to be in operation and they accept whatever risk we have determined is inherent to the system. Then we have Monitor, and monitoring the system is something that goes throughout the entire RMF cycle, throughout the entire lifecycle of the system. We monitor system risk to see if it changes. We monitor the system's environment because changes in its operating environment can change risk. We also monitor how effective the security controls are, we do this on a continual basis, and as we need to, we re-categorize if necessary if the system changes criticality or changes the types of data that it processes, and so on. This is an iterative cycle, and we do this not only at the system level, but also organizationally wide. Let's look at these steps. We have Prepare, and in the Prepare step, we develop a risk management program or improve or enhance the risk management program that we have across our organization. We categorize systems based upon criticality. We choose security controls, we implement those controls, we assess both control effectiveness and risk, and then we authorize those systems. We accept risk, and we allow those systems to legally operate, and then we monitor changes in risk and the operating environment. This is just an overview of all these steps that we have in the RMF, and we're going to cover each of these steps individually and more in-depth as we go through the book.


Chapter 13 Understanding Risk Tiers

The Risk Management Framework looks at risk across the organization, but you could look at risk in different contexts within the organization, and these are called risk tiers in the RMF. Risk tiers have not changed fundamentally between Risk Management Framework Version 1 and RMF Version 2. Let's take a look at these risk tiers and see how they work. The RMF uses a three-tier risk model, and it looks at these tiers across the organization. First we have the Organizational level or tier, we have the Mission or Business Process tier, and we have finally at the bottom of the pyramid the Information System tier. How do these tiers work? Well, when we look at risk, we can look at it according to different contexts or different segments of the organization, vertical or horizontal. When we look at organizational-level risk, we're talking about the higher-level management processes and risk that's associated with risk strategy, risk tolerance, risk methodology, and so on. How is the organization managing risk? We could be looking at administrative controls here, policies and procedures, risk strategy, and so on. We could also be looking at mission or business process risk, and this is the middle tier, and at this tier, what we're looking at is how the different mission processes or business processes that are organizational wide, that cross all different organizational functional levels, and departments, how that risk works or how it contributes to risk for the entire organization. For example, we may look at the risk associated with the accounting processes or with the human resources processes, or even more particularly, the personnel screening processes, because these take place across the organization, they're not unique to a particular system or unique to a particular department. We can also look at Information System risk, and this is the risk that we normally probably talk about when we look at risk management at our level. We're talking about the risk associated with a particular system or a group of systems. All three of these risk tiers are important, and we can look at all of them at once or we can separate them out. If we want to know what the particular risks are with a particular system, we can do it that way. If we want to know what the particular risks are with a mission process, we can do it that way, and we can look at the entire organization, too. One thing I want to mention is that the risk tiers in the RMF are a totally different thing than the risk tiers that you find in the CSF, the Cybersecurity Framework. In the RMF, risk tiers are different levels or contexts of how you look at risk. In the CSF, the risk tier is more of a maturity type of thing. It looks at how much in-depth or with how much rigor you employ the CSF in your risk management processes, and this is on a scale of 1 through 4. Therefore it's a totally different thing; the two are not the same, and that's an unfortunate thing that they're not, considering they both came from NIST, but you need to keep this in mind.


Chapter 14 Understanding Systems and Authorization

Now let's talk about systems. We've discussed these systems, but we haven’t defined them, and we also need to know about system authorization. The system that we speak of, it's more than a collection of computers, although it could be that also. CNSSI 4009 defines a system as an assembly of resources, processes, procedures that we formally regulate, and they have specific interactions and interdependencies with each other and with external systems, and they are designed to accomplish a set of very specific functions, but you could say that a system is also a collection of computers, a collection of networks. Furthermore, you could say that it's part of their applications and data and the personnel who process data with them. All of that could be considered a system. If you look in RMF, in its glossary, you're going to see a couple of different definitions for system. First of all, the one we just mentioned, but also a combination of interacting elements or things that include hardware, software, data, humans, processes, facilities, materials, and other things. One note that we have is when we talk about a system of systems, that's the same thing. A system could be decomposed into multiple systems, multiple networks, in multiple physical locations or logical locations. It's hard to nail down exactly what a system is, but essentially a system is what you're going to be working with when we talk about RMF, categorization for example and accreditation. Let's look at what the system authorization boundary could look like. First of all, a boundary is a defined area around the system; not necessarily a physical boundary although it could be that way. And this system has system elements in it within that authorization boundary. We have external systems that provide input to our system and we have external systems that receive data from our systems. These external systems sometimes are called enabling systems where we get support from these systems, data perhaps or information that processes into our systems, that our system depends upon, but we also have these systems that just simply interact with our system that are  not part of our authorization boundary. Essentially the authorization boundary is everything we're going to credit or get authorized under the purview of a particular authorizing official. Maybe a system is owned by a particular mission or it processes a particular set of data. It’s a distinct entity, and once it's defined as within an authorization boundary, that system is treated as one single whole. As we go through each step of the RMF, we'll talk about how systems are authorized, and you'll get a better idea of what their boundaries are.


Chapter 15 Introduction to Roles and Responsibilities

RMF covers numerous different roles and responsibilities, and it's added numerous roles that previously weren't in there, particularly privacy roles. In each step and task of the RMF, we have different people who are responsible for performing those tasks or overseeing them. We also have different people who are responsible for supporting those tasks. Let's take a look briefly at some of the roles that we have, and as we go through the book, we'll emphasize what the responsibilities are. Let's talk about risk roles and responsibilities. First of all, let's look at our senior ones, and these are in the same order that you'll find in the RMF. First of all, we have the head of the agency, and that’s the person in charge. That's the person who's been legally designated to make decisions and lead the agency. They get involved in the RMF in various tasks that require things like higher-level decisions and appointments. We also have the chief information officer who we know is responsible for all the IT assets within the organization. We have an authorizing official, and this person is responsible for formerly authorizing systems to be in operation. We have a common control provider, and this could be individuals, this could be entities, and this could be even processes. Common control providers are those that give common controls to the organization such as physical or administrative controls that are inherited by the system. A control assessor is someone who comes into the organization or maybe they're a part of the organization, and they assess the effectiveness of the security controls you have placed in effect for the system. Then we have a new role, a senior agency official for privacy, and as it states, this is the senior person in the organization who's responsible for overseeing privacy, ensuring that privacy requirements are met, and that rules and regulations are followed. We have the senior agency information security officer. Formally you might have heard this called the SISO such as the senior information security officer, but it's changed up. This is the person in the organization who is overall responsible for information security. We also have a senior accountable official for risk management. This is a person who could be the highest in the chain who makes risk decisions or defectively leads the risk program or risk executive function as we call it. Let's look at mission or system risk roles and responsibilities. We have a mission or business owner. This is the individual that owns the mission for which the system supports, and there could be numerous systems that support their mission. There could also be different types of data, but they own the mission. They may not be the system owner, and the system owner could support them, but they own everything that goes on, on the reason why the system exists. Then we have the system owner, and that person is in charge of the system. They are responsible for its maintenance, for its functionality, for making sure that it runs, for making sure that it supports the mission, and making sure it's secure. We have an information owner or steward, and a system owner and an information owner could be different. Someone could be responsible for the system itself, especially if it processes multiple types of information, and we have the information owner, and maybe they're responsible for the data that's processed. Maybe they own the information that comes out of it that supports the mission. They could also own the input data or the output data that the system needs or produces. Then you have the system security or privacy officer. These could be separate roles or they could be the same role for a system; it depends upon how big the system is and what the necessities are. This person is responsible for security or privacy at the system level. That's what they take care of. Then we have a security or privacy architect, and this person could be dedicated to a system, especially if it's a large system, or they could be dedicated across the enterprise; it depends on how large the enterprise is and how large the system is, and this person designs security or privacy into the system. They design the mechanisms and the processes that protect security and privacy. The enterprise architect probably covers the entire organization, and the security or privacy architect for the system may work for the enterprise architect, but this enterprise architect is responsible across the organization for each of the systems in their functionality, how they're designed and built. Then we have a system administrator. The system administrator is the person who day to day administers the system, takes care of it, and backs it up, and so on. We also have a security or privacy engineer that belongs to the system, whereas the system security privacy officer makes sure that the system meets its requirements for security or privacy, and they may take care of other tasks, the engineer designs these mechanisms and implements these mechanisms along with the security or privacy architect. Then they have the system user, and this is the person who uses the system day to day who processes data over the system. These are just some of the system roles and responsibilities and some of the enterprise roles and responsibilities as well, and how they integrate with the system and personnel, and these people take care of the system, its security, its privacy, and so on, day to day and strategically.


Chapter 16 Comprehending Security and Privacy in the RMF

I previously mentioned that one of the additions to the new RMF is a focus on privacy, and essentially what NIST has done is combined security and privacy such that the things you do for security are also the things you do privacy. Nevertheless, there's a different twist to privacy. Privacy is a relatively new addition to the RMF and its processes, although there have been some efforts to include privacy in the whole process before. This is the first time it's been specifically called out as much as it has been in the RMF. We talk about RMF to protect not only security, but privacy data, and this usually means PII or Personal Identification Information. However, if you are using the RMF to cover data such as HIPAA data or financial data, it's useful there, too. It's new to the RMF to the extent that it’s privacy has been included in the newest revision, we integrate those previously separate privacy controls into the security control catalogue itself we can see that privacy is getting an additional emphasis in RMF overall. In this version of the RMF, we emphasize roles that we have not seen previously before such as a senior agency privacy official, privacy engineers, privacy architects, privacy officers. The in RMF, the completion of certain tasks in certain steps may require that you get some of these privacy roles involved. You have to look at security and privacy separately sometimes, and you need to know that where security means confidentiality of data, privacy means protecting data for the individual that they can determine how they want to use it and who they want to see it. There's that little extra added twist. When you have privacy data as part of the system, these roles get involved, the senior agency privacy official, the privacy engineer, the privacy officer to ensure that privacy is protected and that these tasks are completed with a privacy twist in mind. It's not that privacy is a brand-new thing that encompasses a lot of different tasks and processes. We're going to use the same processes that we use in security and some of the same controls. It's just that you have to be mindful of it and include it when you're doing your RMF steps.


Chapter 17 How to prepare for RMF

We've now come to the part where we’re going to start looking at the RMF steps. Our first step is the newest RMF step called “Prepare”, so let's go ahead and take a look at the Prepare step, when we might use it, and why we might use it. Here's what we're going to talk about during this part of the book. First of all, we're going to look at the Prepare step; we're also going to take a look at how the Prepare step is broken down into organizational-level preparation, as well as system-level preparation. Let's take a look at the preparation step itself. This Prepare step is new in the RMF. It came out when the RMF Version 2 came out in 2018.The thing about this, this new Prepare step, is that it is listed as the first step, but it is used throughout the entire lifecycle. If you're an organization that has no risk management program at all, you would use this preparation step to develop that, and that's essentially what the Prepare step does for you. It can help organizations set up its risk management processes, strategy, or for an existing organization, it can help them mature them or change them as it needs to. Here's the breakdown of this Prepare step. First of all, there are 18 tasks and outcomes. The step categorizes tasks by their risk tier level, and we know we have organizational and mission/business process, and information system. But in this case, for the Prepare step, all of our tasks cover the organizational level and the information system level. In addition, these tasks also tell us who is going to carry out these particular tasks, and it could be someone like the senior information assurance person, or the senior privacy person. We also get to see who the supporting individuals are that help perform this task as well. Here's an example of the prepare tasks and the outcomes. This is for the organizational-level portion of the particular step. You have the tasks, called Task P-1 for example, Risk Management Roles, and the outcomes. Remember that this is outcome based just like the Cybersecurity Framework. The outcome for Task P-1 is that individuals are identified and assigned key roles for executing the Risk Management Framework. You have your mapping there to the CSF. At the end of this task, that's what you want to have, identified and assigned key roles. Here's an example of the preparation tasks that show the primary responsibility and the supporting roles, and this is from Table E1 from the Appendix E, in the back of 800-37 Revision 2. It shows the primary responsibility for the folks who perform the task, and the supporting roles for the people who help with the task. You'll see this for every single step in the RMF. Next we're going to take a look at the particular tasks we'll see for the organizational level and drill down into those better.


Chapter 18 How to prepare for Organization-level Tasks

We've discussed the preparation step already. We know that the preparation step breaks its tasks down into the organizational level and the information systems level of the RMF risk tiers. Let's discuss about the organizational-level tasks. Organizational-level tasks need to be performed by an organization to either establish a risk management program or to update its risk management program if the environment changes or the risk strategy changes. You also perform these tasks when you're introducing a new system into the mix. You want to ensure that that your risk management program can accommodate the new system. All of these organizational-level tasks are normally higher-level administrative tasks. You normally will not find technical tasks. Those might be associated with system-level types of activities. Let's talk about our step and task descriptions. We have our task, we have the outcome from the task that you should have after you complete that activity, and we have the person or role primarily responsible for completing that task. Understand that this person may not be the person who does the task. They just may be responsible for overseeing it or ensuring that it gets completed. We're also not going to discuss the supporting roles. You could always look those up in the RMF, and they will be the roles that we've already discussed when we talked about RMF in general. Our first task is risk management roles, and in this task, what we want to do is identify and assign our organizational individuals to these specific risk-related roles. When we get done, we should have a listing of people who are assigned to these key roles that they can execute the RMF. Normally the people in charge of doing this or assigning these roles to individuals might be the head of the agency, the chief information officer or CIO, or the senior privacy person. It depends upon the context. We also have risk management strategy. In this step, we want to establish a risk management strategy, and our outcome should be a strategy that includes our risk tolerance for the organization, and we know that risk tolerance is the organization's willingness to adopt a certain amount of risk or the amount of risk that it can take. The person responsible for developing this risk management strategy is normally the head of the agency, because it's a strategy across the organization. There will be other people who help develop this strategy. Then we have a risk assessment, and this risk assessment is for organizational-wide security and privacy risk. If we already have one in place, we simply update the risk assessment results and make it current and relevant, and we do this on a continual basis. If we don't have an assessment in place already, then we create one. At the end of this step we have our risk assessment. The people responsible for risk assessment could be the risk management senior person or risk program management. We could also have the senior information security person or the senior privacy person in charge of this risk assessment. We also have control baselines and CSF profiles, and we have to ensure that that these are tailored to our organization. We need to research and establish these and document them, and the control baselines we're hoping to produce are the ones that are common controls that apply to the entire organization. We also create the Cybersecurity Framework profiles based upon the organization or industry. There could be different people responsible for this, depending on their place in the organization and the context of what they're doing. This could be the mission or business owner, the senior risk person, or the risk management function or program within the organization. We talked about common controls a moment ago, and common controls are those that are across the organization, that would be inherited by any organizational system that's a part of the organization, and these will be controls that are fairly common. Physical controls are a good example. For systems that are all in one place, in one facility for example, physical controls would apply to all of them, and these are called common controls. Administrative controls such as policies would probably also be considered common controls and would apply to any system regardless of what it is. When we finish, we should have a control catalogue that shows all of the controls that could be inherited by organizational systems. The people responsible for this include the information security person or privacy person. Then we have impact-level prioritization. In this step what we want to do is look at all of our different systems, and we look at their impact level, and we prioritize the systems that have the same impact level. All of the systems that are critical to our organizational function, we prioritize as higher, and the systems that don't necessarily have the same impact level such as maybe a medium-level impact, we categorize them together as well. When we get done with this, we have a complete listing of all of our systems and they're normally grouped by impact level. The people responsible for this could be the senior risk person or the risk program within the organization. Finally we have continuous monitoring. We also have continuous monitoring at the system level as well, but this is for the organizational level. What we're doing here is developing an organization-wide strategy to continuously monitor not only our controls, but any risk. Control, effectiveness, and risk have to be managed and monitored continuously, because they change. When we get done with this, we want a strategy for doing just that, for monitoring control effectiveness and risk. We're normally going to incorporate the strategy into our overall risk management strategy. The people responsible for this include the senior risk person or the entire risk management program across the organization. Later on, we're going to talk about the tasks that you would associate with the system-level of risk tier.


Chapter 19 How to prepare for System-level Tasks

Earlier we talked about the organization-level tasks that we perform during the preparation step. All of these take place at the organizational level. They're organization-wide, and they're normally administrative tasks. We also have administrative tasks that we take at the system level because this is the preparation step. We're not getting into the nitty-gritty right now of choosing and implementing controls. That’s a lot of technical stuff, but let’s talks about what we do during the preparation step, the tasks that we perform at the system level of the RMF risk tier.  What are these system-level tasks? Well, they should be performed when managing risk on a new system or you could also perform these tasks on existing systems as you update your risk profiles and risk changes in the system. You could do these at any time during the RMF cycle. Let's look at our tasks. We have Task P-8, which is our mission or business focus, and Tasks P-8 through P-18 are system-level tasks by the way. Our task is to identify the mission that the system serves, what business function it supports, and what processes are performed by the system that we know what the system does essentially. We identify this and that goes as part of the system documentation. The mission or business owner is the most appropriate person to perform this step. We also look at the system stakeholders. We need to identify the people who have an interest in this system, how it's designed, developed, how it runs on a daily basis, what happens to it. This could be internal customers, external customers, different departments, different business units that depend on this system. These can also be suppliers of the system. At the end of this activity, you should have a listing of all the stakeholders and what their interest is in the system. This is performed by the system's owner or the mission or business process owner. The next one is a task that you should be performing with every system and that's asset identification. Identify assets that require protection. This is where you get into identifying critical assets and even identifying critical business processes, and we can map this back to the Cybersecurity Framework. During the identify step of the CSF, we have asset management and business process and business environment identification. This is the beginning of that. We identify assets that are part of the system that requires any kind of security controls or protection. This includes equipment and data. The assets that belong to our different stakeholders are identified and prioritized. The system owner does this. Then we set an authorization boundary. The authorization boundary we discussed earlier when we talked about the Risk Management Framework itself, and we know that this is the boundary that covers all systems that are relevant to that system or process. We determine this authorization boundary, and that's what we work on, we document, we monitor risk for. The person at the top of the chain who's responsible for this is the authorizing official, but normally that person will rely on the system owner or business process owner to tell them this information. Then we have the information types that the system processes, and you'll look at information types when we talk about the categorization step of the RMF as well. What we're doing here is we're looking at the types of information that the system is going to process, store, and transmit. Is it privacy information? Is it business processes? Is it proprietary information? So data sensitivity has a lot to do with this, and also criticality. We identify and we document the types of information on the system, and the person responsible for this could be the system owner itself or the information owner who owns the information that processes over that system. That could be a business process owner as well. Then you have the information lifecycle. This is an interesting activity because what we have to do is look at all the stages of where this information begins, it's created, it's processed, it's stored, and it’s transmitted. We look at what inputs or data go into the system and become information, and we look at what outputs or information or data come out of the system and where they go, and where they're affected at all stages of this lifecycle within the system. We identify this information lifecycle for the system and we know what happens to this information at each step along the way. The entities responsible for this in the end are the senior privacy person, the system owner, or the information owner. It could also be the senior security person as well. We talk about risk assessments. Earlier we talked about organizational-level risk assessments where we look at organizational-wide risk. Well, here we're looking at system-level risk. We conduct a system-level risk assessment or we update an existing one, and we continuously monitor risk. That relates to another step in the RMF, the monitor step. We complete this system-level risk assessment or we update an existing risk assessment, and the people responsible for this could be the system owner, the system security officer, or system privacy officer. We get more into the SDLC, the Systems Development Lifecycle. We look at requirements definition, and this might be something that you do when you first acquire or build or buy a system, but it also could be done along the way when you're upgrading the system or just looking at the general system environment. We define the security and privacy requirements that the system has to meet. When this system is put in online, what security requirements does it have to meet? What privacy requirements? How should it protect data and information? We've defined the security and privacy requirements for the system. We've documented them and prioritized them, and the entities responsible could be the mission or business owner, the system owner itself, or the information owner. You could also have inputs from the system privacy person or even the system security person. Then we look at the enterprise architecture itself. This is something you might do when you first introduce a new system into the mix. We figure out where the system is going to be placed, and this is logically and physically. Will it be behind a DMZ or a firewall? Will it be at a particular facility where it's protected by different physical controls? We incorporate this architecture into our entire enterprise architecture. We determine the placement of the system, and we update the enterprise architecture, that's our outcome, and the people responsible for this could be the mission or business process owner. We might have an enterprise architect that does this or a security architect or a privacy architect. Note that the architect functions normally design things like design the architecture of the entire network or the entire infrastructure across the organization. Then we look at requirements allocation. We allocate security and privacy requirements to the system and to its environment. We dictate what security and privacy requirements the system and its environment must have. In an earlier step, we talked about the security and privacy requirements that the system must meet. When we're done, we have allocated security and privacy requirements to the system and to the environment in which the system operates. We know when we introduce this new system it must meet these requirements. The people responsible for this are normally development-type folks or engineers. This could be the security architect, the privacy architect; even the system security officer or system privacy officer would probably have inputs into this. In our last task, in the preparation step at the system level is system registration, and different organizations have different ways that they quote, register, unquote, a system, and  system registration means that you register the system with whatever organizational management structures or programs that you have. In other words, it formally documents the system. It formally puts the system into the management processes. In some cases, the system might be assigned an inventory number or a function number and so on. The reason that we register the system is we could manage it and make people accountable for it, coordinate activities with it, and provide oversight for it. The people who do that are normally development or engineering people. We might have the security architect, the privacy architect, the system security officer or system privacy officer. All these folks have inputs to system registration. These are our 18 tasks for the preparation step, and we've just talked about the system-level tasks in particular, and talked about the organization-level tasks earlier. This is a lot of tasks, but if you look at it, you're doing all of this before you introduce a system or before you manage risk on a system anyway. A lot of these things will already be done in an organization, unless it's a new organization or unless you're revamping the entire risk management pr

RMF Preparation



Let's look at a fictitious company and see how they might perform their preparation step. If you're doing a contract with the Federal Government, some of your systems have to be looked at as well to ensure that they're compliant with the Risk Management Framework, especially if they're going to connect to a U.S. Government system. The company has never done RMF, What should they do? How should they start this process? Well, first of all, they need to look within themselves and appoint the different information security risk roles. They need to make someone responsible for risk who is going to take the program and lead it, and ensure that that it does everything it's supposed to do. They're also going to develop a risk management strategy that is compliant with the Risk Management Framework. They're going to develop a risk tolerance and so on. In a lot of cases, a lot of organizations already have these things, but they might have to adjust them when they're doing RMF. In any case, whether they're doing business with a government organization or not, these are still good steps to take to manage risk in the organization. They also need to do the organizational risk assessment. They need to look at their own risk across the organization. They don't need to look at system-level risk yet because they don't have systems. They're going to be having systems in there that connect to the government, but those will come later. We also need to develop common controls there, to ensure that we know what controls are already in place across the organization; physical security controls, administrative security controls are typical of common controls. We need to look at the controls that are required for RMF and we need to ensure that we create those controls if we don't have them. If we need additional physical security or need to create additional administrator controls such as policies, we do that. These are basic preparation steps that the company will need to take before it even gets to the system level.


ogram.



Chapter 20 How to Categorize Information Systems

We've already discussed the overall Risk Management Framework, and we've looked at the Prepare step. The next step we have in the RMF is the Categorize step. Previously this step was known as Categorizing Information Systems, and we still do that. Here's what we're going to talk about in terms of categorization. First, we're going to explain what categorization is. Then we're going to look at some of the publications that have to do with the categorize step such as FIPS 199, FIPS 200, and NIST SP 800-60. We're also going to take a look at all of the different RMF categorization tasks. In this particular part of the book, we're going to learn how to categorize information systems and their information types. What is categorization exactly? Security categorization means that we look at a system and we figure out its information type, and then we determine how significant it would be if that system were damaged or lost in terms of confidentiality, integrity, and availability. Those are our three factors that we measure. What exactly is an information type? FIPS 199 defines it as a very specific category of information, and this could be things that you've normally heard of like privacy data, medical data, HIPAA for example, proprietary data, even financial data, and this information type is normally defined by the organization itself or in some cases, by a specific law such as HIPAA for example. An information type is a very specific type of information. Let's talk about impact. We know that impact, according to FIPS 199, is a loss of confidentiality, integrity, or availability, and it has an effect on the asset. How do we measure this effect? We measure it in terms of low, which could be a limited effect, moderate, which could be a more serious effect, and a high, which could be a severe or catastrophic effect on organizational operations, assets, or even individuals. This is per FIPS 199. When we look at impact, we're looking at how bad it would be if the asset or the information type lost confidentiality, integrity, or availability? How would that affect the organization? We look at that in terms of criticality to the organization. There is a particular formula that we use to figure out the security categorization for each information type on the system. It's very simple. We look at the impact of confidentiality, the impact of integrity, and the impact of availability, and those impact values are simply low, moderate, or high, or even non-applicable. So let's say we had a system that contained privacy data, for example. Confidentiality should be a high impact because we protect that. The integrity may be a moderate, and the availability might not be so important if a system goes down for a little while. Let's say the impact is low. If you look across those three values, confidentiality being high and integrity being moderate, and availability being low, you look at the high watermark. In other words, you look at the highest value of impact, and that's how you categorize the information type. In the example I just gave, the security categorization of the information type for privacy data on that system would be high. , this is a very simplistic explanation, and we'll go more into categorization as we go, and we'll give you some more examples of how to do security categorization.

FIPS 199

As we do with all of the other steps in the RMF, we're going to talk  about the publications that you will use to implement this step. In the Categorize step, we have two important publications, FIPS 199 and NIST Special Publication 800-60. Let's talk briefly about FIPS 199 for a moment. FIPS 199 is the standards for security categorization of federal information and information systems, and its most current version is from February 2004, so it seems like it's a little old and dated, but the information in it is still relevant. It explains the very basics of categorization, and you will see those basics repeated in other publications that you will use. It talks about definitions, examples, and basic concepts. The publication itself is very short; it's only 13 pages. Let's go ahead and take a look at FIPS 199. FIPS 199 is only 13 pages long, but it's helpful for us to kind of look at it and see what FIPS 199 is. It being a short publication, there's not much to it. It has the typical table of contents. We talk about the purpose of the publication, the applicability of the publication, and categorization of information and information systems. We also have two appendices, terms and definitions, and references. In Purpose and Applicability, we talk about why the publication exists, and we talk about what it applies to. Then in the middle of the publication, Categorization of Information and Information Systems comes in. This explains what we're doing, the basic process of categorization and why we're doing it. We talk about the security objectives, the confidentiality, integrity, and availability, and we also talk about impact. We get some good definitions of impact here, potential impact of low, moderate, and, high. Then we talk about the security categorization itself and we discuss the security categorization formula, which we talk about elsewhere during this part of the book. We also get some good examples of putting information into that formula, if you will, to discuss how we will come up with the values or a particular type of information for confidentiality, for integrity, and for availability. These examples show you how we might take different types of information and assign values to these three factors. Its 15 pages long so it's worth it for you to read over it and take a look at it and understand it, but you probably will not use it too much, because this information is also elsewhere in more detail.

NIST SP 800-60

So we've discussed publications with the RMF steps, and we just talked about the first publication in the Categorize step, and that's FIPS 199. The other publication that we'll work with probably more so is SP 800-60. We covered this earlier when we talked about the different publications that are inherent to the RMF, but let's take a look at 800-60. Special Publication 800-60 is the guide for mapping types of information and information systems to security categories, and there two volumes and they are dated August 2008. This is one of publications that are old; nevertheless, its information is still relevant. We still use this information to categorize systems every day; Still, there's probably room for improvement and technologies and terms have changed over the years since 2008, and with NIST, updating all of its other Risk Management Framework publications such as the Revision 2 of 800-37 and the new draft of 800-53, we can expect that this publication will be updated sometime in the future also, to bring it current with terminology and technologies. In the meantime, it's still useful to use. This publication has in-depth guidance for the categorization step, which we know is mapping information types and systems to these different categories. That's what it's all about. This is going to be your go-to publication. FIPS 199 is great, but it just gives some basic definition type of information and examples. This is the real meat of the step. In this publication we have sections 3 and 4, and they're the most important, and we'll discuss those in a few moments and go over them. We also have a four-step process to this categorization that is in those steps, and those four steps tell you from the beginning to the end what you need to do to categorize information. Volume 2 contains appendices to these different steps and these different sections. A couple of them are repeated from the first volume, but you have appendices that go over the different information types that you could have. Let's take a tour of SP 800-60 both Volume 1 and Volume 2 and look at our categorization steps. First we have Volume 1, and Volume 1 contains what we're going to use to perform our security categorization. If you look at our Table of Contents, the first couple of chapters are administrative information, the introduction and the publication overview. A lot of this information you're going to read in other publications as well such as the RMF publication, the ones we need to look at are the sections 3 and 4, and this is the security categorization of information and information systems, and the assignment of impact levels and security categorization, and in section 4 is where our four different steps come in, for categorization. Let's take a look at these briefly. In section 3, we see the basic information of security categories, objectives, and an explanation of the impacts. There's not much to it; but, it's very useful information. We talked about the security objectives with confidentiality, integrity, and availability, their definition and so on. We also look at impact assessment. We describe the low, moderate, and high definitions of impact. In section 4, we have a process chart of what happens during the security categorization. We look at how we identify information types, we choose provisional impact levels, we review these impact levels, and then we adjust or finalize these impact levels. Finally, once they're approved, we assign system security categorization, and from then we move on to the Select step. Here's a list of activities in Table 3 that you will go through, and it explains each activity. Our four steps are fairly simple. Identifying your information types, which can be complicated if you have complicated information systems and different types of information riding on those systems. You have to look at mission-based information types, which are listed here, and these come from the government, but they're fairly comprehensive. Then you have services information types. You also have government resource management functions and information types. We talk about legislative and executive information. We also look at identifying information that's not listed here in this publication. It gives you the ability to look at information types that aren't even in here and discuss how they will be categorized. Then you would suggest a provisional impact level based upon the information types you've identified and their categorization criteria. You're looking at the security objectives and their impacts to determine these categorization criteria. It discusses confidentiality factors, integrity factors, and availability factors. It gives you some good examples. Step 3 is to review these provisional impact levels and try to adjust them, to try to figure out if you've made the right choices for categorization. In this step you're probably getting other people to look at it, you're probably examining more information about the system and how the information is processed. You're also looking at how critical the information is to the organization and what would be the impact if it lost confidentiality, integrity, or availability? In step 4, we assign the system security category. We can follow the FIPS 199 process, and there are some guidelines here in the step. There's aggregation of different information types. We look at critical system functionality, and we look at any other extenuating circumstances that might raise or lower or categorization. Then we'll look at the overall information system impact and finally, we document the entire process, the entire security categorization process. Step 1, identifying the information type; step 2, provisional; step 3, adjustments; and finally, step 4, categorization. You may have different information types assigned to the information system, and the examples might be energy supply and general information. In their chart they've categorized based upon impact of low-medium, low-high, or low-high. This is the fact that they have two different information types. With the system categorization step, you determine which one you're going to take, and normally it's the high watermark one. In 800-60, we go through our four steps of categorization. It seems to be complicated, but it’s not. There is a lot of involvement in the process, there's a lot of system review, system documentation review, and discussing the information types. Let's take a look at volume 2. In volume 2, we have the appendices that we would use to supplement volume 1 to help us map these types of information systems. Let's take a quick look at volume 2. In Appendix A, we have the Glossary of Terms, and in Appendix B, the references, and these duplicate what's already in volume 1. This publication is older, so its terminology and technology is dated. You probably want to use a more up-to-date publication for the glossary and references. The real value to this publication is in Appendix C, and this gives you information on different information types and impact levels. You could see these different information types such as Controls and Oversight, Regulatory Development, Planning and Budgeting, Risk Management and Mitigation, Revenue Collection, Public Affairs, Legislative Relations, General Government, Financial Management, Administrative Management, Human Resources Management, and so on. There are also the mission-based information types and information systems, Homeland Security, Intelligence, Disaster Management. In all of these different types of information, you should be able to find one that describes very closely your types of information that are riding on your systems. Still, you may have to extrapolate from these different information types and determine this for yourself, but the guidelines and examples here will probably give you enough information to start with to do just that. Then finally in Appendix E, we have Legislative and Executive Sources Establishing Sensitivity and Criticality. These are things in the law that tell you different extenuating circumstances that may drive the determined impact levels that you have. In addition to t


Chapter 21 Comprehending RMF Categorization Tasks

Now let's look at the different tasks that 800-37 Revision 2 has listed for the categorization step. We have the task, the outcomes, and the primary responsible roles, and that's what we're going to look at. As we did before in the Prepare step, we're not necessarily going to look at the supporting roles. Therefore our first task is C-1, System Description. In this task we document all the characteristics of the system that we can come up with. There's a lot of documentation that goes on. Network diagrams, architecture, security information, and so on. We describe these characteristics in a document, and that becomes part of the paperwork or documentation for the system later on. The system owner is primarily responsible for this task. Task C-2, Security Categorization means that we will attempt to categorize the system and document its security categorization results. When we get done with this, we should have a categorization of the system, and we include all the information types we have from the system such as organizationally defined types, privacy data, medical data. We document all this, and we ensure that these results are consistent or match the entire enterprise architecture. The person responsible for this is the system owner. Task 3 is where we get approval for the security categorization. In this task, whoever is responsible for reviewing and approving the categorization reviews and approves the documentation, and they render a decision based upon the documentation they have. This decision is approved by senior leaders in the organization, and this could be AO or authorizing official or their designated representative. It also could mean the senior person for privacy in the organization. These are the three tasks associated with step 2, Categorize. There aren't that many tasks; Still, each of these tasks does require some work, some documentation, some research, some determining of the categorization and information types of the system.


Chapter 22 Understanding Categorizing Systems

Let's take a look at how a company might categorize a particular system it has. They have a system that processes orders they have that they are selling to the United States Government. This system has inventory, order processing transactions, customer data, and so on. It's a very particular type of system, a very specialized system, and you could assume that the information probably isn’t top secret, but it probably shouldn't get out and around. It's not highly sensitive, but you need to protect it reasonably against unauthorized disclosure and against unauthorized modification. On the other hand, availability is very important for this particular database. The Government has to be able to access it and look into it instantly to know what orders they have and what's in inventory. How would we categorize this system just off the surface? We know that the categorization of the information type or system is equal to the impact if confidentiality were lost, the impact if integrity were lost, and the impact if availability were lost. For this particular exercise, we have this inventory data, that's what we'll call it. We know that confidentiality is a moderate level; it's not secret, but we don't want it to be disclosed. We also don't want it to be modified by someone who's not authorized to, we're going to call that moderate, but it has to be available all the time. Availability if we lost it would be a high impact to the organization. We're going to say it's a moderate, moderate-high, and since our high watermark is the high impact, we're going to say that the security categorization for this inventory data is high. That's just a rudimentary example of how you might categorize a system, given the information you have. It’s more complicated than that because oftentimes a system might process more than one type of information, it might process privacy information, and medical information for example. You'd have to look at that. There are also might be other extenuating circumstances that might cause you to re-categorize the information types on a system.


Chapter 23 How to Select Security Controls

Now we're going to discuss choosing security controls. The Select step is the third step in the Risk Management Framework. In relation to the Select step, this is what we're going to discuss. We're going to talk about the step itself, and then we'll look at the publications that support it, FIPS 200 and NIST SP 800-53. Then we'll take a look at the particular tasks that belong to the Select step. Let's get started. Thus first, let's cover about the Select step itself. The Select step involves selecting security controls for systems. How we do this is that we use the categorization determination from the Categorize step to choose a baseline of controls. The baselines are a collection of controls that you will find in 800-53, and they're designed to fit the needs of whatever information system or type you have categorized. The baselines are not coincidentally low, moderate, and high, and they correspond to the categorization of the information system or type that you have examined. These baselines are fully adjustable. What that means is you don't have to necessarily stick with the controls that are in the baseline itself. Based upon numerous different criteria that we'll discuss in a moment, you could tailor these baselines to make them what you want, to make them fit the needs of the system. When we choose controls, we’re looking at the control or baseline selection. We're looking at tailoring them, making sure the baseline fits the system itself. We allocate controls to specific mechanisms or people or processes, then we document the selected controls, and then we monitor continually for control effectiveness and for system risk and this goes on throughout the system's lifecycle. We talked about selection criteria a moment ago, and these criteria might be what you use to alter the baseline that you pick. System characteristics, if there's anything in the system that might determine that you need to use a stronger control or even a weaker control. Information characteristics, the type of information may have characteristics that may warrant more protection. There are also environmental characteristics. This is the environment that the system operates in. Finally, let’s look at organizational characteristics. The organization may have particular characteristics or exceptions or just funny things about it that require you to alter or tailor the baseline that you picked. The security controls and control enhancements in the baseline are just a starting point. You can tailor them, and you should. If you go with just the baseline as it's written, you're using a cookie-cutter approach to selecting controls for the system. You don't have to do that. You could alter the control selections within the baselines. If you need a stronger control, then by all means, include it in the baseline. If there is some extenuating circumstance that allows you to go with a lesser stringent control, then you could do that; you just have to be able to justify it one way or another.

FIPS-200

As we do in all of the RMF steps, we're going to look at the publications that help support that step. The first one of these for the Select step is FIPS 200. FIPS 200 is the Federal Information Processing Standard publication 200 titled Minimum Security Requirements for Federal Information and Information Systems, as of March 2006. Just like its title suggests, it offers only the bare minimum security requirements, and this is before you even go to baseline selection or control tailoring. It essentially offers 17 areas, which correspond roughly to the NIST control families in 800-53, and it does not go into detail about those families. It doesn't go down to the control level. It's pretty directive in nature. It tells you what you must do, not how you must do it. Let's take a look at FIPS 200. FIPS 200 like FIPS 199 before it is a relatively small document. In fact, it's only 11 pages. It has a Table of Contents, and it shows it has the typical front matter. We have the purpose in section 1, information system impact levels in section 2. Section 3 is where we talk about minimum security requirements. Section 4 is the security control selection. We also have three appendices, A, B, and C. We have terms and definitions, references, and acronyms. For these particular items, you should probably look at a more current publication such as the Revision 2 of 800-37, because it will give you more current or relevant and more precise definitions, references, and acronyms. Section 2 is where we start working on the impact levels. We have the security categorization formula here from 199, and then we talk about minimum security requirements where we discuss 17 areas or NIST control families that we must include in minimum security requirements. Some examples of these are access control, awareness and training, audit and accountability, and so on. These are our NIST control families. It lists those families, but it doesn't go down to the control level. In section 4, we talk about the low-impact, moderate-impact, and high-impact systems that correspond to the categorization, and here we discuss the security control selection for those different impact levels. FIPS publication 200 is not long. You can go ahead and read it a few times just so you're familiar with it, but after that, I'd probably move on and just focus on 800-53. You're going to get the same information, but to a greater depth, a lot more detail, and it will be more useful to you. It's also more current, but it doesn't hurt to be familiar with 200.

NIST SP 800-53

Our next publication associated with the Select step is NIST SP 800-53. This is essentially NIST's control catalogue. Its title is Security and Privacy Controls for Federal Information Systems and Organizations. Its focus primarily is on the control library itself, as well as detailed explanations about each control, and how to implement them, how to prioritize them, and so on. Some of the key things that 800-53 covers include the security control themselves. They give you the format and structure of the control. It discusses baselines, which we've already discussed, as necessary to the Select statement. You could choose your set of controls for high, moderate, and low baselines, corresponding with your security categorization. It also discusses modifying these baselines, and that means tailoring these controls in the baseline, as well as overlays. Next, let's take a look at NIST controls and the baselines from SP 800-53. In addition to the typical front matter, NIST SP 800-53 has numerous important chapters and appendices. Chapter one is an introductory chapter that talks about purpose and applicability, the target audience, and so on. In chapter two, we have the fundamentals of risk. We talk about multi-tiered risk management and the security control structure, security control baselines, designations, and so on. This is a very good chapter to read through to get an understanding of how the control catalogue is situated. Then we have chapter three, which is the process. It talks about how we choose these security control baselines and tailor the controls, how we create overlays, and how we document the controls. It also talks about how we apply control selection to both new development and legacy systems. We have numerous appendices, A through J, and this covers references, glossary, acronyms, the security control baselines themselves, which is very important, assurance and trustworthiness. And finally, in Appendix F, the exact thing we're looking for, the security control catalogue. We also talk about some other information such as information security programs, international standards, overlay templates, and then separate from the regular controls we have the privacy control catalogue in Appendix J. In the new revision, the draft of Revision 5, the privacy controls are integrated in the main catalogue portion with the regular security controls. In chapter two, we have the security control structure. We have the family here in table 1, which lists the IDs of the security controls. For example, ID of AC is the access control family. Here's an example of what a control looks like. We have AU-3, which is auditing, and it discusses the content of audit records. We have the control itself, the supplemental guidance, and the control enhancements, and control enhancements may or may not be used. These are additional things that you would use in addition to the control to make them more restrictive, to make them more secure, to make it a much more tighter requirement in other words. At the bottom you have references if there are any, and then you have priority and baseline allocation. In this example, P1 is the priority, then for the control baseline itself, in the low baseline, AU-3 is included. In the moderate baseline, both AU-3 and AU-31, which is an enhancement, AU-31. In the high baseline we have both the preceding two, as well as we add AU-31 and 2.This is how essentially all of the controls are constructed. Here's an example of a control baseline, and these are the contingency planning controls, and in Appendix D, we've arranged these baseline controls in order by family and control number. We have the contingency planning controls, and we have the control number, this designator, and the control name. Sometimes it will tell us if the control was withdrawn from a previous iteration. We have its assurance marker, and then we have most importantly the control baselines. The X's in each column indicate that that particular control is part of that baseline. CP-1 is part of the low, moderate, and high baselines, whereas we might have other designators such as CP-24, which is an additional enhancement, is only part of the high baseline. You would only include that control if you're using the high baseline, unless you tailored it. You could possibly use the low baseline and add that control in there if you like. It depends on what you need for the system and its environment and the type of information. There are a great many of these controls in some of these families, including their enhancements. Then we have in Table D-9, the identification and authentication controls, and we see the same things here. It's very helpful for you to become familiar with the baselines that are in 800-53, and the controls themselves. You're going to have to do a lot of reading and research, and there's no way you could perhaps remember all of these. We have Appendix F, the Security Control Catalogue. Appendix F is where you're going to be seeing and doing most of your reading and research. We talk about how the security controls are set up, and then we will eventually get into the catalogue description itself. It talks about the fundamentals of the catalogue here, how to use the catalogue, and then finally we get into the control families, and these go on for pages and pages because we have 18 control families. First of all, we have access control, its designators, what the control is, the control itself, supplemental guidance, control enhancements if there are any, references, priority and baseline allocation and so on, and all of the controls look exactly like this. That's essentially the overview of 800-53 Revision 4, and the two important things we need to take away from here are the baselines are located in this publication, as well as the controls themselves. You're going to be spending a lot of time in 800-53 when you choose controls for your information systems.

RMF Select Tasks


Chapter 24 How to Select Controls and Baselines

We've discussed control selection, the RMF Select step. How do you think a company needs to go about starting to implement the Select step in their organization? Well, let's talk about selecting controls and baselines. As a recap, we have a system which processes orders out of inventory for specialized parts for the Government. Our system has to be somewhat secure. The data is not sensitive, and we know that availability is extremely important. We did our security categorization using our formula for the inventory data, and we got levels of impact of moderate for confidentiality, moderate for integrity, and high for availability. Thus just by looking at that, you could tell what our security categorization is. The categorization is high because we have a high in there, and we go with the high watermark. What we want to do first is look at the high control baseline that we see in Special Publication 800-53. We have three baselines, low, moderate, and high. The low does not have as many controls listed as the high baseline does, and we're going to be using the high because we've determined that it is a very sensitive system in terms of availability. What we need to do is tailor it, because think about it. If our confidentiality level is a moderate and our integrity level is a moderate, then some of these controls probably could be a moderate and not necessarily a high. Because remember, the higher the baseline, the more controls and more restrictive controls we're going to have to use. This could result in more costs for implementing controls then we need to spend and more restrictive controls than we need, and this could reduce functionality in some ways in terms of confidentiality or integrity and also in terms of usability. We’re looking at high availability here. We could go through these controls, and this would be a process you'd have to go through to tailor it, but you could go through these controls and tailor the baseline such that some of the controls could go back to the moderate level; not all of them, but some of them. But you would be keeping the higher controls that applied to availability. That's how you might tailor this and how you might choose these controls for this system.


Chapter 25 How to Implement Security Controls

Our next step in the RMF lifecycle is to implement security controls, and this is step four in the RMF. So let's discuss security controls. First, let's talk about control fundamentals; we'll look at types and functions; then we'll talk about implementing controls in general, some things that we need to know before we implement controls; we'll also take a look at the publication that supports control implementation, and that's Special Publication 800-160; and finally, we'll look at the tasks that make up the implement step of the RMF. Let's get started. First, let's discuss some control fundamentals just to refresh your memory about what controls do and how they function. We know that security controls are protective mechanisms. These are put in place to reduce risk and to protect assets. We have three types of controls, administrative, sometimes called managerial controls; technical controls, which are also referred to logical controls sometimes; and physical controls, which also includes certain operational controls. First, let's take a look at administrative controls. These are controls based on policies, procedures, and standards. You might refer to them as the paperwork controls. They're sometimes called managerial controls because these controls normally come downward from organizational management. Then we have technical controls, and these are the kinds of controls we normally think of the most when we're talking about controls in a system. These are controls that are technology based. Some examples are firewalls, encryption, and file and folder permissions. Then we have the physical controls. These rely on physical elements such as barriers or deterrents, things like fences, guards, gates, guns, closed-circuit televisions, and so on. We also have six control functions we'll discuss, deterrent controls, preventative controls, detective, compensating, corrective, and recovery. You'll see that a lot of controls fall into multiple functions. First, let's talk about deterrent controls. These are controls that keep people from committing policy violations or just doing something wrong. One thing about deterrent controls, in order to be effective, the user must know about them. If a user sees a closed-circuit television camera, they are less likely to commit a policy violation because they know the camera is going to record what they're doing. They know they're probably going to get caught. This deters them. Look at a place that has no visible cameras. The user doesn't know they're there. They think they're not being watched. They are more likely to commit a policy violation or a malicious act. You could see the deterrent controls have to be known to be effective. We also have preventative controls, and deterrent controls are preventative controls as well. But preventative controls are controls that prevent incidents, or policy violation, or malicious acts; yet, the difference is the user doesn't have to know about the control in order for it to be effective. For example, you don't have to know that a firewall rule is in place to block certain traffic, like chat programs, for it to be effective. A user could try to start a regular chat program, and the firewall blocks it. They didn't know the firewall rule was there, but it still did what it was supposed to do. It prevented policy violations. Then we have detective controls, and these are controls that detect policy violations, incidents, malicious acts, and so on. These would be things like auditing as a detective control, closed-circuit television cameras, and so on. We also have compensating controls. These are controls that you put in place to strengthen other weaker controls. They're usually temporary in nature. An example of this might be a big hole in a fence that someone has cut. Well, the hole is discovered, but before it can be fixed, you have to put a guard there to patrol that area to ensure that that no one goes to the hole in the fence. That guard would be a compensating control because it makes up for the weaker control of the fence, and it's usually temporary. Then we have a corrective control. Corrective controls correct problems or issues, and it's hard to define a corrective control because a control can be corrective, but still be a preventative control or a deterrent control. They correct a problem or stop a malicious act, so it's almost like there was no control there before, or the control was not effective, or it was weak, and a corrective control makes up for that. Then we have recovery controls. Recovery controls help you recover a system or data after some kind of incident has happened. Let's say that you've lost data off of a server. Backup tapes would be considered a recovery control because they can help you recover data after something has happened. These are the fundamentals of controls, and we've talked about types of controls and functions.


Chapter 26 How to Implement Controls

Now that we've discussed control fundamentals and you know what the types and functions of controls are, let's talk about implementing controls. In the implement step of the RMF, we install controls and we ensure that they're functional. New controls are implemented if we need them. Existing controls that we have on the system are upgraded, strengthened, or changed, whatever we need to do to make them effective. Our controls are in the guidance of the NIST Special Publication 800-53. That's the NIST control catalogue. We go to the control, and we see how we might implement it. Controls, when you implement them on the system, should take into account a few things. Cost is one of them. If a control costs a lot, but the risk is low, is it worth implementing the control? However, if the control is costly, but the risk is also very high, then it might be worth it. We also need to take into account the effectiveness. If we're going to put a control on a system, we want to ensure that it's at least as effective as it needs to be. Putting an ineffective control in place is almost as bad as not having a control at all. We need to take that into account and put the most effective controls in place. We also have to look at the true risk. Putting a control in place that doesn't reduce or mitigate risk is of no value to us. If the risk is low, we might consider not putting a control in at all or not worrying about how effective it is. It may only need to be marginally effective to reduce risks; still, if the risk is high, then we should put the control into place and ensure that it's very effective, and if possible, cost effective. We need to put controls in smartly, and this means that we have a control that we put into place to reduce the vulnerability or to reduce the likelihood that a threat could exercise a vulnerability. Thus controls should be mitigation based. They should be put in place to mitigate vulnerability or a risk. These are just some basic things about implementing controls that you should know, but you should always refer to NIST Special Publication 800-53 and read the control to see what is involved with it. You should also look at NIST Special Publication 800-160, which we're going to talk about in a moment.

NIST SP 800-160

As we do in all steps of the RMF, we're going to discuss another publication that supports the implement controls step, and this is Special Publication 800-160. It's the System Security Engineering publication. It has Volume 1 from November of 2016, although it was updated in March of 2018. Then we have Volume 2, which is in draft form right now, from March of 2018. All it does is consider system security engineering into the RMF, there are numerous aspects of SSE built into the RMF. Yet, I might point out that it is not specific to the Risk Management Framework. The concepts in 800-160 are independent and should be used when you're developing a system, when you're writing requirement, when you're designing and architecting a system. You can use this throughout the entire systems lifecycle. It covers the entire SDLC, and it talks about security could be integrated into the SDLC. The RMF implement step falls under these SDLC phases in system security engineering. First of all, new systems come under the development acquisition or implementation assessment phase. Existing systems come into the operations/maintenance phase. 800-160 is a very good publication for you to be familiar with from an engineering perspective, a system security perspective, and part of the RMF itself.

Now it's time to talk about the particular tasks that make up the RMF implement step, and there are only two tasks you have to concern yourself with. We're going to talk about the task itself, the outcome from the task, as well as the primary responsible role, the people responsible for fulfilling the task. The task I want is control implementation. In this task, you're to implement the controls in the security and privacy plans. When you get done, you should have the controls specified in your baseline based upon the security categorization. Who is responsible for control implementation? Well, it's the system owner, as well as the common control provider. And the second task for the implement step is to update control implementation information. In this task, we're documenting any changes to the state of the system. We look at the as-implemented state of controls, meaning what’s installed on the system, and then we document planned changes to that. Additionally, any changes that come along during the lifecycle of the system are also documented. Therefore our outcome is that changes of the plan implementation of the controls are documented. This includes the security and privacy plans as well. The people responsible for this task are the system owner, and the common control provider.

The company has to implement some controls on its systems as well. Remember that they have a system which processes orders and inventory for specialized parts for the Government. But, the system has some controls implemented, but it is not sufficient to meet the high baseline from Special Publication 800-53. Which controls are already in place and implemented? Which controls have yet to be implemented? How effective are the existing controls? Also, how can the new controls be implemented on the system? These are questions the company has to ask before they start implementing new controls. First, the company must determine which controls are already in place. They have to determine the extent to which they've been implemented and how well they are functioning. How effective are they? They might perform a gap analysis, and this may help them determine which controls are working, which are not working, and which are not in place. They need to show the details between existing and working controls and controls that are not functioning or not in place. When they implement these new controls, they have to take into consideration numerous issues; functionality of the system; interoperability between their system and the Government’s systems; also, the cost of the control, how effective it is, and the true risk involved with not implementing the control or not implementing it as desired.

Chapter 27 How to Assess Security Controls

Now we've come to the fifth step in the RMF lifecycle. In this step, we're going to talk about assessing our security controls, as well as risk. Here's a brief overview of what we're going to discuss. We're going to look at assessing controls for their effectiveness; we're going to look at the control assessment guidance, which is NIST Special Publication 800-53A; we're also going to look at the risk assessment publication, NIST Special Publication 800-30; and we'll break down the tasks of the RMF assess step. So let's talk about assessing controls for a moment. We assess controls for different reasons, and we also assess risk, and these two are interrelated. What are we assessing? First of all, we're assessing effectiveness of the control. What is the level of protection that the control offers? Is it effective in providing this level of protection? We're also assessing risk. What is the risk level which is associated with the control in place, or if it's absent, or if it doesn't work? We're also assessing compliance. Are the system and the organization adhering to its regulatory requirements, whatever they are? So a control has to be effective in its requirement to keep systems and data protected. If it's not very effective, then it needs to be replaced, or upgraded, or in some other way improved. Control effectiveness is measured by the number of incidents or vulnerabilities found, how well it performs, and how well it functions. Risk is measured in terms of risk with the control as implemented. If everything stands as it is, what is the risk with the control in place? What is the risk if the control is not there? If you do an assessment and there is a control missing, a control you should have, but don't, what is the risk? What is the risk if the control is strengthened? Is it reduced, and is it reduced significantly enough? How much risk do we have that's reduced or mitigated with this control in place and fully operational? We talk about risk and measure it in those terms, and what we want is risk to be lowered by having a control implemented properly. In terms of compliance, we measure compliance against the standards or requirements that we have. If the requirement says that you must do this, then we measure controls in terms of is it compliant with that statement? A control is either compliant or noncompliant normally, whereas risk can be high or low and some subjective measurement along that spectrum. A control is binary. It's either compliant or noncompliant. One thing we should note, and you should remember this from earlier on in the book, compliance, the level of protection, or what we call security, and risk are not the same things. When we assess the controls, we follow a methodology, and this methodology could include some of the following that I'm going to tell you about. First of all, we might interview key personnel such as systems administrators, operators, even end users. We'll also interview security engineers, security architects, and so on. We also want to observe the systems operating. Are they operating in a secure manner? If we expect something to happen securely, does it in fact happen? Even if the control is in place, what if it's not functioning properly? We will not know that unless we see it at work. We also have to review any and all documentation associated with the system and with that particular control, risk assessments, control effectiveness assessments, vulnerability assessments, diagrams, architectures, and so on, things that describe how that control is supposed to work in relation to the overall system. What levels of protection is it supposed to provide? We review all of this documentation. We also might test controls. We perform technical testing on a system. Maybe we perform a vulnerability test. Maybe we perform a penetration-type test. We test to see if the controls are functioning. These are just some of the things we look at when we're assessing controls and risk associated with those controls.

NIST SP 800-53A

We have two publications that are associated with the assess step. First, we have Special Publication 800-53A. We also have 800-30, which we'll talk about in a few moments. 800-53A is a mirror image, almost, of 800-53, the publication that contains the controls and baselines, but 53A is slightly different. Its title is Assessing Security and Privacy Controls in Federal Information Systems and Organizations, and Assessing is the key word. It's the companion to 800-53 and looks almost identical; however, it contains all the assessment information for each of those controls. It focuses on how to assess all the controls in the NIST catalogue. It gives you method of assessment and expected outcomes that when you assess it, you should know what you should be getting from assessing that control. It has assessment procedures for each and every one of the NIST controls, including enhancements and so on. It provides and assessment goal that you're supposed to meet, the control and the requirement, a method for assessment, and detailed instructions on how to conduct the assessment. The key topics that 800-53A cover include preparing for assessments, developing your assessment plans, conducting control assessments, analyzing your results, and assessing the security and privacy capabilities of the system based upon the control assessment. Here is an example of a control, which is AU-3, from Special Publication 800-53A. You're supposed to determine if the information system generates audit records containing information that establishes, first, what type of event covered, when the event occurred, where it occurred, the source of the event, the outcome, and the identity of any individuals or subjects associated with the event. Then it gives you the potential assessment methods in the objects, so you're to examine such and such, you're to interview who, and you test what. With that, let's go ahead and take a quick look at 800-53A. It looks pretty much like most other NIST publications with the same typical front matter, and in its Table of Contents, we have introduction chapter, Chapter one, Chapter two covers the fundamentals, basic fundamentals of assessing controls. It talks about the system's lifecycle, the strategy for conducting control assessments, building an effective assurance case, and, most importantly, assessment procedures. Chapter three gets more heavily into this and talks about the process. It gives you the preparation steps, how to develop the assessment plans, how to conduct the assessment, analyzing the reports, and assessing the security and privacy capabilities, just as we discussed earlier, and it has appendices A through J that covers things like references and glossary, then the assessment methods descriptions, which is very important. It discusses penetration testing. Security assessment procedures, then we have assessment reports in appendix G, assessment cases in appendix H, and in I, we look at ONGOING assessment and automation, and appendix J covers privacy assessment procedures. So in chapter three, we describe the process, how to prepare for the security and privacy control assessment. It tells us preparation steps, and then it also tells us things like how to develop the security and privacy assessment plan, what things need to be in that plan, determining which controls and how to be assessed, for example, as well as the procedures we must pick to assess the privacy controls. Appendix D describes the assessment methods. When you see the assessment methods in the control itself, such as Examine and Interview, it tells you exactly what you're supposed to be doing and how you're supposed to do this such as the method, how you assess using that method, what the definition of that is, and you also may look at attributes such as the depth of assessment or coverage of the assessment. This gives you a good idea of how to do this process, so it looks at assessment methods such as Examine, Interview, and so on. Finally, appendix F gives you the main things you're going to be looking at when performing a control assessment using 800-53A. It goes through each and every control and gives you your assessment guidance. The control, its name, the objectives, what you're looking for, and the methods and objects you're going to be using, and it does this for each control in the catalogue one by one. You have a decent checklist, a good set of guidance for assessing this control to seeing how effective they are. It’s telling you how to conduct the assessment.

NIST SP 800-30


Chapter 28 Understanding RMF Assess Tasks

So we've discussed assessments, we've looked at Special Publication 800-53A and Special Publication 800-30. So let's look inside the RMF and look at the specific tasks that make up the assess step. We're going to take a look at tasks, the outcomes that we expect from performing the task, and who the primary responsible person is for performing that task. Let's look at Task A-1, Assessor Selection. This is a very important task because you need the right team. You have to choose someone who's qualified, and they have to be the right team for the type of control assessment that you're going to conduct. If it's just going to be a vulnerability assessment, then you need to have people who know how to conduct a vulnerability assessment. A penetration testing team, likewise, has to be fully knowledgeable of how to do that kind of assessment. They also should be independent. They should not be connected to the organization if you want a truly objective test. So at the end of this step, you should have a team selected. It should be documented about their independence and the level of experience and qualifications they have. The person who selects this team is usually the AO or the designated representative of the AO. Then we have the assessment plan, Task A-2. There has to be a plan before there can be an assessment. Our task is to develop, review, and approve any plans we need to assess the controls we're after. The result of this is the plan itself. The documentation is provided to the assessor or the assessment team; we have security and privacy assessment plans developed; we have these plans reviewed and approved by management; and the people who will do this, who will develop or review this assessment plan, include the AO, the AO designated representative, and the controls assessor themselves. Task A-3 covers the control assessments. We want to assess the controls by the plan the way we wrote the plan out using the assessment procedures that have been approved. Our takeaway from this is that the control assessment is performed, it's conducted in accordance with the security and privacy assessment plans. The person who does this is the controls assessor whether it's an independent team or a controls assessor within the organization. Task A-4 covers assessment reports. Our task here is to assess the controls and develop our report based upon that assessment. At the end of this task, we have our security assessment report, and if applicable, our privacy assessment report, and these have the findings in it, as well as recommendations. It discusses control effectiveness and the risks of the different control statuses. If the control is implemented, if it's implemented well, if it's not implemented, if it's failing, whatever, there is risk involved with all those things, and this should be in the assessment report. The controls assessor is the role who develops this report. Task A-5 has to do with remediation actions. These are fixes you make on the system. Our task is to conduct initial remediation actions on the controls in the system and then to reassess those controls that we remediate to see if they improved the effectiveness. We take these actions to address any problems a control has. If it's a weak control, we strengthen it. If there is no control at all there, we include one. We measure it against the requirements for the controls. We then assess those same controls to determine if we've made a difference. Did it make the control more effective? Did risk get reduced? There are numerous people who contribute to this particular task, the systems owner is one of them, the common control provider, and the control assessor. Then we have the plan of actions and milestones, and that's Task A-6. Our task is to develop the POAM based on the findings contained in the assessment reports, as well as the recommendations. At the end, we have a POAM, a plan of actions and milestones that has a lot of things in it. It talks about the remediation plans for the risks that we identified, it frequently identifies people responsible for mitigating those risks or making remediation, it may identify resources, it may identify a timeline, and so one. The system owner, as well as the common control provider is responsible for developing the plan of actions and milestones. These are the tasks involved with the assess step of the RMF.


Chapter 29 How to Assess Systems

We've discussed how to assess systems, let's look at how the company might approach assessing its systems. The company has a system that provides inventory and parts orders for the Government. These are very specialized, and the company has a contract to provide them; yet, since this system interfaces with other Government systems, it must be assessed for risk. In fact, it has to be assessed for risk and control effectiveness. Additionally, the assessment must meet RMF guidelines per Government regulations, what should we do? Well, first of all, the company has to choose an independent assessment team, and this assessment team should not come from internal personnel. Its common practice to perform an internal assessment first and remedy any risks that are found, but you should also go get an independent assessment team that they can provide an independent assessment. The company and the independent team together should develop an assessment plan, and this involves a controls assessment plan determining which controls are going to be assessed, which baseline, and how they will be assessed. Will it be through interviewing, observing the system, reviewing documentation, or through technical testing? Then they would conduct the controls assessment, and this would involve testing those controls per the plan. At the end, they have to develop the report. This is an assessment report that should be written according to the customer's requirements, in this case, the Government. Our math provides of guidance on that, but not very much. Then the company has to remediate. What they'll do is perform their initial remediation when the team is done and perhaps reassess again. If it's stuff that's easy to fix or easy to mitigate, they could do this while the team is still there and get a reassessment, or they could schedule a reassessment at their earliest convenience. Finally, they produce the plan of actions and milestones, and this is an important document. It looks at documenting the resources that you require to mitigate risk. It assigns responsibilities to different parties. It also may assign resources. It could also project timelines and state the level of risk that's associated with a particular finding. This is a living document, and it changes with each assessment. In any case, this is a small guideline for how the company could approach assessing controls on its system.


Chapter 30 How to Authorize Information Systems

We've discussed the other steps of the RMF. We've gotten to step six, authorizing information systems. Let's go ahead and talk about the authorize step. What we're going to discuss is authorization in detail. We're going to explain it, tell you how it works and who does it. We'll also look at authorization under the new RMF, the new Special Publication 800-34-37r2. Like the other steps we've looked at, we'll look at the tasks that make up the authorize step in the RMF. We've discussed authorization, so you know what it is, but let's go more in depth and explain it. What is authorization? Well, the simple definition is that it's an official decision, usually a formal decision that's rendered in writing by someone in the organization designated as the authorizing official, and this is normally a senior person, and the decision involves allowing a system to operate with risk that has been presented and accepted. You have the glossary definitions in 800-37 as well, and their more formal and complicated. You have the authorization to operate, but you also have the authorization package, which is all the documentation that leads to an authorization decision and you have the authorization boundary, and all that is, is all the components on the information system that is being considered under the accreditation or authorization decision. We have the senior person who is designated to authorize a system, and that's the authorization official, or AO. They review the authorization package. They look at all of the risk presented in that package because, simply, that's what's in there. All the risk associated with the system, all its system documentation. They accept that risk, or maybe the accept it with conditions, or maybe they don't accept it at all. They authorize or deny a system to operate. An authorization decision normally means a system can operate sometimes with conditions and for a specified period of time until those conditions are resolved, or the authorization official could deny the system the authority to operate. In which case, the system owner, the mission or business owner, and so on would have to go back and reduce or mitigate risk associated with operating the system. The authorization official looks at the authorization package, and that package is all the documentation that helps the AO render a decision. The authorization boundary, as I mentioned, is all the system components put together, and this is a logical boundary of the system, all of its components, other systems, maybe even subsystems, and this is what's considered for authorization to operate. A system authorization boundary is all of the components connected to a system that are used for common mission, common goals that process common information types.  This decision to determine an authorization boundary is up to various people such as the AO, the system owner, the mission or business process owner as well, and there are systems that interconnect with or enable our system to work that may not be within the authorization boundary.

Authorization under NIST SP 800-37 R2

Now that we've talked about the basics of authorization, let's look at how NIST Special Publication 800-37 R2 looks at authorization and tells you how to do it. So in addition to the material that we have in chapter three of the RMF, as well as appendix E, appendix F is very specific to system and control authorizations, specifically, common control authorizations. This section covers the types of authorization that you have, the authorization packages, and the different types of authorization decisions, as well as the authorization information to support those decisions. It also discusses on-going authorization and reauthorizations, as well as other topics.

RMF Authorize Tasks

Now that we've discussed authorization a bit and we've looked at the publication that supports authorization, let's discuss the tasks that make up the authorize step. As usual, we're going to talk about the task itself, any outcomes from performing that task, and the primary roles that perform that task. We have task R-1, Authorization Package. In the authorization package step, we have to put together the authorization package and submit it to the AO. They can make a decision, and we include many things in there, assessment information, system information, and so on. At the end, we have an authorization package ready for submission. The system owner does this with help from the common control provider. Remember that the common control provider has some input because the system inherits common controls from the facilities, from the organization, from the administration, and so on. The next step, R2, is to perform a risk analysis and determination on the system itself. We analyze and determine the risk that comes from using the system, we make this risk determination recommendation for the authorization official, but that person ultimately is going to accept the risk. The AO or the AO's designated representative makes the risk determination. Task R-3, we have our risk response. In this task, we identify and implement actions to respond to the risks that we come up with when we do our risk analysis. We provide these risk responses for considerations that we can mitigate risk, reduce it, or otherwise address it. The AO or the AO-designated representative makes this risk response decision. Then we have task R-4, authorization decision. We determine if the risk from using the system is acceptable to the organization or for the system. This authorization is produced as part of the final decision within the authorization package. The authorizing official is the only person who can make that determination and make that decision. Then we have R-5, authorization reporting. The decision that the AO makes should be reported along with any deficiencies, insecurity in controls, or significant risk. This authorization decision along with vulnerabilities and risk are reported to different organization officials, and this could be the mission or business owner, the head of the agency, and so on. The person doing this is the AO or their designated representative. These are the five tasks associated with the authorize step.

We've discussed authorizing systems. How might the company authorize its systems considering it's in an interesting situation? The company has a system which contains inventory and order processing parts that are used in the Government. So it has a system that sits partially at its location and partially in the Government network. How would you authorize this type of system? Well, you might have a duel control type of system. The system has to be ultimately authorized by a senior official in the Government because that's the Department of Defence, and the government organization, especially if it's going to connect in any way to the Government network. So you might have an authorization official on the Government side who gives the ultimate decision, but before it even gets that far, you probably need an authorizing official within the company who reviews the authorization package, makes sure that the risk is acceptable, makes sure that the system and its documentation meets all of Government's requirements, and then they render an authorization decision on behalf of the company. , this isn't the main authorization that the system needs, that has to come from the Government, but look at it as a double check if you will. Before it gets to the Government, an AO has already looked at it and authorized it and accepted risk on behalf of that part of the organization.


Chapter 31 How to Monitor Security Controls

Now we've come to the part of the book where we're going to discuss the very last step of the RMF, the monitor step. You could perform these steps iteratively, but the monitor step is very important, and it comes towards the end of the cycle because this is when you start going into the day-to-day maintaining risk, managing risk, monitoring your controls, and monitoring risk. What we're going to discuss with the monitor step includes a discussion of continuous monitoring; the publication that covers monitoring, which is NIST Special Publication 800-137; and we'll talk about the particular tasks that make up the monitor step. What is this continuous monitoring we're talking about? Well, it can be a couple of things; But, for our purposes, monitoring involves continually checking control effectiveness to see if the controls are doing their job, check to see if risk has changed at all, and has the system or the environment it operates in changed at all? Because these changes can affect risk, or the effectiveness of the controls. So how do we check this? Well, we assess over and over. We assess, adjust controls, or add controls, or mitigate risks, and we reassess from time to time. We have to keep our documentation up to date, especially during the monitoring step, because risk changes. Our interactions and our processes with our systems change. Sometimes, this also may mean getting a new authorization if the environment changes excessively, or more importantly, if risk changes and we have to accept new risks. Since we've said that the steps of the RMF are iterative, this also may mean readdressing some of those steps. Maybe we need to implement more controls, maybe we need to assess more, maybe we need to get a reauthorization. In any case, monitoring involves a long-term solution to the risk management problem. We manage risk by monitoring it, making sure it doesn't get out of hand, and mitigating it whenever we can.

NIST SP 800-137

Just as we've done in every other step of the RMF, we're going to discuss the publication that applies to the monitor step. In this case, that publication is NIST Special Publication 800-137, Information Security Continuous Monitoring, or ISCM, for Federal Information Systems and Organizations. This is the supporting publication that 800-37 prescribes for the monitor step. It describes this Information Security Continuous Monitoring concept as a process, and this process tells you how you must continually monitor risk and control effectiveness. It also covers monitoring at all three of the RMF risk tiers. Additionally, it talks about updating documentation, on-going authorization, and assessing risk and controls. We'll see later on that these things are an integral part of the tasks in the monitor step. Let's take an overview of NIST Special Publication 800-137. Special Publication 800-137 is like all other RMF publications. It has some front matter, but it also has three chapters. The first one being an introductory chapter that discusses the typical information on background, relationship to other publications, the purpose, the target audience, and the organization of the publication. Chapter two is where we start to want to get into it. We look at the fundamentals, we look at an organizational-wide view of continuous monitoring, we look at on-going system authorizations, it talks about the role of automation, as well as continuous monitoring roles and responsibilities. In chapter three, it goes into depth and discusses the process of continuous monitoring, which includes defining a strategy, establishing a program, implementing that program, analyzing data and reporting your findings, responding to findings, and , reviewing and updating the monitoring program and strategy. There are then four appendices, references, glossary, acronyms, and technologies for enabling ISCM. In chapter two, we look at the fundamentals, and it lists the different steps of implementing the ISCM, which we'll talk about when we talk about chapter three here in a moment. We also look at how information system continuous monitoring is implemented throughout the organization, and how it is implemented at all three tiers such as organization, mission/business processes, and information systems is carried out. Also, in chapter two, we see what the responsibilities are given the different roles that we have in RMF, the head of the agency, the risk executive, the authorizing official, and so on. All of the different roles we've previously discusses are listed here in chapter two, and their roles involving continuous monitoring are discusses. Finally, in chapter three, we have the ISCM process itself, and this involves defining an ISCM strategy for the organization, establishing an ISCM program, implementing that program, analyzing the data that we collect, and reporting the findings, also responding to the findings with different activities such as risk acceptance, risk transference or sharing, or avoidance/rejection. Primarily though, we're going to look at mitigation as our primary response. As part of this process, we also review and update the monitoring program, adjust the strategy, and so on. This process is represented in the 800-137, and it goes on to explain each of the different process steps in depth. That's the basic overview of 800-137 and how it covers continuous monitoring and how it supports that monitor step in the RMF.


Chapter 32 How to Monitor Tasks

As we have with all of our other RMF steps, we're going to take a look at the tasks that make up the monitor step. During this, we're going to talk about the different tasks, their expected outcomes, and the primary people who are responsible for fulfilling these tasks. We're not going to discuss the secondary or supporting roles. Let's start with task M-1, system and environment changes. What we are doing here in this task is monitoring the system and its environment to see what changed on a continual basis. Specifically, we're looking for changes that impact the security and privacy posture. Our outcome is that we will have the system and environment monitored in accordance with our continuous monitoring strategy. The people responsible for this include the system owner or common control provider, but also supported or helped by the senior agency security officer, and if there is privacy data processed on the system, the senior agency official for privacy. In task M-2, we're going to continue our assessment process. We're going to assess the controls that we implemented both inside the system and inherited by the system from the common control providers. The result of this is that we will have on-going assessments completed that tell us about control effectiveness and risk. The person responsible for this is the control assessor. In task M-3, we're going to have an on-going risk response posture. We'll respond to risks based upon several things, the results of our on-going assessments and any things that we have still outstanding in our POAM that tells us that we have to remediate or fix. When we're done, we want to have an output of all of these activities that we analyze and respond to. The people responsible for this are the authorizing official, system owner, and common control provider in different contexts. In task M-4, we're going to update our authorization package whenever we need to. We update our plans, our assessment reports, our POAMs based upon the results of our continuous monitoring process, meaning our assessments, meaning our POAM updates, and so on. Therefore our outcome is that we have our risk management documents updated continually. The people responsible for this step are the system owner and common control provider. Then we have task M-5, security and privacy reporting. In this task, what we're doing is reporting any changes in the security and privacy posture. We're reporting those to different people, it could include the system owner or mission owner, but we're also making sure that the authorizing official knows about these things. At the end of this, we want a process in place, a formal process to report any changes in security and privacy. Many people are responsible for this including the system owner, any common control providers, the senior agency information security officer, and the senior privacy person. In task M-6, what we're doing is looking at on-going authorization. We don't simply authorize a system once and then never authorize it again. It doesn't stay that way. It has to be continually authorized. When we look at the security and privacy posture of the system, if the risk stays acceptable, we're okay. If it ever gets to be unacceptable, then we have to relook at authorization. Maybe the system needs to be taken out of authorization status. What we're doing here is conducting on-going authorizations based upon the continuous monitoring activities. If risk assessments, or control assessments, or vulnerability assessments tell us that the risk has changed to the point where we need to re-examine authorization, then we do that. The authorizing official is the person who conducts these on-going authorization exercises. Finally, we have system disposal. That's when we no longer need the system or it has been overcome by events. We have to implement a system disposal strategy that we know when we need to look at system disposal when it's no longer desired, authorized, or when it's been superseded. When we get done with this step, we have a disposal strategy in place. The system owner is the person responsible for developing this. These are seven tasks for the monitor step.


Chapter 33 How to Monitor Systems

We've discussed all the steps of the RMF, so let's talk about how the company monitors its systems. They have performed all of the steps of the RMF except monitoring. What considerations do they have in monitoring systems? Well, when we talk about monitoring a system there, let's specifically refer to the system they're managing that has Government data on it. Remember, they have a system that processes orders for special parts for the Government inventory. Because they have government data associated with the Government needs, they need to monitor the system. They have to actively monitor both risk as it changes and the effectiveness of the controls that protect that system. Some of the things we need to ask ourselves, how can they effectively monitor these items? First of all, they need to look at monitoring the system and its environment. If anything changes, if the system suddenly has some vulnerabilities, if there's a new version of the system, if their database upgrades, they need to monitor risk associated with that and the controls to see if they are effective. If new requirements come out which require higher encryption standards, for example, they have to monitor that; they have to assess the vulnerabilities associated with the system, the control effectiveness, or the controls mitigating those vulnerabilities; and they have to assess risks associated with that system. Any risks that they find, they need to respond to. If there are risks involved with security controls not being effective or if they are environmental changes or system changes that may incur more risk, they have to respond to that risk by mitigating it. They also need to update risk documents on a periodic basis. This could be after they assess vulnerabilities or assess risk, if anything changes in the environment or the system, if anything changes with the control effectiveness, also if anything changes with the authorization status of the system. They need to report any security and privacy issues to the focal point in the Government and within their own organization. People need to be constantly aware of what's going on with the system if there are any changes to security. They also need to maintain their authorization. That means they need to maintain the requirements set forth by the authorizing official whether it was in the Government or in the organization itself. Any requirements the authorizing official had such as mitigating risks, or responding to risks, or assessing on a periodic basis have to be obeyed. And finally, they need to make a decision to dispose of the system whenever they no longer need it, or it's superseded by another system, or an effective change in the system or environment warrants it. These are the things they need to do to ensure that they protect the data that processes on the system, as well as reduce risk.


Conclusion

Let's briefly summarize what we've talked about in this book, beginning with the risk management framework. We talked about some significant elements such as compliance, security, and risk. We talked about what they are and what they're not, the differences between all three of them. We know that compliance helps us to comply with governance. Security protects data, and risk is a balance between likelihood and impact, when looking at a threat and the possibility that it will exploit vulnerability and affect our asset. We also looked at compliance versus security. What are the differences between these two things? What is one versus the other? We know that there are certain things that compliance can do for us and certain things that security can do for us. You also learned how to be compliant and secure at the same time. It is a balancing act, and we learned that you should be secure first and compliant later, simply because you cannot undo a breach or take it back, but you can always be compliant. We discussed the Risk Management Framework. We talked about it and what it does for us, and we looked at some of the publications involved with the RMF. We've covered numerous important aspects about the publications. First, we looked at the NIST Special Publications in general and explained how to find them. We also talked about specific RMF publications and some little intricacies about each publication and that they cover each other a lot, they overlap, and they reference each other. We also talked about Special Publication 800-39, which offers a general overview of risk and how organizations frame it. We also looked at the penultimate RMF publication, which is 800-37. 800-30 covers risk assessments. 800-53 is the security control catalogue. 800-53A is how you assess those security controls. 800-60 covers how we might categorize our information systems during step one of the RMF. We said what the CSF was, and you learned why it came to being, and what it's for. We also talked about the CSF structure itself. You learned about functions, categories, and subcategories, and that these are outcome based. We also talked about tiers and profiles, and we know that tiers are a measurement of how in-depth the organization is conducting the Cybersecurity Framework in terms of its risk management. We know that profiles are set up based upon organization, industry sector, or even sometimes system, and is a tailoring or an implementation of the CSF Core. We talked about the relationship of the CSF to the RMF. We know that the CSF maps to RMF steps, and the RMF is how you implement the CSF. We've given you an introduction to the new Risk Management Framework, sometimes called RMF 2.0, which came out in 2018. We looked at important RMF concepts like systems or accreditation boundaries. We also looked at risk tiers, and we know that those are different levels of the organization or different contexts of risk. We talked about systems and what they're composed of and how the authorization boundaries work. We also looked at the roles and responsibilities involved with the Risk Management Framework. We discussed how privacy and security are combined in the RMF and how privacy has a greater emphasis than it previously has had. We have discussed the preparation step, and we looked at the prepare step to see what it is and what activities it comprises. We also looked at organization-level activities or tasks within the preparation step, and these are activities that happen organization wide, and they're normally administrative types of activities such as appointing roles, creating strategy, and so on, and the same applies to system-level preparation. These are administrative types of tasks as well that we perform at the system level to prepare it for risk management. We've looked at 18 tasks in the prepare step, and these are necessary to perform at the beginning of a risk management operation, to get our risk management process going, or to even prepare a system for risk management once it's introduced into our organization. We've talked about the Categorize step, and we looked at categorization and what it was, and we know that it is categorizing an information type or system based upon the criticality if confidentiality, integrity, and availability were lost, what the impact would be to the organization. We also looked at the various publications having to do with categorization. We looked at FIPS 199, FIPS 200, and NIST SP 800-60. Then we took at categorization tasks. There are only three tasks to categorization, but they are very involved and require a lot of documentation. The categorization step doesn't seem to be too long, but its tasks are intense and you have to know the system. You have to know all the things about it such as its architecture, design, security considerations, interfaces, and so on. We've also discussed the Select step. We've talked about what it is, and we've talked about various aspects of how you use the Select step to select controls. We looked at the publications that support the Select step; FIPS 200, which is a small publication that just has basic information in it, and more importantly, the NIST Special Publication 800-53, the control catalogue, and this has the control baselines in it, as well as the controls themselves. We also took a look at the RMF tasks for the Select step itself, and there are six tasks that we go through including selecting controls and baselines, tailoring those controls, and allocating those controls. We also looked at documenting those controls, and approving that documentation. The Select step is a very important part of the RMF, because we have to choose the correct controls early on in the system's lifecycle, and we based this selection of controls on the security categorization of the system. This step depends upon the first step being completed properly. We have also discussed the implementing controls step of the RMF. We discussed control fundamentals first, and we know what the types of controls are and what their function are. Then we looked at implementing the controls themselves. We looked into different considerations you might have when implementing controls in your system, and we look at how to use NIST Special Publication 800-160, The Engineering Publication, to assist you in implementing controls. We have also looked at the tasks that make up the implement step of the RMF. This is the implement step of the RMF, and it's very important to consider this as one of your most important steps that you will take in the RMF cycle. We've also discussed the assess step of the RMF. We talked about assessing controls and risk, what you're looking for, and assessment methodologies. Then we looked at the assessment publication itself, Special Publication 800-53A. It's the companion volume to 800-53, the control catalogue, except it tells you how to assess those same controls. Then we have Special Publication 800-30, which is primarily concerned with risk assessments in general. It gives you specific step-by-step instructions for performing a risk assessment. We have also discussed the tasks associated with the RMF assess step. We've also discussed the authorize step of the RMF, and we've explained that authorization is an official formal decision rendered by a senior agency official charged with that task to authorize a system to operate. This person has looked at the risk and accepted the risk. We have also looked at all the tasks associated with the authorize step of the RMF. We've also talked about the monitor step. We looked at continuous monitoring and explained what that was in terms of monitoring control effectiveness and monitoring risk, as well as changes to the system and its environment. We also looked at Special Publication 800-137, which is the supporting publication for the monitor step. And finally, we went through each of the tasks that make up the monitor step.


Bonus Chapter 15 Most Common Network Security Threats

Calculation error

If an excel spreadsheet is supposed to take the contents of two cells and add them together and place that value in a third cell, but instead multiplies the values together rather than adding them, you would get results that you were not expecting. This is called a calculation error. The results that you are expecting for the third cell, is to contain the sum of the previous two cells. Since the application did not do what the person who wrote it intended, that is an example of a bug.

Buffer overflow

Another example of a software bug is a buffer overflow. A buffer is an area of memory that has been reserved for a specific amount of data. Buffer overflow can occur if the amount of data is greater than the size of the memory buffer.  An example of this occurring outside of computers would be a form that you may have filled out a form, such as your name and address, and the form has a few rows of boxes. When you are filling out these forms, you are supposed to only place one letter or one number inside of each box. If you happen to have a longer last name than the person that designed the form made room for, when filling out the form, you would go over the amount of space reserved for your last name. This causes confusion. Where do you put your first name? Do you just leave a space and keep going? What if that will be too long and trespass on the next box's space? Will the person reading the form think; you meant to write over the other section's box? In a similar fashion, when a computer's software writes to a memory stack, the software uses buffers in order to store various information inside of memory. These buffers are placed next to each other. Therefore, if there are multiple different values in each buffer, and each buffer contains a specific number of bits that will be used to hold the data, much like the form that contains a certain number of boxes for last name, address, etc, just like with the form, if there was more data to be placed inside of the buffer than there is room for, the data in the next buffer could be overwritten. You might be asking yourself; why is this important for me to know about trivial things such spreadsheets not working properly, or data that is bigger than the buffer that was reserved for it? Well, it is true that in most cases the worst that happens with software bugs is just to cause frustration, and more often than that, the bug doesn't even go noticed. Still, you also need to know that malicious attackers can exploit these bugs in order to manipulate programs to do what they want. Rather than a small headache of the program not working in the way that it was intended to, a skilled attacker could use their knowledge of the bug and exploit it in a way that may benefit themselves. For example, a skilled attacker could exploit a buffer overflow and gain data that they otherwise wouldn't be able to get. They can even write over their original data so it no longer contains the same information, or they could leverage the buffer overflow in order to cause a host that the software was running on to crash, causing a Denial of Service attack.

Malware

Let’s explore threats that can affect enterprise environments, staring by malware. The name malware comes from combining “malicious software” into one word and it is a broad term that encompasses a lot of threats inside of it. Threats like viruses, Trojans, backdoors, worms, rootkits, spyware, exploits, adware, and any potentially unwanted programs just to name a few.

Virus

One of the oldest types of malware is viruses. While some people mistakenly interchange malware and viruses, the strictest definition for a virus is a computer program that copies itself. The virus spreads from one file to another, eventually infecting enough files to cause a serious damage to the computer. Although, just one infected file can be enough to cause damage, viruses can also spread from computer to computer when the infected files are transferred via a shared drive, USB drive, or any other medium of transferring files. A virus is an executable code that attaches itself to another program like an executable file or a macro inside of a Microsoft office file. The virus lays dormant until the infected file is ran, which is when the virus will execute its code. The main purpose behind the virus is to wreak havoc. It does this by corrupting files, even system files, so the underlying operating system does not even work properly.

Spyware

Spyware is another type of malware. As the name implies, spyware is designed to run on a victim's computer and steal sensitive information. Spyware can be in the form of a key logger, which logs every key stroke. If a victim were to go to a banking website and then log in, and then the attacker would be able to see the keystrokes to find out which banking website the user was browsing to, and also the username and password. Spyware can find other information too such as credit card numbers, browsing habits, and pretty much anything else that a victim does on the computer.


Trojans

Another piece of malware that is designed to cause serious harm is called Trojan. Often, Trojans don't appear to be malicious software, but just like any other malware, they have code designed to do a specific task. Unlike viruses, Trojans are not able to self-replicate themselves. They have to be installed by the user. A common type of Trojan is a backdoor Trojan, which is designed to give the attacker access to the infected computer, allowing them to do whatever they want. They're able to add the lead, or even send and receive various files, or maybe the purpose of the Trojan is just to annoy the user by displaying AD pop ups or just changing the desktop background.  The attacker can also control multiple different machines and use them all to attack other victims. The attacker can have all of the infected computers attempt to bring down a system in a Distributed Denial of Service attack. We will get into Denial of Service and Distributed Denial of Service attacks in the next chapter.

Ransomware

There is a specific type of Trojan that is designed to infect a user's computer and cause it to not work. The only way for the victim to gain access to their computer, as well as their files, is to pay the attacker a sum of money. This type of Trojan is called ransomware, as the attacker has the victim pay a ransom.

RootKits

Another type of malware is called rootkits. RootKits are designed to do a lot of the same malicious things that some of the other malware we have talked about does. The biggest difference, is that rootkits are designed specifically to go undetected by traditional anti-malware software. They can do this by installing themselves into the computer's kernel, which is the same level as a host operating system. This allows attackers to control the entire computer and even overwrite or delete the operating system files.

Worms

Worms are a different type of malware. They are very similar to viruses in that they replicate themselves, however, they are not attached to another program and they do not need the user or host program to help spread the worm. Worms, attack a vulnerability of the target system in order to help themselves spread from system to system. This is why it is so important to ensure that operating systems and software are kept up-to-date.

DoS & DDoS attacks

A Denial of Service, or DoS, attack is when a system is so degraded that legitimate users are unable to use the system's services. The system could be a web server, an email server, or any other service that relies on a computer or a system of computers. In order to effectively orchestrate a DoS attack, a malicious attacker has to send so much traffic that the service's server does not have the appropriate resources to respond to every piece of traffic. This could be done by sending a large number of ICMP messages, send messages that try to initiate the three-way handshake without ever completing it, UDP messages, or any other type of message the service is designed to respond to under normal conditions. Once the system or service is overwhelmed, it is unable to process any incoming legitimate requests so users are denied to the service. A Distributed Denial of Service attack, or DDoS attack is when it is not just one machine that is attacking the service, rather it is a coordinated effort between multiple machines. Machines that are infected with malware can be controlled by the attacker to send various types of messages to the intended victim of the DDoS attack.

Man-in-the-middle attack

A man-in-the-middle attack is when someone is intercepting the traffic between two otherwise normal systems. For example, if a malicious attacker was able to intercept traffic between a client and a server, they would be able to see the entire contents of the traffic. A man-in-the-middle attack first intercepts the client's initial request to the server, and then it makes a copy of that message and sends its copy to the original server. From there, the server replies to the man-in-the-middle with its return message. Again, the man-in-the-middle makes a copy of this traffic and then replies back to the client with the copy. The man-in-the-middle is able to complete this process over and over throughout the entire conversation between the client and the server. Both the client and the server believe they are talking to each other, unaware there is a device in the middle that is able to see the entire contents of the conversation. Furthermore, with the correct tools, a man-in-the-middle attacker would even be able to inject whatever they wanted to in the communication between the client and the server. So not only could they read the contents of the conversation, they can manipulate the conversation in any way they please. The threats that we covered in the previous chapters, such as SQL injection and cross-site scripting, can also be used to cause havoc on devices located both on-premises, as well as devices that are located in the cloud.

Social engineering attack

Another type of attack has been on the rise over the past few years, is called social engineering attack. One example of social engineering is when there is perceived trust between the attacker and another party. The party could either be the victim themselves or they could be a third-party, such as an internet service provider or email provider. Also if the attacker is able to gain the trust of the provider and convince them that they are the victim's identity, it is possible that the service provider will give out confidential information that should only be disclosed to the victim, such as an account name and password. Once the attacker has this information, they can use it to obtain even more information, or even change the service in order to prevent the victim from using the service. If the attacker has completed social engineering attacks directly with the victim, they are convincing the victim that they are a trusted authority. There are various ways that attackers can use to find out enough information in order to gain the victim's trust. A common method in today's world is to use social media and other online profiles of the victim. Regardless of the method used to collect information, once the trust has been gained, the attacker can use the trust in order to convince the victim that all correspondence is legitimate. This means that they can send emails with malicious links. If the user believes the email is legitimate, then they are much more likely to click on the link. The email doesn't even need to contain a malicious file. Let's say the attacker was able to find out that the victim was buying a house and needed to send a large wire transfer for the down payment of a house. Normally, the money is transferred to a title company. If the attacker were to use social engineering to convince the victim that they are the title company, they could provide an incorrect banking number, so the victim would send money to the attacker, and not the legitimate title company.

Bulk Phishing

One of the common ways to implement a social engineering attack is to use phishing. Phishing is the act of using electronic communications in order to gain the trust of the unsuspecting user. There are a few different variants of phishing. Bulk phishing is when there is not a specific individual or organization that is being targeted, rather the attacker will start a phishing campaign and target as many people as possible to try to gain as many victims that fall for the phishing attempt.

Spear phishing

Spear phishing is when the attacker is trying to attack a specific individual or organization. The attacker will conduct research and gather as much information about their intended target in order to have a higher chance of success. The example that I gave earlier about the attacker impersonating a title company is an example of a spear phishing attack. The attacker knew that the victim was going to buy the house and probably found out the title company that the victim was planning to use. Again, by having this information, the attacker had a higher chance of success, since they would know information that the victim believes only legitimate person or company would know.

Whaling

Whaling is a subset of spear phishing that is attempting to attack senior executives and other high-profile targets. The content that the attacker would use to gain the victim's trust would be tailored to target upper management.


Book 3

How to Manage Risk, Using the NIST Cybersecurity Framework


Introduction to Information Assets

First of all, let's talk about identifying our information assets. It might help if we define what information assets are. An asset is something we normally think about in terms of a car, or a house, things of that nature, tangible assets. There are also intangible assets as well. In terms of information assets, first of all, we think of data. And data is certainly an information asset. It's raw information without context. It's raw 1s and 0s. But it also includes the information that we gain from the data and also the systems that handle the data. These systems and applications create, store, process, transmit, and receive this data. Additionally, there're processes that we use to transform and use the data. Finally, there're people who use the data and create this information and put it in context. Let's talk more in depth about these information assets. First of all, data is raw 1s and 0s. It could be raw accounting numbers. It could be data generated from applications, from a word document, and so on. It's information without context. It's just out there. We could use this data for anything. We could generalize from this data. We could form opinions from this data. We could form statistics from this data. Data is used to make information. Information is the context we give to data. Once we do that, it makes it useful to us. We also have the systems that process the data. When we're talking about systems, we're talking about the equipment, the applications that create data, that process it, that transform it, transit it, receive it, store it, and so on. These are critical information assets. In terms of processes, we have several processes in different contexts. First of all, we have processes that are used to create data, transform it, and so on. But we also have processes that in a business directly relate to our business operations. We have processes that tell us what we need to do with this data. Finally, we have people. People are the users of the data certainly. But people also drive the creation of the data. They lend context to the data. They look at raw data and say, well, if I change it like this or if I put it in these terms, then it becomes information, and it becomes useful to me or to the organization. All four of these things are information assets. Without these information assets, without any part of them, without any one of these in particular, we don't have a complete information asset that we can use.

Let me introduce to you our scenario that we're going to use for this book. We're going to be discussing a fictitious company during this book. To set the context, this company is a manufacturer, and they sell parts to the different companies and to the different manufacturers. They could sell engine parts, they could sell body and structural parts to a variety of manufacturers, who can use them. As a result, they have a wide variety of processes and a lot of information that they use to process. They have several geographically separated locations. They have several types of organizational structures that we'll go over as we go through the book. We're going to talk about what their information assets might be. I'm going to give you some example of some information assets that the company probably has. These are just examples, and there are probably a lot more examples I could give, and you'll find these examples probably in your organization or at least in other organizations as well. For example, accounting data. Accounting data could be raw numbers, facts, and calculations. The company has this type of information asset, this data because it's a business. It deals with money, numbers, calculations, and so on. It also has accounting systems because we have to manage our money. We had to turn these raw dollar figures into information. These information systems help us to store this information, process it, transmit it, and receive it. All of this accounting data becomes information once we put it in context. We also have our accounting processes. These processes create the data, and they also put the data in context and make it information. They collect different types of data and information and transform it again. These processes are a key part of our information assets. We also have people. The people are important, and they could be considered information assets. Without them, data is not transformed into information. It's not used. Finally, we have the information itself. It's important to point out that data and information is not the same thing. Data is raw numbers, facts, calculations, so forth, whereas information in this context is collections of the data in a particular context. For example, we could have a column of nothing but dollar figures. Well that's data. What does it mean to us? Well, information is when we take that column of monetary values, of dollars and cents, and we do something with it. We add and subtract it, we transform it, we put context to it, and we say that these are our accounts receivables or our accounts payables, or this is how much something cost. Once we put context to raw data, then it becomes information.


Chapter 1 How to Understand Asset Value

Now let's take a look at how we might understand the value of assets. Normally we look at assets in terms of tangible and intangible. When we talk about tangible assets, we're usually talking about some type of monetary value. In other words, we're looking at how much the item cost to buy or acquire or how much it might cost to repair it if it became non-functional due to damage, or how much it might cost to replace it if we lost it completely. But monetary value isn't necessarily the only way we could value assets in an organization. Another way might be to look at how much revenue it generates. In other words, an asset might generate revenue for the company because it's part of a business process. We have to look at that as well, not only the monetary value, and we'll talk about how you can look at those two things together in a moment. Another method might be to look at criticality. How critical is the asset to the business operation? Is it such that if we lose the asset, business operations fail? Because if they fail, then we lose revenue, we lose business operations; we lose a lot of things. We have to look at it in terms of those things as well, not only monetary value, as to how much the asset simply costs. Let's take an example. Let's say we have a server that costs $10,000. By itself, that doesn't sound like a lot of money. Even if it were lost, we could replace that. But what if this server because it's connected to several of our business processes helps generate revenue for us, and this revenue is about $5,000 per month? Well, if you think about it, it's not just $10,000 that we value the asset at. If you look at the asset value for an entire year, we're looking at $60,000 in revenue. So $60,000 plus the cost of the server itself is $70,000. You could look at the asset in terms of that value. Another way to look at it is if it's a high priority asset. In other words, if other systems or data depend on that asset, and if it fails, those other assets, those other systems and data cannot perform their function. The business processes fail. Even if this asset doesn't generate us any revenue per month, if it is such that other assets depend on it to function, we have to measure its value in terms of that as well. Let's switch gears and talk about how much security or protection we give an asset. The protection of an asset is determined by its value, which we just discussed, and its sensitivity. And we'll talk about sensitivity later when we talk about sensitivity classification. But the amount of protection or security we give an asset is directly proportional to its value and its sensitivity. The more valuable an asset is considered, the more security we give it to protect it. Likewise, the more sensitive it is, the more security it gets. Sensitivity itself is determined by the information or system owner, and we'll discuss those later on. The sensitivity is primarily determined by data classification and sensitivity policy.


Chapter 2 How to place Value on the Company’s Information Assets

Getting back to our scenario, let's look at how our company might place value on its information assets. What information assets does the company have, and how do they value them? Well, first, let's look at customer information. They might rate that as a high value because customer information is very important. It could be proprietary information from their customer; it could also be data that a customer might not want to be released. No one should have unauthorized access to that data in other words. We might place high value on that. Manufacturing processes certainly have high value because that's our proprietary information. That's how our business thrives and survives based upon how we manufacture parts. We don't want this information to get into the hands of our competitors; it’s a high value information. How about administrative information? This isn't necessarily information that helps us to run our business, but it's important to us. It helps us take care of the day-to-day business operations. While we might not place it as a high value, it's definitely still important to us, so we might place it as a medium value. Then we have financial data. Financial data is going to be considered high value asset because financial data is very important. We have to disclose this to government regulators. We may have to disclose this to stockholders, but it's also important that it not get out into the public. We don't want our financial data to get out there because it's considered proprietary to our operations. It's important to us. It also could include salary data, value of our assets, and so on. Finally, information systems. This is where the value depends upon the type of data that is processed on those systems. It could be highly sensitive data, or it could be routine, non-important data. In any case, the value we place on it depends upon its data sensitivity. We're going to be talking about data sensitivity later on. How might we protect high value data? For this example, let's consider high value data manufacturing processes and financial data. What controls or security measures would need to be in place to protect this data. First of all, strict access controls like need-to-know. Only people who need to have access to this data should have it. Second of all, infrastructure protection. We might want to add additional infrastructure such as security devices to our infrastructure to make sure that this data is protected by firewalls, or virtual LANs, and so on. We also would audit in depth anyone who comes in contact with this data, anyone who uses it who is authorized, and to track and see if unauthorized users attempt to access this data. We also might encrypt the data both while it's in storage or at rest or during transmission so it cannot be intercepted. This is how we might protect some high value data. Data that's not valued as highly as this might not have or need all of these particular security controls in place.


Chapter 3 How to Classify Information Assets

For our next subject, let's talk about classifying information assets. Normally we classify information assets such as data and systems according to data sensitivity and classification guidelines. What data sensitivity and classification guidelines do for us is they help us determine the level of protection we give an asset, for example, data or systems. We make sure that those systems and data receive protection commensurate with the importance or monetary value of the asset and the impact if we lost it, if it were stolen or destroyed. Usually data sensitivity and classification levels are assigned by an individual known as the information owner, sometimes known as the data owner. What are some sensitivity or classification levels we might normally see in the commercial or private sectors? Well, we might see public, and public is a classification that means just that information can be seen by anyone in the public. This is information you might find on an organization's public website for example. Then we might have privacy data. This might be data related to our employees, their names, social security numbers, dates of birth, addresses, their financial information. That is very sensitive information that we are normally legally bound to protect. We also might have proprietary data, and this is the type of data that we use to conduct our business, our manufacturing processes, and any company secrets for example, that we use to maintain our business presence in the market. Then there's competition sensitive data. Proprietary data can be competition sensitive because we don't want our competitors to get it, but other types of competition sensitive data might include information about mergers or acquisitions, things that we would not want our competitors to know about. We also might have company sensitive data, and this might be data regarding disciplinary actions, policies, salaries or anything that we just don't want outside in the public that we want to keep inside the company. Finally, we might have limited access data. And this is data that is also company sensitive and stays in the company, but it's only accessible by a very few privileged users, maybe our senior executives for example, or only HR for example. So, very limited access information. Just like the commercial and private sectors, the government has different classification levels. We have some examples of the US Government classification levels that we use. We see unclassified data, which normally could be public data or for official use only data. We also see the level of confidential data, and this is the type of data that, if it were disclosed inadvertently to unauthorized persons, could cause damage to the security of the United States. Then we have secret data, which also could cause serious damage if disclosed to unauthorized persons. Then we have top secret data, which is considered to be able to cause grave damage to the security of the United States if it were inadvertently released to unauthorized persons. You have these different classification levels for both the private sector and the government sector, and these are just some examples. They may vary from organization to organization or from government to government. What drives these classification levels? Well, it's the data classification policy, and this is internal governance that the organization creates. First of all, this classification policy comes from upper management, and it covers the entire organization. And it defines all of our information types, what types of information we have proprietary, private, and so on. We could also define information types in terms of things like HIPAA or financial data. This data policy also covers the sensitivity levels of this information and its various types. The data classification policy has to comply with governance. For example, there are laws and regulations out there that determine what protections and classification sensitivity levels we will give information such as HIPAA for example. Therefore our data classification policy has to articulate with regulatory requirements. Finally, our classification policy defines our protection levels. It tells us what access controls we must have on certain types of data, certain levels of sensitivity of data, if we need encryption and how strong it must be, and what type of physical security we should have to protect data in systems. All of this could be in a data sensitivity or classification policy.

Let's have a quick discussion on how we might classify our company’s information assets. The first thing we have to do for our company before we even classify or value their assets is we have to come up with a classification policy. Our company needs to classify its data. It needs to assign sensitivity levels to its data. But before it does that, there're several things it needs to do. The first thing it probably needs to do is come out with a data classification policy, and this data classification policy will have to be drafted, written, tossed around by management, and finally worked out and put on paper and signed. The policy has to state certain things. It has to define the different data types within the company. It has to define that there is a data type called privacy data or proprietary or company sensitive. It has to define those data types. It also has to define the sensitivity levels that are involved with those data types. We need to know if it's sensitive or not very sensitive and how sensitive. Is it company sensitive? Is it highly secret? The data types, meaning proprietary data, privacy data, and so on, go with those sensitivity levels. It's interesting to point out that we don't necessarily have to go to each and every system and pull each and every type of data out. We can generally categorize data. We don't go to a particular system, like the one that has HIPAA data on there, classify that immediately. We might have a data type known as HIPAA type of data. But not every system will become a data type. A lot of systems will fall into their own data types. A lot of systems will fall into data types that we've generically decided on. Also we define these data sensitivity levels, and then we state what levels of protection are commensurate with those sensitivity levels. For example, privacy data, its level of protection might be that has limited access, that only HR accesses it, or only managers above a certain level access it, and that they can only have these particular permissions, and it can only reside on these particular system, and that it also must be encrypted. We might state what levels of protection are required with that particular sensitivity level. The policy should assign responsibilities to certain personnel, data owners and custodians in particular. This will not be based on a system basis. Those are usually assigned in writing and go more into the weeds. But in general, a data owner has these responsibilities to protect data, to ensure that access controls are in place, and ensure that auditing takes place and so forth. Custodians may have certain other responsibilities. It will assign general responsibilities and then later on will assign the particular types of data and particular systems to data owners. But the policy needs to at least state what these things are generally across the company. This is the first step in data classification and sensitivity develop a policy that you know what your data types are, what your data sensitivity levels are, what those levels of protection are, and who has what responsibilities.


Chapter 4 Information Asset and Risk Ownership

Now let's talk about who owns risk and who owns assets. Assets and risk ownership is important in the organization because someone has to be responsible. Someone has to be responsible for security and risk. We assign risk and asset ownership to senior managers responsible for maintaining the security of the assets and, at the same time, while reducing and managing risk to those assets. Sometimes this may or may not be the same individual. It may be a senior manager. It may be a middle manager. It may be someone who spans organizational structures. It may not be just one Division Chief. It may be several people responsible for systems across the organization. It may be on a system basis or a particular data type basis. There may be one person in the organization who is responsible for all HIPAA data for example regardless of where that data resides within the organization. Let's talk about asset ownership and risk ownership for a moment. The official responsible for asset ownership is responsible and accountable for maintaining protection levels for the systems and data, the controls, the security controls. In some cases, this person may be the ultimate user or consumer of the data, or they may be the generator of such data, or they just may be designated as responsible for it. They should have some information about the data itself and how it works and how it's created, what it's used for, how it's processed, transformed, and so on. They're usually someone with some functional knowledge of the data type or the systems involved. They may be a senior person in the chain of command that runs those systems, but not necessarily. Then you have risk ownership, and the person who owns risk may or may not be the same person who owns the asset. There could be in some organizations a centralized designated risk individual who's responsible for risk across the organization. They manage the risk management program, and they ensure that the risk strategy is kept up with and so on. That person probably is not in charge of a particular system, but you may have people who are assigned responsibilities over particular types of data or systems. And those people might be charged with assessing, mitigating, and monitoring risk only for those data types and system assets. Sometimes those are the same people as the asset owners could be, and to a large degree, these responsibilities overlap. There's no clear-cut division between the asset owner and the risk owner because they both have a stake in the security of the system. If they're not the same person, they have to work together very closely. If they are the same person, they have to keep security in mind, and they have to keep risk in mind as well.


Chapter 5 Understanding Information Asset and Risk Ownership

In continuing our scenario regarding our company, we're going to take a look at an example of information asset and risk ownership at our company. You can see how there's a fuzzy area between information and risk ownership. Here's a breakdown of a portion of our company’s business functions. We have a Production Department that consists of several sections within it. The Production Division is composed of the Design Department, the Engineering Department, the Manufacturing Department, and the Logistics Department. You have a Vice-President who's in charge of Production. He's the Division Chief you could say. Then you have Section Managers or Chiefs who are in charge of their respective departments. All of these feed into Production. To give you a quick example, you have the Division Manager of the Production Division, and that person is responsible for all the people, processes, assets under her division. She's responsible for their performance. She's responsible for getting things done within that division. You also have the Manufacturing Department and the Manufacturing Supervisor is responsible for the day-to-day operations of that particular section, its people, processes, assets, and functions. Two questions might pop up. First of all, who is the data owner for information assets, data assets within the Manufacturing Department? And who's the risk owner for the Manufacturing Department? There're several answers to that question, but the big one is, it depends. The Division Manager is probably ultimately responsible to the organizational management, to the C suite, to the stakeholders, and so on. That person is probably responsible and accountable for everything that happens in her division. Does that necessarily mean she's the data owner or risk owner? Not necessarily. The data owner normally is someone closer to the data, closer to the operations. In this case, the Manufacturing Supervisor might be the data owner. Who is the risk owner? Well, because the Division Manager is accountable, she could be the risk owner. You could have a situation where she's the risk owner and manages the risk because, remember, risk could be negative events, and it could be events that cause bad things to happen. She's responsible for making sure that doesn't happen. The data owner being the supervisor of the Manufacturing Department could be responsible for making sure that people do their jobs that they encrypt data, that they store it properly, that their access controls are in place. You could have that situation. You could also have the Division Manager being both the data and risk owner because, again, that data does fall under her purview. It may not happen that way normally because she's not close to that day-to-day data, those assets. She's not in a position to make sure that people do their jobs. She's not in a position to be out on the floor making sure that people log in correctly or store data correctly. Likely you want the data owner to be closer to the data. And the risk owner is someone who is more senior and responsible. Another thing you need to consider is that you could have risk owners outside of this chain of command. There could be a Risk Department or designated Chief Risk Officer who directs how risk is managed within all departments. That's something that could happen. One thing you probably will not see is that the Manufacturing Supervisor would be the risk owner because that person may not have the authority or the responsibility or accountability to accurately manage risk because that requires senior-level abilities sometimes, senior-level responsibilities, powers, duties if you will. That person may not be able to manage risk across organization because risk management is an organizational issue, not just a division or section issue. Risk affects all parts of the organization. You may not see that scenario. But, overall, in this example, we're trying to explain to you that “It depends” is a good answer. It depends on your organization. It depends on who is closer to the data. It depends on how your risk management processes are organized.


Chapter 6 Assigning Information Asset Value

Now let's look at how we might assign value to information assets. And in chapter, we're going to talk more about the concrete details of assigning asset value. First of all, how do we assign value? Well, it depends upon several things. It depends upon its cost to buy or acquire, its cost to repair it if it breaks or replace it if it becomes non-functional. We also want to look at the revenue it helps generate. How much money does it pull in for us? , even if a server costs $2,000, if it generates $1,000 a month in revenue, then it's pretty valuable. It's more valuable than the cost. We also assign based upon the criticality of the asset to the business operations. If it's a highly critical asset, piece of data, database, system, whatever, then it's very critical to us. And if it fails or we lose it and business operations fail, then that's a bad thing. It may acquire a higher value because of that. There's also something we haven't discussed so far, and that's the dependencies that other assets have on that particular asset. Other servers, other data may have a dependency on your particular server or data in that it must perform a function like transform data for example, before these other assets can continue with their processes. So even if your server or dataset or whatever does not generate any revenue or whatever, if it's part of a process that other assets depend on, and it fails, and they cannot perform their function, then that makes your asset a lot more valuable, even if it generates no revenue on its own. Dependencies are something to consider too when looking at how to assign value to an asset. Here're some ways that we might measure asset value, and these are just thrown up here to give you an idea of what possibilities there are. Your organization may do it differently, but here're some different ways you might do it. Cost is going to be a dollar value. It's normally going to be quantitative. Remember that quantitative has to do with hard numbers, and we'll go over quantitative and qualitative later. But quantitative involves numbers and is provable and factual. Revenue we would also measure in dollars is quantitative. Criticality, on the other hand, how do you decide how critical that is? That could be opinion based by the way. And how do you assign a quantitative value to that? Maybe, how do you assign dollar values to that? Well, you probably cannot. You have to go with something that's called qualitative, and that's subjective, that's opinion. But it can give you a better idea about how critical something might be. For example, you could have values of very low, low, moderate, high, or very high in terms of criticality. That's qualitative because what might be a high to me might be a very high to you. We would have to by consensus decide what a high versus a very high is. You could also try to make it quantitative like using a 1 to 10 scale, and that's called semi-quantitatively. But, it's still subjective. It's still qualitative in nature if you will because what might be a 7 to me in terms of criticality might be a 10 to you. The same thing goes for dependencies, the same concepts--qualitative versus semi-quantitative. You would have to measure these assets on these particular terms; cost, revenue, criticality, dependency. Some of them are concrete, like dollar values, and can easily be obtained, but some of them might be subjective and might have to be decided by more than one person or through some logical trend analysis or some good guessing. Let's look at asset value and risk for a moment. Asset value aka AV is part of risk management. The parts of asset value and how it relates to risk we will discuss later. But understand that asset value directly relates to risk. Risk is reduced by adding protection to a valuable asset, because if risk is reduced, we don't have a high probability of losing that asset. It makes sense that the asset's value should be greater than the cost of protecting it. If we have a $2,000 server, we sure as heck don't want to put $3,500 into protecting it if that's all we get out of it. We have to look at asset value when figuring out how much security to put toward the asset. And that has to do with risk as well. Let's look at it from another perspective. Asset value is most often measured in dollars. There's a term called exposure factor. Let's say that a particular incident happens, and maybe it doesn't destroy the asset or take it out 100%. Often, we make the mistake of saying that if an asset is out of commission or we lose an asset, we lose 100% of it. That's not always the case. We could lose 50% of our database, or we could reduce the server down to performing at only a 50% rate for example. It's not always 100%. That exposure factor is the amount of the expected loss of the asset during a particular negative event. And we usually express that as a percentage, so 50%, 30%, whatever. Then there's a term called single loss expectancy that we need to know about. Now, again, all of these tie into risk. But for now, you need to know that they do have to do with asset value. The single loss expectancy is how much the asset or its value we lose when a particular negative event happens. Let's say that there is a tornado and some of our datacentre’s damaged. Maybe not all of our servers are damaged 100%. Maybe some of our servers run and function but at a limited capacity. How much of it did we lose? If we lose the asset, how much of the asset did we lose? It's not just enough to say that we lost it, but how much of the capability did we lose? Therefore, you would want to know the single loss expectancy for a particular negative event. A lot of this is expressed in terms of particular events because your single loss expectancy for one event might not be the same as another event. We would probably want to know these things when figuring out risk and how much protection to put toward a particular asset. There's a formula you can use, and this is important to know for certification tests and just for general knowledge, the single oss expectancy, or SLE, equals the asset value times exposure factor. If you have an asset that cost $10,000, for example, that's its asset value, and during a particular negative event, you can reasonably assume through trend analysis or other statistical analysis that you would lose 80% of that value, your single loss expectancy for that particular negative event would be 80%. You're losing $8,000 on a $10,000 assets. That's not good. You haven't lost the entire asset, but you've lost 80% of it. You could also have instances where you only lose 10% of the value during a minor event for example. In any case, this formula is important to know when you start talking about risk and how much protection to put toward assets.


Chapter 7 How to Assign Value to our company’s Assets

Let's take a look at how we might assign value to some examples of some company information assets. Let's look at a couple of assets that we've categorized at our company. First of all, we have an asset called the manufacturing database server. It has all the manufacturing data in it drawings, specifications, and so on. It cost us $10,000, the database server did. The revenue, however, it produces is about $5,000 per month because without that data that's in that server, we could not manufacture products. We can value it at $10,000 for cost but revenue at $5,000 per month. Even if we lost the whole server, it's not just $10,000 we're losing. It's $5,000 per month if we don't get that thing back up and running again and get that data restored. You could measure its value on an annual basis and say that, okay, cost $5,000, but since its revenue is $5,000 per month times 12 is $60,000 plus the $10,000, so per year, that asset value is $70,000. We could also look at criticality and dependency. That's very critical data, it's a very critical asset. We might rank that as very high. If you wanted to do a semi-quantitative, that might be a 9 or a 10 depending upon whom you talk to. Dependency might be a very high. That might be an 8 or 9 to 10 because a lot of other assets, a lot of other processes depend upon that manufacturing database. Without it, you cannot make parts. Let's look at the customer database. That database of customer data that we bought from some company and that we also added to through our own business, we might rate that as $5,000. But, it generates revenue in terms of 5,000 per month because we have to have our customers, and we have to have information about them, what their needs are, what they've ordered, particular information about what vehicles they manufacture. We know what parts we normally give them. We also might need to know what their future plans are that we can go ahead and lean forward and start creating those parts or figuring out how to create those parts. That customer database is probably pretty valuable as well. It generates a lot of revenue as well. Its criticality is going to be high, but it might not be as high as the database server. We might say it's a 7 to 8. The dependency, however, might be very high because a lot of our business processes might depend on that customer database. Everybody probably uses it from manufacturing to engineering, production, marketing; everybody uses that database. We might say that on a dependency scale, it's very high, maybe an 8 to a 10. Then we have an HR system, and this HR system comprises a couple of servers totally $8,000 and some HR applications. It costs of money for us, $8,000. However, does it directly generate revenue? No, it doesn't. It doesn't make us any money at all. It just manages our people, probably our personnel system, our pay system, and so on. It doesn't generate any revenue, In terms of value there, its $0. How critical is it? Well, it's moderate criticality. We need that to function, to keep our personnel system going. If it failed, could we live without it for a little while? Would that keep us from producing parts and selling them? Probably not. Would it impact the business? Yes, over time, but it might be a longer amount of time, whereas losing our database server for manufacturing might impact us immediately. All production would stop. All parts production and sales would stop. Losing the HR system would not stop us from making parts. You have to look at this in terms of business operations and processes. What about our dependency? Well, some systems like payroll, for example, might depend on this HR system. But not a lot do, it’s still a moderate, maybe a 5 to 6 on a semi-quantitative scale. These are just examples, and don't pay too much attention to these numbers. They're must number thrown out there to give you an idea of how this might work, there's a lot more that goes into deciding what the value of an asset is at a company. Not only its cost, its revenue, its criticality, its dependency, but there're factors that go into each one of those. Some of those are subjective, some of those are quantifiable. But this is a high-level example of how you might value assets.


Chapter 8 How to Determine Legal Requirements and Risk

In this chapter, we're going to look at the legal and regulatory requirements that exist out there that impose risk management requirements on organizations because there're some legal requirements that organizations have to meet, and many of those legal requirements dictate risk management. Here's what we're going to talk about. First, we're going to look at legal requirements and risk in general and just talk about why there are legal requirements out there that require risk management. Then we're going to look at some more specific requirements out there that organizations are subjected to, such as FISMA and NIST. We'll look at HIPAA, the healthcare laws. We'll also look at PCI, and PCI is an industry standard that's often imposed on organizations. And we'll take a quick look at other regulatory risk management requirements that are out there. Some are laws, some are not. But they can be imposed on organizations. First of all, let's look at legal requirements and risk. You should know upfront if you're going to be a security manager, there are definite legal and regulatory requirements that are imposed on organizations that require them to perform risk management. These are laws, and organizations must obey those laws. A piece of advice is that you should become familiar with the governance that is imposed on your organization that requires risk management. Let's look at the legal and regulatory risk requirements out there. Why would we have these legal and regulatory risk requirements? Well, here're some of the things that might be imposed on us. First of all, the requirement for risk management in general. There might be a requirement imposed on the organization that it must establish a formal program for risk management within the organization. In other words, maybe there's a chief risk officer that's required to be employed at the organization. But there may be a risk department, for example that handles risk. We're not talking just IT risk. Financial risk, operational risk, and so on, although for our context, we will be talking information security risk. Another requirement that may be imposed is the requirement to assess risk, to perform risk assessments. Risk assessments are a subpart of risk management in general. They involve assessing your risk, seeing what it is to a particular standard. You might be required to perform risk assessments periodically. Then we have risk response. If there are requirements to have a risk management program, then it makes sense that there will be requirements to respond to that risk. Not only respond to it but to develop a risk strategy, an overall risk strategy and a risk management plan for responding to risk when it's assessed. We might have to look at all of these different requirements when we develop our risk management program to meet our governance requirements. Speaking of governance, governance is rules and requirements that are imposed on our organization, and these are imposed for a variety of reasons. First of all, to regular an organization's behavior, its ethics, particularly with regard to societal ethics, and compliance. For example, we have governance out there that requires personnel and hiring practices to be ethical. We also have governance out there that requires that financial reporting take place. So governance is imposed normally from the outside of the organization and pushed onto the inside of the organization. You have external governance and internal governance. External governance is laws, regulations, statutes, and even industry requirements and standards that are out there that our organization may have to obey. Internal governance, on the other hand, is what we create inside our organization. Usually this comes in the form of policies, procedures, standards, and guidelines. We make these policies and procedures and guidelines to articulate to our external governance, to support it. If there's a particular law we must obey, then we create a policy for our personnel to follow that articulates with that law that enforces that law. Governance, the reason why we bring this up is that governance drives risk management. That's something you need to know. There are legal requirements for risk management, our legal governance does this. Some questions you need to ask yourself and you need to be aware of. What governance does your organization fall under? Do you fall under HIPAA? Do you fall under financial regulations and so forth? Are they laws or regulatory? Are they optional? Are they industry or professional? There are some industry standards out there that a lot of industries have to follow. PCI is a decent example of those, and we'll cover that later on. There could also be professional standards out there that we have to follow. Some things you need to think about are your risk management requirements that come from this governance. What does this governance require of you? How does it require you to maintain and manage a risk management program? Does it require assessments? How often? One good thing to do to conserve your resources is look for commonalities in all of the governance that you have about risk management. Look at them and determine what you have to do for one and usually go with the most restrictive you cover all of your bases at once for all of your different types of governance. That's one thing you can do when you look at starting a risk management program is to look at what all of your different governance requires for it.


Chapter 9 Understanding FISMA and NIST

Let's take a look at our scenario and look at some of the legal requirements we might have that impose risk management at our company. Let's take a look at the governance at our company that requires us to have a risk management program. First of all, we have several laws and regulations that might be coming into play here. Because we're a manufacturer, we're a business, we're traded on the stock exchange, we do business internationally, we have a lot of money involved here. We have a lot of reasons to comply with financial regulations, reporting regulations in particular. Some of these might be Gramm-Leach-Bliley Act, SOX, or even HIPAA. We'll talk about later why we might impose HIPAA requirements on the organization. We also have industry standards. We process credit card data particularly that from employees because we have an employee cafeteria perhaps. In any case, because we process credit card data, we have to comply with PCI-DSS standards. We'll discuss those standards later on in the book as well. We also have our strategy. Our strategy is our governance because it directs how we will maintain our risk management program, what we will do, what it does for us long term and short term. We also have policies. We have a risk management policy. That's also internal governance because our organization in order to comply with the law has created policies for risk management that tell us internally how we will manage risk. Then we also have procedures internally. These could be risk assessment procedures or any other procedures that involve how to manage, monitor, and respond to risk.

Now let’s look at different governance vehicles, laws, regulations and industry standards. We're going to start with a big one that's in the United States Government called FISMA and NIST, which supports FISMA. Now FISMA is a law that comes from 2002. It's the Federal Information Security Management Act. And it's a United States specific law that requires federal agencies to secure its assets and do more than that, to define a comprehensive framework to protect those assets, to have a risk management program, and so on. This law applies to all federal agencies and says that you will engage in security protection for government assets. In order to implement FISMA, the National Institute of Standards and Technology, which is a government agency that belongs to the US Department of Commerce, came out with a series of guidelines and frameworks to help implement FISMA. These guidelines include a wide variety of documents, a wide variety of procedures and processes for managing risk within the federal government. And together collectively, they're called the Risk Management Framework. All US Government agencies are required to use NIST guidelines and the RMF, the Risk Management Framework. However, it's good to point out those even civilian agencies or commercial agencies or private agencies can also use these same standards and guidelines and the RMF to secure their assets and to implement a risk management program in their organization. Just to give you a quick couple of examples about what NIST puts out for its RMF publications, we have several that are very important to the Risk Management Framework. We have 800-30 and these are all special publications. We have special publication 800-30, which is conducting risk assessments. We have special publication 800-37, which describes the entire Risk Management Framework. That's probably a good starting point. Then we have 800-39, which talks about in general managing information security risk. We also have a control set. We have actual controls that NIST puts out under special publication 800-53 that you can apply at the lowest levels to secure your assets. NIST also puts out guidance on how to assess those controls if you're an auditor or assessor, or if you just want to internally assess how your controls are being implemented and are they effective or not. We also have 800-53A, called Assessing Security and Privacy Controls in Federal Information Systems and Organizations. Finally, we have another document 800-60. And 800-60 talks about categorizing our information types, determining what types of information we have. We can develop a data sensitivity and classification policy and apply the correct protections for that asset.


Chapter 10 Understanding HIPAA

The next regulatory requirement that might impose a requirement for risk management in the organization is HIPAA, and HIPAA deals with healthcare. Specifically, HIPAA is the Health Insurance Portability and Accountability Act, and it imposes a lot of security and privacy requirements on what we call covered entities. Covered entities are things like hospitals, doctor’s offices, clinics, insurance companies, anybody that handles protected health information or PHI. If anyone creates, stores it, processes it, transmits it, receives it, or otherwise uses it in any way, HIPAA covers them. They direct security and privacy controls including risk management on these covered entities. You might be asking; what is HIPAA and where did it come from and why? HIPAA was originally signed into law back in 1996. There have been several recent changes that help to enforce its regulations such as increasing fines for not compliant entities and tightening down some of the requirements that HIPAA imposes such as the HITECH act, for example, that's fairly recent. HIPAA imposes what we call the Security Rule and the Privacy Rule on healthcare providers such as hospitals, clinics, doctors, insurance companies, and so on. One thing that HIPAA also imposes is a requirement for risk management and analysis by all of its covered entities. You might be asking; how would this apply to our company? Our company manufactures parts for other manufacturers. Why does it need to come under HIPAA? Well let's say that there is a company clinic that's on campus with the organization. Immediately, you can see that they would handle employee health records. If something happens, an emergency, an employee cuts their thumb, or something even more serious happens, and they go to this clinic, they are creating health records on them, and these are protected under HIPAA. Let's talk about the HIPAA Security Rule very specifically in terms of risk analysis. We have subsection 164. 308(a)(1)(ii)(A), and this covers risk analysis. And essentially it says that the organization will conduct an accurate and thorough risk assessment giving us the potential risks and vulnerabilities. Anything that might affect the confidentiality, integrity, and availability of electronic protected health information that the covered entity holds and deals with. Right here, we see that we have to do risk analysis. HIPAA requires that. There's another rule, and it's for overall risk management. It's subsection 164.308(a)(1)(ii)(B), the second half of this. And it says that an organization, a covered entity, will implement security measures that are sufficient to reduce risks and vulnerabilities to a reasonable and appropriate level to comply with the requirements of subsection 164.306(a). You can look these different subsections up under the law. But HIPAA says you will do risk analysis, and you will do risk management. As you see, our company has to follow these security rules as well.


Chapter 11 Understanding PCI-DSS

One regulatory requirement that imposes risk management on organizations isn't a law or regulation at all. In fact, it comes from an industry, the payment card industry. Organizations have to comply with this under certain circumstances. We call this PCI-DSS, which is the Payment Card Industry Data Security Standards, and these are industry security standards that are imposed by the major credit card processors. They impose them on any merchant who uses and handles credit card data. And these major credit card processors include Visa, Master Card, American Express, and so on. They're the big ones. If you want to process their cards, you have to follow their security standard. There is a requirement for risk management under PCI-DSS. I will tell you that PCI-DSS is a very technically oriented standard. And, in fact, in addition to it being a standard, it also doubles as controls. There are controls under PCI-DSS that are very specific about what security steps and measures an organization will take to protect credit card holder data. All merchants, as I said, must agree to and abide by these standards if they're going to process credit card transactions. If they don't agree to and abide by these standards, then they can get fined. They can get put out of business. They can get sued by the major credit card organizations. PCI-DSS does require risk management to be a consideration in its control set. There are controls that require risk management. They're more technically oriented, but there are some management controls in there as well. For example, PCI-DSS Requirement 6.1 states that the organization must establish a process to identify security vulnerabilities. It says that they must use reputable outside sources for security vulnerability information and the organization or merchant has to assign a risk ranking for these vulnerabilities. They give an example of high, medium, or low. But they have to assign these rankings to discovered security vulnerabilities. In other words, they have to do a risk assessment and a risk analysis. It says in 6.1. And these standards that I'm quoting you come from the PCI Security Standards Council, 2017. Another requirement is the PCI-DSS 12.2, and it states that the organization or merchant has to implement a risk assessment process, and it has to do several things. First, it has to be performed at least annually or upon significant changes to the environment. Let's say the merchant goes through an acquisition or a merger or relocation or some other major environmental change, business environment change. Secondly, they have to identify critical assets. They have to identify threats and vulnerabilities. They have to produce a report, results that document formally the analysis of risk that they came up with. We have to do risk analysis and risk assessment. This is risk management.


Chapter 12 Additional Regulatory Risk Management Requirements

Now that we've covered a few of the laws and industry standards that require risk management, let's take a look at a few other regulatory requirements. First of all, there's something we haven't talked about too much, and that's internal governance. Internal governance as we've said are policies, procedures, standards, and so on. Even if there were no requirement from the outside world, no external governance such as a law that said that an organization had to maintain a risk management program, some organizations might choose to do it anyway. Truthfully it's rare that there's no external governance that would require this. Just about any business you can think of falls under some law or regulation that would require risk management, especially these days. But in any event, we have internal governance that helps support those laws by creating policies. These policies implement what we're going to do, our requirement for obeying these lays and set up the risk management program, its policies, its procedures, and so on. These internal policies come from senior management. They can impose whatever they want. The C suite, the board of directors, the steering committee, whatever they like, even the stockholders, can impose requirements, standards, and methodologies for risk management within the entire organization. You want these policies to articulate with the governance that you fall under, with the laws and regulations that are imposed on you. For example, if you have something like HIPAA and PCI imposed on you at the same time, what you would want to do is create policies that take care of both of those requirements for risk management and analysis that articulate with both of them. You don't have two separate risk management programs, one for PCI and one for HIPAA. You may assess them differently, but there's one risk management program that covers both of them. Your internal policies and standards and procedures and so forth cover all of that. Let's look at some risk assessment standards, and these risk assessment standards are those that are out there that anybody can use pretty much, and an organization might be required to use, or they could voluntarily choose to use some of these standards. First of all, we discussed the Risk Management Framework already. We know that the federal government, or the US Government is required to use the Risk Management Framework to manage risk. It's also available for commercial, private organizations to use if they so choose to. It can be implemented by commercial and private organizations easily. We also have ISACA as a Risk IT Framework. That’s different. That comes from ISACA, and it's more of a risk management framework that is neutral in terms of it doesn't come from a government. It can be implemented anywhere. Usually by any organization. It's interesting to note that the Risk IT Framework is part of COBIT, if you've ever heard of COBIT. COBIT is a governance standard. ISACA also produces it as well. We also have Carnegie Melon's OCTAVE methodology. A lot of organizations use it. Carnegie Melon was chartered by the federal government to produce documents such as OCTAVE to help manage risk and security within the federal government and it could apply to other agencies, civilian agencies, commercial and private agencies as well. Then we have the ISO standards, the International Standards Organization. In particular, we're looking at the 27000 series, and there're several different publications in the 27000 series. This series helps manage IT, security, and risk management. These are international standards. They're not tied to the US Government or any US organization. They're government agnostic. Organizations all over the world use these standards to help maintain their security. There are security controls built in to these standards. There're risk management standards, risk assessment standards, and so on. A lot of organizations, especially outside the United States, use these standards.


Chapter 13 Introduction to Risk Management Governance

Now that we've discussed different types of governance, we've covered some specific ones, let's revisit risk management governance at our company and see what they have to contend with. First of all, our company is subject to several legal requirements for risk management because of the information types it uses. We're going to discuss the information types it uses now. First of all, it has financial information, and this could be information ranging from employee's salary to stocks to values of assets, and so on. It also would involve accounting information, accounts receivables, payables, and so on. Immediately we know that they will probably be covered by GLBA and SOX. These are financial regulations that were imposed after some fraud cases back in the early 2000s. Essentially these also levy reporting requirements to organizations such as the Securities and Exchange Commission. Our company has to obey their rules. We mentioned HIPAA earlier, and this covers health data. Why would a part manufacturer need to maintain HIPAA standards? Because they operate an employee clinic, and an employee can go there if they have a headache, if they get a minor work-related injury, and so on. That means that there are health records that are maintained there at our company. Immediately they have to adhere to HIPAA standards. Maybe they have an onsite doctor or nurse, and that person has to adhere to these standards as well. Our company is being the great company that they are, also operates an employee cafeteria, and the employees can go in there and buy their lunch, and they can pay cash, or they can use credit cards. Immediately because we talk about credit cards, we have PCI, the Payment Card Industry Data Security Standards, at play here. Our company also has to adhere to their standards. All of these standards impose risk management on the organization from the outside. Internally, we've created policies in our company to support and articulate with all of these external governance requirements, and our management has decided that the NIST standards are appropriate to impose within the organization the Risk Management Framework that we could manage our risk. You'll find that the NIST Risk Management Framework is recommended by HIPAA and also articulates with PCI and the ISO standards and several other standards. NIST is a good choice if you want to have a framework such as the Risk Management Framework to manage your risk program within your organization.


Chapter 14 How to Describe Risk

In the following chapters, we're going to look at the elements of risk, the different components that make up risk. We're going to define them and tell you how they work together and interact with each other. First of all, we're going to describe risk, define what risk is. We'll also look at some of the components of risk such as threats and threat actors. We'll take a look at vulnerabilities and assets, and you'll be able to see the relationship between those two things. We'll also look at likelihood, which has a lot to do with threats and vulnerabilities and helps tie in with risk. The other component of risk that we'll discuss is impact. Impact is very important because it drives what we do to protect an asset. Then, finally, we'll put it all together and describe you how all of these different pieces interrelate and interact with each other. Let's go ahead and define and describe risk we can operate from a common term. First of all, you could read about risk in several different textbooks, and you may find differing definitions. Most of them are probably correct. But the definition we're going to use here is fairly simple. Risk is the likelihood of a treat exploiting vulnerability and in conjunction with that; we have the level of impact to the asset if that threat does exploit that vulnerability. You have all of those components we just discussed right in this definition. You have likelihood, impact, threat, and vulnerability. Additionally, you have asset. We're going to see how these things interact. But risk is the likelihood of a threat exploiting a vulnerability and what level of impact that causes to the asset. What's risk management then? Risk management is the formal program that we put together within our organization, and it consists of the processes, the procedures, and the different policies and so on that we use in an organization to assess risk, to respond to risk, and to monitor it. This applies to information systems and data. We perform risk management for the entire organization in other areas as well. But for our context right now, we're talking about information systems and data. So what are the elements of risk? These are the components that make risk up, that interact with each other. First of all, we have assets. We discussed these in an earlier chapter. Remember that assets are anything that's valuable to the organization, and they include data, information, systems, people, and processes. We have threats. We'll discuss these things in detail as we go. But threats are negative events. Threat actors cause negative events to happen. Vulnerabilities are weaknesses in the assets that we have. Then we have two elements that can be difficult to explain, but we'll get into them as we go. We have likelihood, which is the probability that something bad is going to happen to an asset, and impact. In other words, the level of severity if something happens to that asset. What's the impact to the asset or to the organization? We're going to discuss all of these in a lot more detail throughout the following chapters.


Chapter 15 Risk Strategy Basics

In this chapter, we're going to discuss risk strategy because strategy is important because it drives the overall direction the organization takes in managing risk. Let's talk about risk strategy for a moment. What is the risk strategy? It's a long-term document. It's developed to determine what our long-term way is, what our goals are, what our strategy is in selecting risk management methodologies, how we will handle risk, how we will manage it, determining our risk appetites and tolerances, and it's incorporated up into the organization's overall security strategy. It's a subset of the security strategy the organization develops to drive security throughout the organization in the long term. That's our risk strategy. Let's look at a few elements of risk strategy. Some of these we're going to talk about later, we’re not going to go in a lot of depth on them. But a couple of them we're going to talk about more. First of all, there's risk appetite. Risk appetite and risk tolerance are two key measurements that the organization needs to come up with before we develop the risk strategy. They have to do with how much risk an organization is willing to take. We'll discuss those. Methodology involves how we will manage our risk. What methods will we use to manage, assess, respond to risk in general? We'll talk about assessments as well later on in the book, and we'll also look at response and monitoring as separate discussions also because they're big enough to warrant their own segments, their own discussions on how we would implement them, how we would go about doing them. All of these elements have to find their way into the risk strategy. As we go through this chapter and the rest of the book, you'll see how this works. First of all, let's define risk appetite. Risk appetite is something that can be hard to measure. You can have an overall risk appetite for the organization, and it can be characterized probably subjectively, probably qualitatively, but you can also have a risk appetite for a particular business venture or a particular type of project. Essentially, the appetite is just the level of willingness to endure risk for its business pursuits and projects. You could have an overall level of risk appetite, but you should also have one for each business venture, pursuit, or project. You could discuss having a risk appetite, for example, that is a top dollar level that you're not willing to exceed in expenditure for a project. That's your risk appetite. If it's a risky venture, then maybe you're willing to risk $10 million but no more than that. You could measure it in terms of quantitative values, but you could also say that the organization has a high or very high risk appetite, meaning that they're willing to put up with a lot of risk or maybe they have a moderate or low risk appetite, meaning that they're not willing to put up with a lot of risk. This is traced back to the culture of the organization, its management, how conservative of a company it is in terms of being willing to go out on a limb and pursue risky ventures and so forth. Then there's risk tolerance. Risk tolerance is not the same thing as risk appetite, although sometimes you hear people use those terms interchangeably. Risk tolerance, once the risk appetite level is set, risk tolerance is the level of variance in risk that an organization will tolerate beyond its risk appetite. Let's say, for example, that we set our risk appetite for a particular project at $5 million. Our risk tolerance might be plus or minus 50%. We might be willing to go just more than $5 million or less than $5 million. Maybe we're willing to go $8 million or as low as $2 million. It can be a hard thing to define. It can also be qualitative as well. The risk tolerance could be high or low or moderate for that matter. Normally the organization has to set these two values upfront, risk appetite and risk tolerance. Normally this is done by upper management. Usually, by the C suite or the board of directors. Something else we have to look at are risk factors. We will talk about those in other parts of the book as well. But we have internal and external influences on any of the elements that we have that make up our risk or on the organization. These risk factors could contribute to a higher or lower level of risk. These internal factors could be organizational structure or personnel or policies. External factors could be market, economy, political climate, and so on. They're not the elements of risk themselves, but they can influence those elements. Their influence could lead to higher or lower risk.


Chapter 16 Understanding the component of risk

In this chapter, we're going to talk about the first component of risk, threats and threat actors. A threat is an action, a negative event, or some circumstance that can cause harm to an asset. Threats normally come from threat actors, and we'll talk about threat actors shortly. How do we measure threats? Threats are usually measured qualitatively in terms of severity. How severe is the threat? We could use a semi-quantitative scale like 1 to 5 or 1 to 10 or whatever. We could also use a qualitative scale, very low, low, moderate, high, very high. Some examples of threats could be a phishing attack, for example, a network scam. A tornado could be a natural threat. It is a threat even if it's not caused by man, if it's not manmade. Even if it's natural, it's still a threat. Speaking of cause, let's talk about threat actors. Threat actors cause or initiate a threat to occur. Some people might refer to them as threat actors, and some people might refer to them as threat sources. Either term is acceptable. In any case, they cause a threat to occur. It's not only human beings that can be threat actors or threat sources, natural events can also be threat sources as well.

Now that we've covered threats and threat actors, let's talk about what they act upon, and those are vulnerabilities. Vulnerabilities are tied to assets. We already know that an asset is anything the organization uses to conduct its business, and we place value on it. This could be a tangible value like a dollar amount, perhaps the cost of the asset or how much it would cost to replace it, or an asset could also be intangible. An example of an intangible asset could be company reputation for example, or customer confidence. Those are assets, but you cannot always place a hard value on them. Sometimes you have to put a qualitative value on them. In any case, assets contain vulnerabilities. A vulnerability is a weakness in an asset. It could be a weakness in the asset itself, or it could also be a lack of protections against harm for an asset. Let's say an asset such as a server that contains a critical database is unprotected from a security standpoint. That is also a vulnerability. How do we measure vulnerabilities? Well, we measure them qualitatively in terms of severity if they are exploited. A vulnerability that if it were exploited by a threat and the results were not severe might have a lower type of value, a qualitative value, than one that would cause a great impact if it were exploited. We could use a semi-quantitative scale, maybe 1 to 15, maybe 1 to 10, but we could also do it qualitatively. We could say that a vulnerability is a very low, low, moderate, high, or very high vulnerability. One thing that we need to mention here is that typically threats and vulnerabilities go hand in hand. You cannot have one without the other. If you have a threat but no weakness to exploit, then do you have a threat? Equally, if you have a vulnerability, but there's no threat out there to exploit it, do you have a vulnerability? Do you have a weakness if there's nothing out there that can take advantage of the weakness? Don't take that to mean that there never will be because threats are discovered every day as are vulnerabilities. New threats and vulnerabilities are discovered both in assets and out in the world. Understand that you may not always know what the threat is, or you may not always discover the vulnerability until later. But they do exist. Frequently when you find one, you can match it up with the other. Typically, this is expressed as a threat vulnerability pairing. You'll see this term a lot in risk management.


Chapter 17 Understanding Likelihood

In this chapter, let's take a look at the third element of risk, and that's likelihood, which is essentially how likely it is that a negative event will happen. The actual definition pretty much goes like this. It's the probability that either one of two things will happen. First, that a threat actor will initiate a particular threat against an asset or, number two, that a given threat will be successful in exploiting a vulnerability on that asset. You could have two possibilities here, that a threat actor will do something successfully or that whatever they do will be successful in exploiting a vulnerability and damaging an asset. How do we measure likelihood? Well, we could measure it two ways; quantitatively or qualitatively. Pretty much like most other things in risk. If we do it quantitatively, it's mathematically or statistically. We could give a mathematical representation or statistical representation of probability or likelihood such as odds for example. We could also do this semi-quantitatively, again, on a scale of 1 to 5, 1 to 10, something like that, or qualitatively; very low, low, moderate, high, or very high. Keep in mind that semi-quantitatively although it uses numbers is a qualitative measurement because it is subjective. What I might consider a 4 you might consider a 5. We have to have some common definitions for these indicators on this type of scale, but it is qualitative in nature.


Chapter 18 Understanding Impact

The final element of risk that we'll discuss is impact. And impact could be defined as the level of severity of damage. It's the level of harm or damage to the asset or the organization. You could have a specific level of harm or damage to an asset like a server or a database or some other information asset or the entire organization. It depends on what the nature of the incident is. That's impact. Impact can be measured quantitatively or qualitatively just like everything else in risk. If we measure it quantitatively, we could assign numbers to it, and the impact could be expressed in terms of dollars lost such as a cost of an asset or the cost to replace it or repair it. It could be in terms of labor hours lost. Let's say we have to recover from a hack attack from an incident. How many man hours have we lost, and what is the cost involved with those labor hours? We could also measure this semi-quantitatively, which is qualitatively. It's a subjective scale. You could use a scale of 1 to 5 or, 1 to 10. It depends on how your organization chooses to define the scale. You could also do it qualitatively by saying very low, low, moderate, high, or very high, or come up with your own scale, your own qualitative method or system. But essentially impact is the severity if vulnerability were to be exploited by a threat. That all relates to likelihood, and we're going to talk about putting this all together in our next chapter.


Chapter 19 Understanding Risk as a whole

In this chapter, we're going to put everything together that we learned about risk. We're going to look at how all of these different elements interact with each other. Although we talked about four different elements; threats, vulnerabilities, likelihood, and impact--risk is a function of the likelihood and impact elements. This is because these are the ones that are calculated to determine risk. There're some relationships between risk and these two elements. The higher the likelihood, then the higher the risk. If impact also goes up, the higher the risk as well. Lowering either the likelihood or lowering the impact definitely lowers risk. Sometimes these two factors, likelihood and impact, operate as a seesaw, whereas one raises, the other lowers and affects risk, or both of them raise or both of them lower, that affects risk appropriately. What do threats and vulnerabilities have to do with it? Well, threats and vulnerabilities inform likelihood and impact to a certain degree. For example, the likelihood of a threat actor initiating a threat or the likelihood of a threat successfully exploiting a vulnerability in an asset affects likelihood. Let's look at a risk relationship you can determine how this works. First of all, threats and vulnerabilities are actions taken on weaknesses. These are things that are done to other things, to assets, and affected by the weaknesses in those assets, whereas likelihood and impact are measurements of those actions taken and measurements of how they affect that asset. You have level of probability, which is likelihood, and level of damage, which is impact. Threats and vulnerabilities are actions on weaknesses, and likelihood and impact are measurements. The measurements are what give you risk. NIST uses a qualitative scale. We have five values; very low, low, moderate, high, and very high. We have likelihood, and we have impact. There could be many different values based upon what your values of likelihood and impact are. For example, if you have a likelihood that's a moderate and an impact that's a high, then you get a moderate risk. This is because the impact is high, but it may not be likely to happen, the event. Let's take another example. Let's look at the extremes. Let's look at very low likelihood, very high impact. You might think that because this is a very high impact, this will be bad if this happened, that the risk would be very high. Not necessarily. Because the impact is very high, the likelihood is very low though, and that means that it could be a one in a million shot of this event happening of this threat exploiting this vulnerability successfully. You have to find somewhere in the middle to meet, somewhere along the spectrum on a qualitative scale. With a very low likelihood and a very high impact, you have a low risk because if it happens, it's going to be very bad. But there's a one in a million shot of it happening. Therefore, the risk is low. You can look and see how these different values play with each other based upon the values of likelihood and impact. You could use a different qualitative scale if you like or figure out a semi-quantitative scale or even a quantitative scale, but the one from NIST works very well. Finally, to further demonstrate how these different elements interact, take move on. First of all, you have the likelihood of the threat occurring. That's driven by the threat agent or threat actor or threat source initiating a threat. This threat in turn successfully exploits this vulnerability in an asset. The likelihood of successful exploitation from the threat exploiting the vulnerability informs the impact. If the threat does not exploit the vulnerability to the full extent, then the impact could be low. If the threat exploits the vulnerability to the fullest possible extent, then that drives the impact as well. The likelihood right there of a successful exploitation affects the impact as well. You have impact, and the impact in turn can result in risk. This could be low risk or high risk based upon whether your vulnerabilities are successfully exploited, and that's driven by the likelihood of them being exploited. Low likelihood, high likelihood, and a low impact, and a high impact inform risk.


Chapter 20 Risk Management Scenario

Now let's take a look at our scenario and get an overview of risk management at our company. Let's look at the elements of risk at our company. These elements of risk are pretty much what we've covered before. Our company has to identify and prioritize its assets. They have to look at their vulnerabilities by doing a vulnerability assessment on those assets. Those vulnerabilities could be technical, they could be physical, they could administrative, and so on. Then we have to do what's called a threat assessment. And during a threat assessment, we get to know who the threat actors are or what the threat actors are and what threats they could initiate. This is usually done through creating a threat scenario, for example. A threat scenario is a detailed summary of threat actors and the threats that they can initiate. We also have to calculate likelihood of the threat actor initiating the threat or the threat exploiting the vulnerability. We have to decide early on how we are going to calculate that likelihood, whether it's going to be quantitatively or qualitatively. The same goes for impact for a given asset. We need to evaluate the asset in terms of cost, and that might be cost to repair or cost to replace or criticality or dependency or whatever other factors we come up. We need to evaluate it and assign value to it. Once we assign value to it, then we can figure out what the impact would be to the asset if a negative event successfully occurred to that asset. This might be how you look at risk at our company, but you have to identify all of these different elements upfront. These have to be identified and defined and put into writing. Then and only then can we start a risk assessment, which is what we'll be talking about in an upcoming chapter.


Chapter 21 Internal and External Risk Factors

In this chapter, we're going to continue talking about risk management and go deeper into risk assessments. That is a key part of risk management in any organization. During the following chapters on risk assessments, we're going to be discussing several different things. First of all, we're going to look at internal and external risk factors and figure out how they affect risk within the organization. We'll also look at risk scenarios, which are very specific and cover specific threats, specific vulnerabilities, specific assets, specific likelihood and impact that are determined. Then we'll get to the meat of the chapter, risk assessments. We'll talk about what you do during your risk assessment and the type of data you'll collect. Then we'll carry on the conversation into the NIST Risk Management Framework and discuss why the RMF is probably one of the most ideal methodologies for conducting a risk assessment. Then we'll look at step 2 of the NIST risk assessment process. There are four steps to the assessment process, and step 2 is conducting the assessment. Then we'll discuss quantitative and qualitative risk analysis. Analysis is part of the risk assessment where we determine likelihood and impact. Then we'll look at calculating risk and how you might determine what risk is. Finally, you'll learn about reassessing risk and why that's significant because risk is not static. It changes depending upon how the environment changes and how systems change.

Let's look at internal and external risk factors and how they might inform and affect risk. First, what are they? Internal and external influences on any of the elements that make up risk are risk factors. These risk factors could affect the organization. The could affect a system or data or any type of information. They may contribute to a higher or lower level of risk or any of the elements that make up risk such as threats, threat actors, vulnerabilities, assets, likelihood, and impact. They could affect any of those. They are part of the environment that the organization works in. You cannot get risk of risk factors. This environment is the business environment, the social environment, particularly social responsibility, the regulatory environment and financial environment. There's also the market. Those are part of the environment that the business works in. Let's look at some internal and external risk factors to give you some examples. Internal risk factors are those that come from within the organization, from inside. These are factors that the organization normally has some type of control over. Some examples include the organizational structure, how the organization is built, who reports to whom, what the structure is, what the hierarchy is. The personnel in the organization definitely are risk factors because they could be trained or not trained, they could be complacent or not complacent with security. Those are risk factors that vary. Also business processes are internal risk factors. How we conduct our businesses in efficient and effective manners versus in careless manners, particularly with due diligence and due care and security are risk factors. Some examples of some external factors that you might find are laws and regulations. These come from outside the organization. You cannot affect external factors normally. Laws and regulations affect the organization because they impose requirements on the organization, things that the organization must do. Market conditions, those are external factors because you cannot control the market. One day you might be selling your product at a phenomenal rate, and the next day nobody may want it. You cannot control that. Those are risk factors. Natural disasters, something else you cannot control that definitely imposes risk on your organization. Even the global economy both your national economy and the global economy affect your organization and impose risk on you because it affects whether or not you're successful in your market. Let's look at some internal factors which may affect risk. First of all, constrained resources. Time, money, people, equipment; those are all resources. If the organization doesn't have enough of those, then that affects risk because understandably with constrained resources, you may not have the money or the time or the people to adequately implement security controls that you need to protect your systems and data. That increases risk. Politics also can affect risk. Internal politics, who works for whom, who is willing to help out with security and risk, whether organizations inside the company coordinate with each other, whether they fight with each other, things like that. Politics can affect security. If one department does not want to comply with a security requirement, and they aren't politically forced to, or they don't have to because there's no leadership enforcing that, then that is a risk factor. Changing mission or goals, often organizations increase their mission by adding additional things that they do, or they change their mission entirely, or they avoid certain things, doing certain things. They drop certain things from their mission. They may manufacturer certain things one day and decide that they're not going to manufacturer those certain things the next day. That affects risk. Organizational structures affect risk because who works for whom and how the organization is structured affects risk directly because it may impose a restraint on how security and risk are managed within the organization if, for example, the security department or the risk management department works for another department instead of being independent. This could affect risk. Some external factors which could affect risk include things like the economy. An example might be currency devaluation. If the value of the dollar or your local currency goes up and down, that could affect risk because that may affect what you're able to pay for. Regulatory factors affect risk. Laws and regulations change and impose new requirements when they do, and these new requirements could suddenly cost you money and time and make you have to conform to new requirements for protecting data for example. The market will affect risk because as you go into new markets or as you introduce new products into the market, you're taking a risk, a business risk certainly, but even a security risk because you have to protect data concerning those new products or those new markets that you're getting involved in. Environmental risk, and this includes the physical environment, as well as the social environment, unexpected events could happen. Tornadoes, hurricanes, floods, those are natural disasters or natural events. But you could also have social events such as protests. You could have terrorism, things like that. These are all unexpected events that you cannot control that affect your risk. Finally, security threats is an external factor. You have things like zero-day exploits, which could come out at any time, and you have new vulnerabilities. Both of these could instantly undermine the security and risk posture of your organization. These are things to be aware of.


Chapter 22 Internal and External Influences on Risk

Now we're going to look at some internal and external influences on risk at our fictional company. We're going to continue to use our company’s scenario in this chapter, and remember that they are a manufacturing company that manufactures parts and sells them to other manufacturers. Let's take a look at see what some of these factors may be, these risk factors at our company.

Let's look at internal risk factors first. First, the organization is growing. We've been very successful in the market, we're going to be expanding. That means we're going to put some new branch offices out there. Even though our main production facility is in one location, we're going to have some branch offices in different parts of the country, and we're going to have them specifically strategically located near the manufacturing plants where the major manufacturers have their headquarters and their plants. Thus we're going to need some new infrastructure. We're going to need to install new WAN links. We're going to need new servers. We're going to need more storage space and so forth. We're also going to need to look at everything from a security and risk perspective because this expansion is going to incur risk. We're going to increase our personnel, and these people are going to have to be trained in security. They're going to have to be appointed for specific security roles since they're going to be remote. We're going to increase risk by introducing new personnel into the mix. We're also going to reorganize two divisions internally. Marketing and sales are going to split into two separate departments because they have two separate functions, and then we're going to create a new information security division. Previously our information security division was part of the IT department. It’s now going to split and become independent. It's going to be under one of the executive vice presidents. We also have a new company president. Right now, we don’t know what his take is for risk and how he might address it, what his risk appetite or risk tolerance is, and we don't know how much he knows about security and protecting assets. He's an unknown quantity. He's a risk factor until we figure out what direction he wants to take the company in.

Let's look at external risk factors. First of all, we have tighter regulations that have just come out on protecting certain types of data. We have different types of data here at our company. We have business types of data. We have financial data. We have our own proprietary processes data. But we also have HIPAA data because our company has its own employee health clinic located right here at company headquarters. We have HIPAA data to protect. We also take credit cards processing payments at the company lunchroom, the cafeteria, and at the clinic. We also have to protect PCI data. We have tougher regulations on protecting some of this data; PII, HIPAA, PCI, and so on. We're going to have to look at those regulations and make sure that we do what we're supposed to be doing. There could be increased liability or even fines involved if we fail to protect the data. Some of it may require higher levels of encryption strength. Some of the new regulations require stronger encryption, so we'll have to look at that. Another external risk factor is that the economy's getting stronger. So because it is, we have more orders placed because the manufacturers are producing and selling more parts, they need more parts. The reason that's a risk factor is that we have to employ more people, we have to increase our business process speed and efficiency. That could induce risk. We have an increase in security threats. This is an everyday thing. This is something that all organizations experience. There's new malware out every day. There are new phishing attempts that try to get personal information, passwords, and so on from our users. There're even vulnerabilities in some of our line-of-business production software. We have to deal with the vendors of those software products and get those vulnerabilities addressed. We have a lot of different external risk factors here at our company as well, things that cause us to have to spend more time, money, and effort in combating security threats and reducing risk.


Chapter 23 Risk Scenarios

We've looked at threat scenarios, and we know that creating a threat scenario involves specifically getting information on threat actors and threats that would target our organization and our assets. We're going to look at risk scenarios. A risk scenario is a very specific set of circumstances, and it's a complete set of circumstances. It’s like threat modelling, but it is risk modeling. It looks at specific vulnerabilities and threats paired together with specific assets and with likelihood and impact calculated or at least having some idea of what they would be. The reason we develop risk scenarios is to get a more concrete idea of the real risks that are facing us. A risk scenario makes risk more concrete for us. We identify a specific threat actor and a threat. We pair that with known vulnerabilities which affect specific assets. We estimate likelihood and impact for this particular scenario. It's similar to threat modeling. What makes a scenario interesting is that we don't just have a big monolithic block we call risk. Previously up until now, we've talked about risk as a very big monster and threats and threat actors and vulnerabilities. But you'll find that there are probably hundreds of threats, hundreds of vulnerabilities that affect hundreds of your assets. Each one of those can be narrowed down to specific risk scenarios that you have to take into account when figuring out what your risk is. You're not going to just have some big number at the end of your report that says the risk is 5. You're probably going to have dozens if not hundreds of risk scenarios, and each one of them will have their own likelihood and impact. They will be aggregate and roll up into an overall risk. Keep that in mind. A risk scenario can be made up of several things. We have our threat agents or threat actors or threat sources, however you choose to call them and these can be internal or external threat agents just like threats can be internal or external that we might encounter, and these all apply to specific risk scenarios. Then we break it down by our assets. We look at very specific assets that we test and develop risk scenarios for. Remember that assets are people, processes, facilities, equipment, technologies, and so on. Therefore don't just think of servers and computers. Then we have vulnerabilities, which, again, are weaknesses or lack of controls. Just because an asset doesn't have a visible vulnerability to it after you do a vulnerability scan doesn't mean there's not one there. It could be a lack of control that protects the asset from harm. A risk scenario also has one other element that we haven’t talked too much about. A risk scenario can be specific to a time or location such as once or twice a year or if the external environment or internal environment suddenly changes. For example, if you are expecting a protest from a group of protesters outside your organization. That's specific to a time and a location, You can pinpoint when, duration, how long that you have to deal with it, how long that you might have to detect and respond to an incident, where it will be, and so on. Therefore these are all part of a risk scenario. A risk scenario is as concrete as possible, as specific as you can get it.


Chapter 24 Risk Assessments

Now let's talk about risk assessments. A risk assessment involves gathering information. It involves determining all of the risk elements and factors that could affect an asset or even the organization. To put that in other terms, we gather information and we assess risk. We determine what all the risk factors are, and we determine what threats, vulnerabilities, likelihood, and impact are. Then we analyze that data. We do a risk analysis. Then we produce an overall picture of risk. That’s what an assessment is. It's the portion of risk management. Its running scans. It’s looking at systems. It’s looking at risk scenarios. Here are elements involved in the risk assessment. We have assets, which we know could be people, technologies, information systems, data, and so on. Vulnerabilities, which are weaknesses in assets or a lack of protection and controls. Threat actors or agents or sources that initiate threats against vulnerabilities. We know that threats are negative events or occurrences. These threats exploit vulnerabilities. Then we have a likelihood factor. Remember that likelihood could either be a combination of the threat actor and the likelihood it will initiate a threat and, or the likelihood that the threat will successfully exploit a vulnerability to cause harm to the asset. Finally, we have the impact that that would cause if that threat successfully exploits that vulnerability. So what is the impact? There are several risk assessment methodologies that companies and organizations adopt. This should be laid out in your risk assessment strategy and in your risk assessment policies. One big popular one for risk assessment is the National Institute for Standards and Technology, or NIST, their special publication 800-30. We're going to talk a lot about that during the following chapters. We also have ISACA's Risk IT Framework, and a lot of organizations use it rather than NIST. And it probably has more of a business spin, whereas the NIST methodology was developed more with a government mindset. ISACA's Risk IT Framework, which is a subset of COBIT, probably more has a business spin to it. We have Carnegie Melon's OCTAVE, which was commissioned by the government, and Carnegie Melon developed it. And then we have International Standards, and these are standards not developed by any particular countries, organizations, or government. A lot of organizations use International Standards because they articulate across borders. They can be used between countries. They can be understood and become a common framework for organizations across the world to manage risk assessment and to manage security in general. We have these four risk assessment methodologies. We're going to specifically talk about the NIST framework. Not the reason we use NIST special publication 800-30 and its related Risk Management Framework in this book, but is because they are industry standards for conducting risk management and assessments, and they articulate with just about every other risk management type of framework or methodology out there. The Risk Management Framework from NIST is very detailed, very comprehensive, and very simple to implement and use. If you can use it, if you can implement it for your organization, you can cross reference and map to some of the other risk assessment methodologies including ISO and so forth. It's a good place to start, and that's why we're going to focus on it for this book.



C
 hapter 25 Risk Assessments Using NIST RMF


In this chapter, we're going to look at how we might do risk assessments using the NIST Risk Management Framework, and it's a series of steps. We're going to focus on step 2 through most of this chapter, but we're going to discuss the overall approach during this segment. Now NIST risk assessments use special publication 800-30, Guide to Conducting Risk Assessments, and it's a very comprehensive, methodical process, and you'll find that it's very detailed, and there're a lot of steps to it individually. Like all of the other RMF publications, 800-30 integrates with the other publications very well, particularly during assessments. You're going to be looking at 800-30. You're going to be look at special publication 800-53, which are the controls. You'll also be looking at 800-53A to assess the individual controls. You're probably going to be looking at those two primarily, 800-30 and 800-53A. 800-30 gives you the general steps, and there are four steps that we'll discuss, and the 800-53A helps you to assess individual controls during those steps. Let's look at the four basic steps of 800-30. First, we have step 1, prepare for the assessment, step 2 is to conduct the assessment, and that's going to be the primary focus of the following chapters when we talk about conducting risk assessments. We'll discuss that in depth later on. But then we have step 3, communicating the results. That usually means reporting. Step 4, maintaining the assessment, and that means reassessing risk from time to time and reporting and updating our risk posture. Let's look at step 1. This is just an overview of the four basic steps. We're going to go in more detail on step 2, conducting the actual assessment later. During step 1, we prepare for the assessment. We determine the scope of the assessment and the scale of it. It may consist of assessing one system, or a system of systems, an entire datacentre, or an entire organization. We also look at the scale of it. Are we conducting the assessment on just management processes? Or business processes? Policies and procedures? Or are we also conducting the assessment on a technical level and looking at physical controls and technical controls? We need to gather all the data we can about all of the assets we're testing and about the organization and what it's done to control and mitigate risk. Then we have to conduct the assessment. We're going to spend a lot of time talking about this one later. During this part, we gather the data on all the risk elements, and we start determining the risk through risk analysis. Gathering data means gathering data on different risk factors, threat actors, threats, vulnerabilities, assets. During the analysis phase, we are determining likelihood and impact. During step 3, we look at communicating the results. This usually means preparing the risk assessment report, which we'll discuss later on, and it could also mean developing a living document, risk register, or plan of action and milestones, and making sure that it is submitted to management. Then, finally, maintaining the assessment. Assessments aren't just written in stone, and risk does not remain static. It changes on a continual basis. Maintaining assessment means continually doing risk assessments as the environment changes, as the systems change, keeping them current, updating the risk assessment reports, and the plan of actions and milestones with the risk, and keeping on reporting those to management. That's what step 4 means is maintaining it. We're going to discuss different aspects of these four steps throughout the following chapters.


Chapter 25 How to Conduct the NIST Assessment

Now let's look more in depth at step 2 of the NIST assessment methodology. This is conducting the assessment under NIST. This is under special publication 800-30, and it's step 2. So what would we do to conduct the assessment? We said that during the assessment, you're gathering data. Part of the assessment process is the analysis. So, first of all, we need to identify threat sources and events. Hopefully if we have done threat modeling or developed threat scenarios, we have already done this. We also need to identify vulnerabilities and predisposing conditions. Then during the analysis phase, we will determine the likelihood of the occurrence of any of these negative events. We'll also determine the magnitude of the impact if these events happen on the asset. Finally, we'll determine risk. Let's take a look at these steps. First of all, we identify threat sources and events. We have to research and identify any potential threat that's out there, threat sources and events. We look at this based upon who we are and what we do, based upon our mission, our operating environment, based upon the type of data we have and the type of systems we have, and we ask ourselves; Who is out there that would want to get to our information? Our systems? Our data? And what would they want from it? And how would they do it? We have to identify these threat sources and events. There are generic threat sources and events that are out there that everybody probably has to deal with; natural disasters, adversaries, disgruntled employees, things like that. But we want to identify them at a more specific level for our organization. This is where we would do threat modeling and develop threat scenarios that are specific to us. We also need to identify vulnerabilities and any predisposing conditions. This is where we do vulnerability scans and assessments. We look at physical vulnerabilities, technical vulnerabilities, and managerial vulnerabilities. Do we lack a policy? Do we lack control, physical control or technical control over an asset? Are there vulnerabilities inherent to our assets? Are systems missing patches? We identify these vulnerabilities. We also need to understand these predisposing conditions. And predisposing conditions mean risk factors, internal and external risk factors that could influence vulnerabilities that could influence threat actors, threats, vulnerabilities, anything that could create or change risk. We need to identify all of these. Vulnerability assessments are usually where you do this. During our risk analysis phase of the risk assessment, we determine the likelihood of occurrence. First of all, once we develop these threat scenarios, and then later we develop risk scenarios, what is the likelihood of these particular threat sources that we've listed initiating those particular threats? What is the likelihood that if they do initiate these threats that they will successfully exploit the vulnerabilities in the assets we identified? What is the likelihood for each of those threat scenarios and risk scenarios? Finally, we determine the magnitude of impact. If this happens, if all of our threat scenarios or any of our threat scenarios come to execution, if these risk scenarios happen, how badly will it affect the asset or even the organization if a particular threat exploits a particular vulnerability? Let's say you have weak passwords on certain systems, and you look at threats that could exploit that vulnerability or particular assets, what would be the magnitude of impact? Would they be able to get administrative access and do anything they want on the system? Would they be able to run arbitrary code? Would they be able to effectively take the system down and institute a denial of service attack on the system? So what would be the magnitude of impact? Don't just look at the asset, look at the entire organization. If this system were to go down because of all that, how would it affect the organization itself? Would we lose money? Would we lose revenue? Would we have to repair the system? Look at the magnitude of impact for all of that. Once we've done that, this is where we determine the risk. First of all, we need to look at the risk from two perspectives. We need to look at it from the asset level if that's what we're testing, and if that's a singular system, that's great. If it's a system of systems like several systems, an entire network, an entire network segment, or a remote location, or even the entire organization, what is the singular risk that affects what we're assessing? Then what is the aggregate risk when you roll that up into the higher level? Let's say you look at several risk assessments and put them together to get an aggregate risk over the entire organization. What would be that risk? It's more complicated than just saying the risk is 5. You look at each system that you do and determine a risk for that system. You also roll it up to see how that particular risk affects other systems and the entire organization. You may produce several different aspects of risk in your report.


Chapter 26 Quantitative and Qualitative Risk Analysis

Now that we've talked about risk assessments and to a small degree risk analysis, let's look at how we might do a risk analysis. Normally this uses quantitative or qualitative methods. Quantitative methods deal with numbers, facts that are verifiable. They are objective, not subjective. These could be things like mathematics or statistics. These could be cost numbers like dollars. You could also do quantitative studies on labor hours. For example, the time it takes to restore a server in the event of an attack is an impact because it impacts your labor hours, cost to do business, and so on. You could measure that quantitatively. You could also look at historical or trend analysis and through statistic methods produce some quantitative data. You could also look at historical trend analysis as far as determining what likelihood is. You could also use semi-quantitative values such as a scale of 1 to 5 or 1 to 10. I would point out to you that these are still qualitative versus quantitative. Even though you're using numbers that can be calculated to a degree, arriving at those numbers can be a subjective process. What might be a 5 to you might be a 4 to me. However, it is semi-quantitative because we can use those numbers and calculations that we might develop to determine likelihood and impact and, therefore, risk. We can express those values in numerical form. Qualitative methods are elements that cannot be assigned a numeric value or a factual value. In other words, they are subjective. We don't have something we can plug in as a number or something that we get a fact from. We decide on these ourselves through a committee process, through a group process, maybe brainstorming, maybe a consensus process. We have qualitative methods that are semi-quantitative, and we just discussed this, it’s qualitative. Or we could use qualitative values such as very low, low, moderate, high, or very high. This is qualitative because it's based on opinion. It might be well-informed opinion, and we might all come together as a team and form a consensus on it with very decent information to back it up. But in the end, it’s something we arbitrarily decide, again, a very high to me could be a high to you. But because we've talked about this, because we've defined what these values are, and we've based this on good information, we can be reasonably certain that a very high is a very high. Some examples of the risk elements measured quantitatively include threat because we cannot assign numbers to it. We could do a historical or trend analysis and derive facts and figures that might drive the likelihood of a threat occurring, but threat itself probably has to be measured qualitatively. Is the thread severe for example? How could you determine if the threat is severe on a quantitative basis? It would be difficult unless you had good information. It might be a statistical type of information. You might assign qualitative values to that. Maybe the threat is severe. You would say it's a very high severity. The same thing we have with vulnerability. Unless you have numbers to back it up, and these might be statistics, for example, you have to assign qualitative values for severity of vulnerability or what damage exploiting vulnerability might do to an asset. This would be qualitative values. You also might assign qualitative values to likelihood. You could use statistics and probability to come up with a mathematical or quantitative value for likelihood, you can measure it quantitatively, but you could also measure it qualitatively as well.


Chapter 27 How to Calculate Risk

Now let's take a quick look at calculating risk. Risk is a big thing to get your arms around. We're not going to go in depth on calculating it because each organization uses different methods, different ways to derive and calculate risk. I'm just going to give you some general information about it. So when we determine risk, we automatically remember or should remember what risk is. Risk is a function of likelihood and impact. Those are the two values you’re trying to get out of all of this. Regardless of threats, vulnerabilities, assets, you're trying to figure out what the likelihood and impact are. You're trying to figure out what the likelihood is of a threat actor initiating a threat or the likelihood of the threat exploiting vulnerability in an asset. This could be qualitative or quantitative. You're also trying to figure out the impact. This could be cost related or labor hours lost or an aggregation of different factors. Your organization will have to figure out how it's going to determine those two factors. But remember that changing either of these; whether either of them or both of them simultaneously or separately go up or down, changing either affects the risk level. We know that, for example, the higher the likelihood, the higher and the risk. Increasing the impact proportionately increases the risk as well. Lowering either one of them lowers the risk. Remember that threats and vulnerabilities contribute to the risk through those two factors, but they're not used as the final risk measurement. They are the actions that take place on the weaknesses in an asset. However, they are not the measurement of those impacts, of those exploitations. The measurement is likelihood and impact, and risk is a measurement as well. It's a function of those two measurements, likelihood and impact. We looked at this in a previous segment. This is taken from NIST special publication 800-30, and this is their methodology. It's a qualitative methodology, and we covered something similar in a previous segment. We talked about likelihood being on the left-hand side, impact at the top, and a matrix of when these two are combined qualitatively, what they would come up with risk. For example, we looked at how a very low likelihood might result in a low risk if the level of impact is very high. So where these columns and rows intersect would be your risk. This is simplistic, and you don't do this just as a big monolithic whole. You have to do this individually on different assets, systems, and different segments of what you're assessing. If you're doing it on one system, then you would have a risk value for that one system. If you're doing it on many systems, each one would have their own likelihood and impact and risk. Then you would have to figure out how to roll this up into an aggregate risk for an entire system of systems or even for the entire organization. When you determine risk, you're not determining one single monolithic number for everything. Usually there are different levels of risk that have been rolled up and aggregated to arrive at an overall level of risk. One system might have a high level of risk, one system might have a low level of risk. You as an organization have to define how those roll up and aggregate. It could be averages, for example, it could be weighted measures and so on. You have to figure this out.

Chapter 28 How to Reassess Risk

We've completed a risk assessment. We've done our reporting. We've developed risk mitigation strategies. We have our risk. Do we walk away right now? Well, no, not because risk has to be continually monitored and reassessed. Risk does not remain static, it changes. There are several things that make it change on a daily basis sometimes or over time. System changes happen. It's upgraded, or there are new vulnerabilities or new patches that come into play. The business operating environment changes. We have different processes. We have new products we put out. Internal and external factors influence risk, and they change constantly outside of the company where we have no control over it, external factors, and inside the company, things like personnel changes, things like infrastructure changes or organizational structural change. They continually affect risk. We also have new threats that are released every day, and some of these threats are ones that we don't have patches for or mitigations for or defences against. We also have new vulnerabilities that are continually being discovered for operating systems, for applications and so on. Sometimes it's a while before we figure out a way to mitigate that vulnerability or a way to protect the system against that new vulnerability and perhaps new threat that goes with it. Risk has to be continuously monitored. We have to monitor risk on sometimes daily basis. On a daily basis, we don’t do a risk assessment. But we might look at log files. We might manage risk at a micro level, patches, zero-day vulnerabilities, and so on. On a more long-term level, we monitor risk through vulnerability assessments, penetration testing, and then general risk assessments. This could be periodically, this could be every six months, this could be annually. Sometimes governance drives this. Sometimes we don't have a say in when we do risk assessments. We recalculate risk as we need to. We determine if risk factors have changed that have caused the risk to the organization or the asset to change. Have vulnerabilities changed? Have the threats changed? Has the asset itself changed? We update our risk assessment. We make sure that these new risk levels, if they've changed, are communicated to management and documented. We might not have to do an end-to-end risk assessment. Maybe we're only updating with the parts that have changed. Maybe if the system has become upgraded, we update our risk based upon that part of it. It depends on how frequently we do our risk assessments. If we do them quarterly, for example, there might not be too many updates. If we do them annually, there might be plenty of updates. It depends upon a lot of factors.


Chapter 29 Risk Assessments Scenario

Let's take a look at how we might view a risk assessment at our company. Risk assessments at our company are going to follow the NIST 800-30 methodology. We we're going to perform all of those steps. But before we do that, we have to gather data, and we know that that's part of the preparation phase is scaling and scoping and figuring out what we're assessing. In this case, we're going to assess a system, a production system, one system. This system might control several different processes. It might have a lot of different types of data on it. We have to know that. We have to know a lot about the asset itself. We have to know who owns it, who's the risk owner, who's the asset owner. We have to coordinate with them on the availability of the asset. We have to be able to test it, and that means technical scanning of it, looking at its physical security, and so on. We need to know as much as we can about the asset. We're also going to do vulnerability scanning on the asset, the technical scanning, but we'll also look at physical vulnerabilities as well and managerial vulnerabilities. We'll look at how these affect the asset, what weaknesses there are inherent to the asset such as patch issues or issues with the application software, for example. We'll also look at the physical vulnerabilities and make sure it's well protected. We might look at managerial vulnerabilities and determine if there're policies that cover access control to the system for example. This system is not just one host. Its several servers and workstations. We're going to be looking at all of these different pieces of hardware. Then we're going to look at threat actors and threats. If we've done everything correctly, then we've probably developed specific threat scenarios and threat modeling to see what threat actors would want to target our manufacturing company and get that particular type of data that's on that particular system on those servers and hosts. We're going to figure out what they could perhaps do to get to that data. What type of threats could they initiate? What occurrences or events could happen to that data, to those systems to get what they want? Then based upon everything we have, all of our controls and our defenses that we have, our mitigating factors, we're going to see what the likelihood is that, first, if that threat actor could initiate those threats, and, second, to see if those threats based upon our defenses and controls in place could exploit the vulnerabilities we know are there and affect that asset in any way. Hopefully we've done not only simple vulnerability scanning, but we've done penetration testing. Vulnerability scanning will tell us what vulnerabilities are on the system, but not necessarily if they can be exploited or not. That's why you need a penetration test to figure that one out. That will all drive our likelihood to figure out those different things. If we can get an actual exploitation from a vulnerability on that particular asset, then we need to figure out what the impact would be to that asset if all of those different threats scenarios took place, if each one took place on each of the vulnerabilities we found. Some of those might be low impact, some of those might be a very high impact. We're going to have different levels of impact for different threat scenarios and what would happen if they affected that asset through exploitation of the specific vulnerabilities we found. All of this is going to drive our risk, and then we may perform our risk assessment and risk analysis and come to qualitative levels of risk, which we should do if we're using NIST 800-30. Some things might be quantitative in nature that we have to convert to qualitative values. That happens sometimes. We might have to figure out if the impact is a cost. Then that cost might be in a range that we consider to be a high impact for example. There're going to be different factors and different things that go into risk assessment at any organization, but in particular at our company.


Chapter 30 How to Implement Risk Response

In the following chapters, we're going to take a look at how an organization might implement its risk response and treatment program. Here's what we can do. First, we'll look at the different risk response options an organization has available to it with which to respond to risk. We'll also take a look at cost or benefit analysis. An organization needs to perform a cost/benefit analysis. It can decide which risk response option is the most cost effective in a given circumstance. Organizations also need to learn to prioritize risk response options, and we'll discuss that as well. The organization has to put its response options in a certain priority in order to decide which one is the best in a given circumstance. Finally, we'll look at how the organization responds to rick, how it implements its risk response program. First, let's talk about what risk response is. Essentially, it's just how the organization reacts to risk both on an individual asset basis on in an aggregate basis for the organization as a whole. Here are some possible risk responses that we will talk about in upcoming chapters. We'll look at risk mitigation, risk sharing, risk acceptance, and risk avoidance. Before you form in your mind the opinions about what these different options mean, let's go over some of the definitions as we talk about these.


Chapter 31 Risk Response Option Basics

So let's look at the different risk response options we have. First of all, let's talk about mitigating risk. When we mitigate risk, we're looking primarily at reducing risk. How do we reduce risk? We change or add controls, security controls that protect the asset. There are different things we're trying to reduce like the exposure of the vulnerability, impact if a negative event happens, or even the likelihood of a negative event happening at all. Mitigating risk, means reducing risk. There are several different things we can tweak to reduce risk. First of all, we can reduce the exposure of vulnerability that it's not quite as exposed to a threat as it could be. We could also reduce or perhaps even eliminate the vulnerability itself. How we might do this is to apply different controls or correct deficiencies in the system. For example, if there's a configuration problem, we could correct that configuration problem and reduce or eliminate vulnerability, or if a system needs to have a patch, we could patch that system and reduce or eliminate vulnerability. We could also look at reducing the impact to an asset if a negative event happens. We could protect it more SO that impact is not so severe. We could also look at reducing likelihood. In the event that a negative event does happen, let's make it a little less likely, let's add additional protections, controls That it's less likely that it happens. We could also look at reducing risk factors that affect all of these different elements both external risk factors and internal risk factors, and these risk factors are things outside of threat vulnerability impact and likelihood that could affect those four things. What methods do we have for mitigating risk? Well, we can strengthen any existing controls that are in place with the asset, and we could also add compensating controls. For example, if an internet-facing host is vulnerable, we could add a firewall in there to help prevent that asset, that server from being attacked. We could also change or alter controls. For example, we might change or alter the rule set in a firewall to strengthen the control. Our next risk response option is sharing risk. Sometimes this is referred to in some books as transferring risk. This is when we shift a portion of a risk to a third party. Normally we do this by outsourcing risk. We're sharing it. The example that you might often see is in insurance. We share risk with an insurance company. We pay them a premium. They protect our assets. If our datacenter burns to the ground, they incur a cost in helping us to replace it. That cost is not borne only by us. We could also share risk with a service provider by hiring them to provide a piece of infrastructure or other services, and they could even provide data security that reduces our risk. Offloading risk to a third party, transferring it, reduces the cost of risk to the organization or sometimes even the cost of liability. We're offloading this to a third party, the insurance company or the service provider for example. One thing you need to know is that just because we offload the cost of a risk or the cost of a potential liability, we're not getting rid of the accountability or responsibility. We still have that. There's no way we can get rid of that. However, under certain circumstances, there may be contract or legal requirements that cause a third party to also have liability or accountability even or even responsibility for data security of some sort. These risk sharing and transferring options are usually enacted by a service level agreement, for example, with a service provider or through some other type of contract. The next risk response option is accepting risk, and that can be dual. We can accept any risk that cannot be reduced, or when the mitigations that we would use to reduce those risks are cost prohibitive. That this means is that, first, we would be accepting a residual risk after all mitigations and other options have been implemented. We've applied new controls, we've changed controls, and after we've done everything we could, there's going to be some risk left over that's called residual risk. We have to accept that residual risk because it cannot be reduced any more. The other part of accepting risk means that we have to accept some existing level of risk perhaps because the risk is low compared with the cost of mitigating it. We have something that's low risk, but it would take a lot of money to reduce the risk. It's not worth it. We would just simply accept that existing level of risk. Note that risk acceptance means that senior managers have to make this decision, and it has to be formally accepted, and it's based on informed information, risk-based decisions, and it has to be documented. Accepting risk has to be documented by senior management. It's a formal decision. We also have the option of avoiding risk, and avoiding doesn't mean ignoring it. It just means to stop activities or business ventures that could incur risks that we're not willing to accept. The organization would have to make an informed conscious decision to avoid an activity that might exceed its level of risk appetite or tolerance. It simply goes beyond the level of risk that it wants to take on. It doesn't mean ignoring it. Some example that you might run into is perhaps deciding not to bring a product to market because of safety issues. It might be very costly to market that product because of the safety requirements. Or you might not be able to make the product safely enough to market. That's too risky, especially to human life. You would decide not to market that product. You also might decide to halt, a merger or an acquisition or other business transaction because there might be a legal liability involved or some other issue. You might incur a lot of risk from that. You might decide to halt that action. These are your four basic risk response options, and just about anything you can do to avoid risk falls into one of those options.


Chapter 32 How to Analyse Cost & Benefit

Now let's take a look at cost and benefit analysis. This enables an organization to balance the cost of the risk response against the benefits they'll gain when they implement it. We're looking at the cost versus benefits of the risk response options you can take. These risk response options have to be determined based on how much they cost to implement and the benefits you would get from them. For example, cost of the risk response should not be exceeding the asset's value. It wouldn't make sense to implement a $20,000 risk response when an asset only costs $5,000 for example. The benefits have to include increased measurable protection that make a difference, that decrease or reduce risk or solve a problem. For example, if we have an asset like a server, for example, that costs $10,000, If it's a total loss, this server must be replaced. It will cost us $5,000, or maybe it costs more than it did when it was originally purchased, or maybe we cannot get the same one and we have to get the next higher model. If it's only a percentage of the loss, then the asset must be repaired in some form or fashion or restored back to its full capability. Let's look at the mitigation cost of $10,000 to protect against various threats and lower the risk to an acceptable level. We already know that the asset costs $5,000 to totally replace. If our risk mitigations cost $5,000 to protect it against a particular risk event, the question is, Is it worth it? We've just spent more on risk response than the asset's even worth. Let's look at quantitative methods and qualitative methods used to measure aspects of assets such as their value. This will help you inform your cost/benefit analysis. Quantitative methods, are the elements that can be measured with numbers, facts, numbers, non-subjective information, in other words, non-opinion-based information. Those are quantitative methods. Some things that quantitative methods involve usually include mathematics or statistics, cost, like money, dollar figures, labor hours, those can be measured. We can also look at historical or trend analysis, and we can determine the likelihood, for example, of a particular risk event happening. One thing we should point out is there's also a semi-quantitative value, and that's usually on a scale of 1 to 5 or 1 to 10. It uses numbers you can use them in some form of calculations. But understand that semi-quantitative normally means that it is a qualitative or subjective measurement. It's important to note that. Let's look at qualitative methods, and these are elements that aren't assigned or cannot be assigned in numeric or factual value, something that you can calculate. You could have semi-quantitative values like we previously discussed, and they could be on a scale of 1 to 5. Those are numbers, but I'll reiterate again, those are subjective. Those are opinion based. What you usually will see with qualitative methods are measurements such as very low, low, moderate, high, and very high for instance. Qualitative methods are opinion based. Its well-informed opinion, and it could be based on a lot of facts, figures, statistics, and so on, but it's still opinion based. Some examples of some risk elements that you might measure using qualitative methods include the threat, the vulnerability, and the likelihood. You might argue that likelihood could be measured in terms of numbers like probability or percent, and you'd be correct, but you also could measure likelihood in terms of a high likelihood or a moderate likelihood. Threat and vulnerability, they're hard to assign numbers to. You could measure them qualitatively a lot better. Impact is usually measured through quantitative methods because impact is normally measured in dollars. But you could also measure impact in terms of qualitative methods if you like. It might be a very high impact or a moderate impact. How do we assign value to an asset? That depends on several things. At first, you might be tempted to say that it is the cost to buy it or repair it or replace it. Those are, in fact, ways to assign value to assets. However, there are other things you can assign too, other factors you can look at, for example, and the revenue an asset generates. A $5,000 server may generate $10,000 worth of revenue per month. You have to take that into account. The criticality of the asset to the business is also a factor. If the asset is a critical asset, it's very important, maybe it didn't cost much, but it's very critical for business operations, you might have to assign value to the asset based upon that. This might be a subjective value by the way. Another factor might be the dependencies that other assets have on that particular asset for example. Even if this asset doesn't produce revenue, if other servers, for example, in a server farm depend on what it does, it does affect the entire business process. Dependencies are another way to assign value to an asset. This might be subjective or qualitative as well. Here are some ways you can look at measuring asset value. These include both quantitative and qualitative methods. You have cost, dollar figures, which are a quantitative value, that's a number. You have revenue, again dollars, quantitative value. But you could also look at criticality and dependency subjectively or qualitatively. You could measure them in terms of very low, low, medium, high, or very high or even on a semi-quantitative scale of 1 to 10. With those scales that involve numbers, you could perform calculations on them but understand it's still qualitative in nature.


Chapter 33 How to Prioritize Risk Response Options

Now let's take a look at the how the organization could prioritize the different risk response options it has when responding to a risk for an asset or a particular risk event. We've already looked at our cost/benefit analysis. How do we prioritize which is the right risk that we should try first? Our possible risk responses remember are to mitigate risk, which means reduce it, to share or transfer risk, to accept risk, and to avoid risk. How do we decide which one of these we're going to use? Well that's the cost/benefit analysis. But then what if we have several that we could use potentially to solve different problems? That's when we prioritize them. For example, we might use cost and benefit to prioritize in terms of how much a particular risk mitigation strategy or risk transfer strategy or acceptance strategy might work. We might not be able to do that for every single asset for every single risk event. We're going to have to prioritize sometimes based upon the resources we have and the situation we're in. So which is the best option? What do we look at? How should we prioritize? Well, we’re going to look at the asset value. We need to make sure that it's worth it to us to apply a mitigation to it or any risk response because if it's worth it, then we need to decide if the cost of the response is worth what it takes to do that. If the asset is a high value asset, and the cost of response is also high, we have to decide if it's worth it. Typically if an asset is low value and the cost of the response is high value or high cost, rather, then we don't have to worry about it. Another thing that we have to consider is the level of protection provided. If it's not much more than what we already have, is it worth it? Should we go ahead and do a different risk response option for example? We need to look at how much risk is lowered. Have we lowered the likelihood or the impact by implementing a particular risk response or treatment? If we haven't, then we need to look at other ones as well. These are all the things you have to consider when you do a risk response prioritization. Figuring out which one the best option is not necessarily always based upon asset value and cost of the response, but they have a lot to do with it. You also have to look at level of protection that it provides and the amount of risk that's lowered for the asset.


Chapter 34 How to Respond to Risk

Now let's look at how the organization might respond to risk. We've looked at the cost/benefit analysis, we know what our risk response options are. Let's look at what we might have as a risk response cycle. In other words, a process of responding to risk. We've done our cost/benefit analysis, we've prioritized our risk response options, and we know what we're going to do. Then we implement the response. This might not happen overnight, this might happen over time for example. A risk response option might involve buying new equipment or upgrading equipment, which might take a while because of funds or resources. In any case, we're going to implement a response, and it may take again. That's not where we're going to stop. We don't just implement a response and then walk away. We have to see what happens. Does it reduce the risk? Does it help the situation at all? Additionally, there are going to be changes to our environment, our business environment and risk itself. Risk is going to change over time. We're going to have aspects of risk that increase and aspects that decrease. We have to monitor those changes to the environment and risk and to make sure that our risk responses are doing their job. That's when we reassess risk, and we do this periodically, and there could be a set schedule for a given system or a given organization, and we reassess this risk on that schedule. Usually a programmed schedule involves reassessing risk for compliance purposes. But you need to do real-time constantly monitoring of risk. Any time risk changes, you need to note that and response appropriately, and that might mean changing your risk response if necessary. In any case, you would alter your response as you need to address any changes in risk to the asset or to the organization. It's your cycle. You implement, you monitor, you reassess, and you change response as you need to, if you need to at all. You'll find that a lot of these responses, the cycle I'm talking about, is found in various publications and various methodologies. For example, the NIST response comes from the Risk Management Framework. Risk response takes place during these phases of the RMF. Step 3, implementing security controls; when you've assess your risk the first time, and you're implementing your security controls to reduce risk. It also happens when you authorize an information system because at that time, you reassess your risk and make sure your controls are functioning as you intended them to. Then the system is authorized for operation. Then, finally, you monitor the security controls constantly. It's called continuous monitoring. When risk changes, you respond accordingly. You change risk options if you need to. You'll also find that in other publications and methodologies, a similar process takes place with risk response. You monitor it, you change it when you need to, and it's a continual cycle. You'll see different risk response cycles in ISACA's Risk IT Framework for example, or other methodologies such as ISO 27001. In any case, there are cycles and processes to risk response. This is just an example. Let's discuss reassessing risk again. Risk does not remain static. It changes, and it changes because of several different factors. The system can change. There are upgrades to it that may introduce new risks. You may add systems, or you may add networks. In any case, the system overall changes. The business operating environment also changes. You could go into a new market, you could expand your facilities, you could start producing new products. All of those cause your risk to change both from an IT perspective and from a business perspective. You also have internal and external factors that continue to influence risk, and they change constantly. You could have internally reorganizations for example. Externally, you could have factors such as the economy, the value of the dollar, for example, regulations and so on that change and influence risk as well. These are some of the things you need to look at as well when you're re-evaluating risk. New threats and vulnerabilities are released and discovered every day. That increases your risk or could increase it. You have to evaluate whether these new threats or new vulnerabilities affect your system, your asset, or your organization. That's why risk must be continuously monitored, and you'll see that phrase throughout the Risk Management Framework and other risk methodologies. After you reassess and you've discovered that risk changes, you need to look at recalculating risk. Have risk factors changed the risk to the organization or the asset? If they have significantly changed, then you need to re-evaluate your risk response options and change them. In some cases, the risk might not change at all, and it might not be worth re-evaluating and redoing your risk response options. In some cases, it might change significantly. In some cases, it might even diminish or be reduced because risk factors change. In any case, you need to know these things you recalculate your risk as you need to. Finally, you would update your risk assessment, your documentation. You would ensure that these new risk levels if you discover them are communicated to management. Management will normally decide based upon an updated risk assessment if a risk response change is necessary in consultation with you, the risk professional.

Now let's take a look at risk response at our company and how they might handle it. We have our different risk responses for different risk events and different assets. We also have risk responses that apply to the entire organization in aggregate. Let's look at what we might do for certain events and assets. First of all, for hardware and software assets such as servers and applications, we might mitigate those as much as possible. With mitigation, we're looking at reducing exposure of vulnerabilities or eliminating the vulnerabilities themselves. We're also looking at reducing likelihood and impact. For certain things like our datacentre, for example, or other facilities, we could get insurance. We're transferring the risk. This is just in case we have a flood or a fire or something, and we need to offload some of that cost of the risk if that negative event happens or offload the cost of liability if we incur any liability. We also will use SLAs for third parties for various services we might contract them with. Our company is also looking at expanding its offices and putting another office in another location. But we've discovered that it might not be economically feasible to do that, and there might be some risk involved. The area's in a high-crime area. The distance from police and fire departments are considerable. It's in a tornado alley essentially. The risk might outweigh the value of having the office in that location. We're going to avoid those risks by ceasing that operation. We're not going to put an office in that particular area. We might put it somewhere else, but that's something we'll decide later when we evaluate risk in another area. For some options, such as accept, we might apply those to different risk events and assets. We might accept residual risk. In other words, we've done everything we can to a particular system or the infrastructure. We've applied all our mitigations that we can economically apply. But there's going to be some residual risk left. It's going to be low risk hopefully. Residual risk we have to accept because you can never completely eliminate risk. In some cases, it's a low risk, and it would cost a lot to mitigate it. We're just going to accept that low risk. This is where acceptance comes in. We have these different risk response options, but keep in mind, we have them for different scenarios, different risk scenarios, and different risk events. It also varies for different assets. We might apply different risk response options and prioritize them differently depending upon the event or the asset.


Chapter 35 Introduction to Control Types

In the following chapters, we're going to be discussing information security controls and how organizations can use them to handle their risk response actions and protect their assets. During this chapter, here're some of the things we'll be discussing. First of all, we'll look at basics of controls, such as control types. We'll also take a look at control functions and you'll know what different controls do. We'll take a look at control standards as well. You need to be aware of several different standards that list controls that you could use for your organization. Finally, we'll take a look at assessing control effectiveness. This is when we do an assessment and determine if the existing controls we have are reducing risk and protecting our assets or if we need to change some. Let's take a look at some control basics first. What are security controls? Well, they're the mechanisms that we have in place to help us protect our assets and to reduce risk. Controls are a variety of things, and we'll discuss their types and their functions coming up. First, let's look at types of controls. We have administrative controls, and sometimes these are referred to as managerial controls. We have technical controls, and sometimes you'll see the word logical controls in there to describe them. Then we have physical controls. A lot of physical controls include operational controls as well. Let's talk about what administrative controls are. These are the controls that you use that cover policies, procedures, and standards. Typically, they are written types of guidance or requirements. Sometimes these are called managerial controls because they come from management. These are things that are written down. These are the things that are directed from the organization. They are requirements, and they support legal compliance as well. Then there're the technical controls. These are the ones that you normally associate with technology, things like firewalls, encryption, file permissions, and so on. Sometimes you'll see these called logical controls. Finally, there are physical controls. Normally these controls are seen in the physical or environmental context such as physical barriers, deterrents, and some examples of these might fences, gates, guards, and guns, closed circuit television sets, locks, and so on. Sometimes these physical controls can include operational controls as well. We have control functions that are out there that we're going to discuss as we go through these topics as well, but I'm going to list them for you here. There are six control functions that we will discuss. These include deterrent controls, preventative controls, detective controls, compensating controls, corrective controls, and last but not least recovery controls. One thing you probably should be aware of is that a lot of these controls that you'll see fall into different functions and can support the different types. An example might be an administrative control, which is an acceptable use policy or even a password policy. Therefore if you have a password policy, that is an administrative control. How it’s configured on the system is the technical control. You can configure a system to require passwords of a certain length and with a certain character set. The physical control of this would be protecting your password, not writing it down and leaving it in places or not giving it to people. You can see where a lot of these controls could span the different types. You'll find that that's true with the different control functions as well, which we're going to talk about next.


Chapter 36 Control Function Basics

Now that we've looked at some of the different control types, let's take a look at control functions we can see what some of these different controls can do. First of all, let's take a look at deterrent controls. A deterrent control is a control that affects people. It deters them from committing malicious acts or policy violations or getting them involved in unsecure conditions. One thing about this control is people have to know about it for it to be effective. If someone sees a closed circuit television camera, for example, when they're walking down a hall, they're less likely to do something bad because they know they'll be seen. It deters them. If you have controls that are not known to people, then they don't deter now, do they? Let's look at preventative controls. A lot of people confuse preventative and deterrent controls. A deterrent control is in fact a preventative control. However, there is of a difference. A preventative control prevents malicious acts or incidents, but nobody has to know about it in order for it to be effective. For example, a firewall rule that prevents a certain type of traffic from coming into the network will work whether or not people know about it. It will still stop that traffic. No one has to know that that traffic is coming in or out. The next control we'll look at is the detective control. Detective controls do exactly what the name says; they detect incidents, malicious acts, or violations of policy. They can also detect unsecure conditions that are happening. Examples of detective controls might be audit logs, for example, or closed circuit television cameras that provide video footage for guards to look at to detect whether or not someone's done something or not. Then we have compensating controls. A compensating control is difficult to explain. It is there if a control is weaker or fails. This is usually temporary in nature. Let's say that someone cuts a hole in a fence to get into a facility. It might take a couple of days to fix that hole, as a compensating control to prevent someone else from coming through that hole in the fence, you might put a guard there for a couple of days until it can be repaired. It's normally temporary in nature. Once the fence is fixed, and then you don't have to worry about the guard in place anymore. That compensating control goes away. Contrast that to a corrective control. A corrective control corrects a problem that exists immediately or stops something bad from happening. It's not a compensating control because it fixes something. Think about an intrusion detection system, or an IDS, that when bad traffic comes into it, it detects it, and it starts rerouting that traffic to a different IP address or to another part of the network. That corrects that traffic from coming in. It might take configuring the rule set such that it happens after a certain amount of traffic or when it detects certain types of ports or protocols or certain types of IP addresses or domains. But it corrects that problem by diverting that traffic. Then we have recovery controls. Recovery controls help recover systems or data after something has happened, after an incident for example. It could be a hack attack. It could be an insider threat or even a natural disaster. But a recovery control helps recover systems or data. An example of a recovery control could be backups. If a server fails, and you restore it from a backup, then that's a recovery control. One thing we might point out is that a lot of the things we've mentioned span more than one function. Let's take the backup tapes for example. We just mentioned that that's a recovery control because it can help recover a server after an incident in the event of data loss. But it's also a preventative control if you think about it because we backed up the data in the first place to prevent something bad from happening. A lot of things that you do, a lot of these controls span several different functions that are important to know.


Chapter 37 Understanding Security Controls

Let's take a look at our scenario at our fictional company and see how they might apply the different types and functions of security controls to different scenarios. , we have the three types of controls, administrative, technical, and physical. We're going to have our control functions. Let's see how they mesh together when our company employs them in particular situations. First of all, we have deterrent controls. Deterrent controls have to be known, and they affect people. An administrative deterrent control could be a policy or procedure or regulation that spells out to people what they can and cannot do. A technical deterrent control could something like the warning banner that appears when you log in to the computer that it warns you not to take any malicious act. Then you have the physical aspect of deterrent controls. You might have something like a closed circuit television that when people see it, they know that they're being watched, that might prevent them from doing something that's not secure. Let's look at preventative controls. We know that preventative controls will do their job regardless of whether people know that they exist or not. An example of an administrative preventative control might be a regulation or a policy or a procedure. These types of documents, administrative controls, prevent things from happening because they spell them out for the individuals. A technical control from a preventative perspective might be something like a firewall rule set that prevents inbound traffic from coming in that complies with certain aspects of the rule, such as port, protocol, IP address, and so on. A physical preventative control might be something like a guard or a gate or a locked door. Our company will employ several detective controls in their infrastructure. An example of an administrative control they might employ might be a compliance audit or inspection, maybe a no-notice audit that looks at employees and what they've been doing, such as checking badges for entry and exit times or checking to see what they've been doing on the systems. The administrative control here might be an unannounced inspection. The technical control might be an intrusion detection system or audit logs for a system. The physical detective control here might be an alarm or it might even be the closed circuit television camera that we talked about earlier. If you're seeing a pattern, it's because a lot of controls can fall into multiple functions and in multiple types at the same time. Let's take the closed circuit television again. This control is detective because it detects when someone does something. A guard might be actively watching that television monitor. The CCTV picks up movement, records a person trying to get into an unauthorized area. The CCTV detects that. It's a deterrent control because people see the camera and may not be as tempted to perform a malicious act. Then we have compensating controls. The compensating controls that our company might use might be when a primary control or other controls fail temporarily or need to be strengthened. Let's go back to the example of a hole in a fence. Someone has cut a hole in a fence. We need to compensate for the weakness in that fence now. We might put a guard out there to patrol that area until the fence is repaired. Compensating control is only temporary, as is typically a corrective control. A corrective control might be difficult to explain, but it corrects an unsecure condition. The guard that was there guarding the hole in the fence is compensating, and that's normally temporary. The corrective control might be repairing the fence, and then we don't need the guard anymore, but maybe we need to put a CCTV there or extra lighting because that seems to be an area that's attracting malicious people. That's why the hole got cut in the fence in the first place. That might be the corrective control that takes place. Once the corrective control is implemented, it's not a corrective control anymore. It's part of the standard control set used for that particular area or function or whatever. A corrective control becomes a regular control the second it's implemented. A recovery control might be the type of control that our company might use in the event of an emergency or other incident. For example, backup tapes are considered recovery controls. We also know that they're preventative controls because they prevent data loss. It's a recovery control because when the data loss happens, you can recover that data. That would be a technical control. An example of a physical recovery control might be something that would help out and help recover the organization during a disaster, such as first-aid kits, fire extinguishers, fire alarm systems, those types of things. A recovery administrative control might be a disaster preparedness plan, disaster recovery plan, business continuity plan, and so on. Those are recovery controls even though they're administrative. Therefore that's how our company might use some examples of some of these controls and how these controls can overlap into the different functions and have multiple functions and multiple types at the same time.


Chapter 38 Control Standards Assessment, and Analysis

Control standards are essentially formally documented standardized controls, and we use those in our organization to protect and secure our assets. These control standards list the controls, also desired function, performance, and security levels. We use these to protect our assets and reduce risk. Let's discuss three popular control standards. First, there's the Risk IT Framework from ISACA. Not it's a control framework, a control standard, but it doesn't contain controls that help you secure from a technical perspective your assets. What it does contain are controls that specifically apply to risk, such as risk assessment controls, risk analysis controls, risk response controls, and so on. It's a very narrow set of controls but still very useful in risk management. Then we have the NIST standards or National Institute for Standards and Technology. This comes from the US Government, and this control set is part of the larger Risk Management Framework. These controls cover a wide variety of things; technical controls, physical controls, administrative controls, and so on. These are widely used in government and in the commercial sector. Finally, we have the ISO/IEC standards, and these are the 27001 and 27002 standards. These are international standards for information security controls. They cover administrative, technical, and physical controls just like the NIST controls do. A lot of organizations sometimes have to use both of these standards because they're under different governance models or have different governance requirements. Maybe they have multiple requirements in fact. The good thing is these two standards articulate very well together. You can pretty much map the NIST and the ISO/IEC 27001 standards together. This is an example control from the NIST special publication 800-53. Most control standards have a particular nomenclature or naming convention for their controls. In NIST, we have the AU standards, which is auditing. Here we have AU-2, the second standard in the series. This standard covers auditable events making sure that the organization defines them and audits on a frequency or a particular schedule. Let's take a look at the relationship of governance and requirements to controls. First, we know that external governance comes from outside the organization, and usually this is in the form of laws and regulations. It articulates with governance in the organization. We create policies and procedures to carry out that external governance, and those policies and procedures become internal governance. External governance levies protection requirement on specific types of data. For example, HIPAA levels specific protection requirements on healthcare data. We would map these protection requirements to actual controls. We would decompose these requirements down to administrative, technical, and physical controls, and that would be at the implementation level where we put into place the measures used to protect that data. You can see how external governance translates into protection requirements, which we translate into controls.

Control Assessment

Now that we've discussed what controls are, what types of controls there are, what function they perform, and some control standards, let's look at how we assess controls. That's our next step, and that's very important. The first thing we need to ask ourselves is what exactly are we assessing? We’re assessing controls, but what are we trying to get out of this assessment? First of all, we're trying to see how effective the controls are that we have in place. We want to know their level of protection that they are providing in protecting our asset. The second thing we want to know is the level of risk that we have with the control in place or if the control is absent. What is the risk that we're incurring? The next thing we probably want to know is compliance. Controls are normally put into place to satisfy governance requirements. How are these controls helping us with compliance? Are they making us compliant with governance? These are just three things that we want to know when we assess controls. Let's talk about assessing controls themselves. There are four ways that we normally assess controls. We use different methodologies, and you'll find different standards that have different assessment methodologies in them. NIST has one, ISACA's Risk IT Framework has one, and there are others. But there are four basic methodologies that we use. The first one is that we interview key personnel. These are the people who know the system well, who have developed the documentation for the system, who operate the system, design the system, and so on. They know how the system works. They know how the controls work. They know how effective they are. We interview them. The second thing we might do is observe the systems in actual operation. It's not enough for someone to tell us that a control is in place. Sometimes we have to actually see it work in order to assess whether it's effective or not. For example, suppose your key personnel, your system administrators and so forth tell you that there's a screensaver lock that engages after 5 minutes. You would want to observe this to make sure that it does that. A third way to assess controls is to review all documentation. This might include the certification and accreditation documentation, other compliance documentation. It might include technical documentation such as infrastructure, architecture, and other types of technical information. But all of it helps us to determine whether certain controls are in place and are effective. Another way we might assess controls is by performing technical testing on systems. This might be in the form of vulnerability scanning, penetration testing, and so on. We would be testing these controls to see if they work. When you look at all four of these methods, you’re covering all of your different types of controls. You're covering administrative controls, physical controls, and technical controls just by interviewing people, observing the systems and operation, reviewing all the appropriate documentation, and testing the systems. Different standards have different assessment methodologies as I mentioned. The assessment methodology associated with NIST comes in the form of special publication 800-53A. If you remember, the control set or standard is 800-53. 800-53A describes how to assess the controls that NIST provides for you. First of all, it's a companion to 800-53. It contains all the assessment procedures for each and every NIST control that's listed in 800-53. It gives us several things including an assessment goal, the control and requirement for the control, it gives us a method for assessment, maybe that's through reviewing of documents and so forth. Here's an auditing control example from NIST special publication 800-53A, called AU-3 Auditing. It's one of the auditing controls, and this is the third in a series. This is Content of Audit Records. AU-3 wants us to make sure that we define the type of event that's occurred, when the event occurred, where the event occurred, what was the source of the event, maybe a hostname or IP address, what was the outcome of the event, maybe a record changed, and the identity of anyone who is in that audit record that may have performed that action. This assessment methodology tells us what to look for in order to assess whether AU-3 is compliant or not or in place and functioning. It gives us potential assessment methods. It tells us to examine audit logs, policies, and so on. It tells us to interview certain people, and it tells us to test mechanisms.

Control Analysis



Ch
 apter 39 Understanding Control Effectiveness


Now let's take a look at how our company might measure its control effectiveness doing an assessment and an analysis. How might we measure control effectiveness at our company? Let's say we're doing a risk assessment or a control assessment rather, and we're looking at the different things we need to know from the control assessment. What are we looking for? Let's say we have multiple systems and multiple controls. How do we do this? First of all, for each control, we need to say to ourselves that we're going to find out how the control is doing. We need to ask, is it doing what it was designed to do? We're validating that control when we do that. If it's performing its function, and it's performing to the level it's supposed to, then it's doing its job. But how well is it doing its job? Even installing a control that works and works right, the way it was designed, may not be enough. As we know, threats come every day, vulnerabilities come every day. There may be things that happen after the control is installed that may reduce the controls effectiveness. We have to take those into account as well. For each control, you need to do this individually, but you're also going to look at doing this on an aggregate basis as well. What about risk? How is risk affected because of this particular control? Is risk lowered? Is it not affected at all? Does installing the control not do anything to reduce risk? You essentially have to do a control-by-control risk assessment. That's what our company would have to do during a control assessment is determine risk for each control, then in aggregate. What about compliance? We have a control that should match with regulatory requirements, with a particular governance vehicle. If HIPAA is governance, and it's giving us requirements, what control do we put into place to meet that requirement that HIPAA is imposing on protecting that healthcare data. Is the control compliant if it's just there? Is it compliant if it operates at a certain level of efficiency or performance? What makes the control compliant itself? Our company has to look at all three of these things for not only individual controls but also in aggregate. How you do that depends upon how your organization is set up for risk management, what risk methodologies you use.


Chapter 40 How to Integrate Information Risk into Business and IT

Previously, we've looked at risk management, and we've looked at risk assessments and analysis as well. We have to figure out how to integrate this information security risk into the higher level business and IT risk that's in the organization. The reason this is significant is because business and IT risk are what drive the organization. Business risk directly affects the ability of the business to function and to complete its mission. Let's take a look at information risk, business risk, and IT risk. During this chapter, we're going to cover three important topics. First of all, we're going to look at business risk and the factors that contribute to it. Then we're going to take a look at IT risk and look at the unique characteristics of IT risk and how they affect your business. And then we're going to look at integrating this business and IT risk together including information security risk. Let's get started. First, we're going to take a look at business risk and what factors might contribute to that business risk. There are several risk factors that we could look at that contribute to the risk that the business incurs just by existing, just by doing business. These risk factors can be internal or external, and essentially what they are influences on anything that might affect risk. It might raise risk, or it might even lower risk. These influences or factors come from a variety of sources. Usually they come from the environment that the business lives in, that it operates in. This environment includes the business aspects, social, regulatory, financial, market, and so on. All of these different environments contribute risk factors to the organization. Let's look at some internal and external risk factors in general that might contribute risk to businesses. First, let's take a look at internal risk factors. Those are the ones that come from within the organization itself. First, there's organizational structure. This is how the organization is set up and aligned. You can look at it as which department works for which division, who works for whom, where the lines of authority are, and so on. The next factor is personnel. This is important because personnel can affect business risk in a lot of ways. If personnel aren't trained or aren't committed to doing their job or if they are complacent and don't follow security practices, for example, then this incurs risk on the business. The next risk factor is the business processes within the organization. These incur risk simply because they are the risk of doing business. They may be efficient or not. They may be effective in producing products and sending them to the market or not. They may be able to comply with external governance or not. These business processes are definitely an important source of risk within the organization. External factors come from outside the organization. These can include a variety of things as well. First, you may have laws and regulations, the regulatory environment. We know that laws and regulations change quite often. Then you have market conditions, which also fluctuate even on a daily basis. One moment your product can be outselling the competition, and the next moment it could be getting no sales at all. Then we have natural disasters. The business cannot control these. These are things like tornados, hurricanes, floods, and so on. Then we have the global economy itself. The business has little to no influence on this as well. This might present itself in terms of obstacles such as currency devaluation or the stock market rising and falling or even governments falling. They can affect the global economy, which can in turn affect your business. Let's delve more into internal factors now. First, we have constrained resources. Constrained resources mean that there simply isn't enough money, time, equipment, personnel, or any other resource to go around. Everyone in the company is competing for these resources, and it involves a few other internal factors as well. But in any case, if an organization or one of its units doesn't have enough resources, they cannot effectively do their jobs. That creates risk. Similar to that is politics. You may not think that politics is similar to that or that it has anything to do with risk. But think of it like this. Two managers at high levels may not get along or may not see eye to eye or may believe that the company needs to go in different directions to achieve its mission and goals. There're also hidden agendas as well. Politics can affect risk because it can affect how things happen in the organization. It can affect allocation of resources, for example. It can affect new products or other strategic decisions that are very significant. Another internal factor could be if the organization changes its mission fundamentally or any of its strategic goals. Any of these changes represent risk because they represent a divergence from the direction they've been going in. More resources have to be expended toward this changing mission or changing goals. Then you have organizational structures. , these are the units of the company or business, how they are aligned with each other, who works for whom, what lines of authority there are, and so on. These can be influenced also by the politics part of this. For example, if one organization within the company doesn't have enough resources and another manager doesn't think that their mission or their function is as important as his, then those resources might not get allocated properly. There're also lines of authority, and those could conflict. Some manager may think that they have more power or authority than another manager. This does relate to politics somewhat, but it can also incur its own problems simply because of the way the organization is laid out. You may have issues with the fact that the security function, for example, is located three or four levels below the top of the organizational structure. This may make it that they are not effective in performing their primary job. However, if they were moved up the structure, under a vice-president, then they have more power, get more resources, and can do their job better. What about external factors that affect risk? Some of these we've already touched on. The economy is one of them, and thinks of this in terms of economies that are strong or weak, maybe even across different countries internationally. Look at currency devaluation, stock market, things of that nature. These all introduce external risk because they affect the financial Health of the organization. Then the regulatory environment again can affect risk. Laws and regulations are always changing. Because of this, the organization must respond to those changes, sometimes very quickly. Typically these are all reactive types of change. It's hard to be proactive unless you know a law or regulation is coming. Some of these laws and regulations can dictate data protection standards for example. The market is also an external factor. The market changes and fluctuates on a daily basis. There are new markets that are out there, new products. One day your product could be at the top of the list and everybody's buying it. The next day, nobody could be buying it. You have to think about other aspects of products in the market, things that you have to do. You have to market them, sell them, get them out there. They have to be safe, they have to be effective, they have to be functional. They also have to have a certain degree of quality. Any of these things within the market that change could cause risk. Then we have the environmental aspect, and this could be defined as unexpected events. Think of tornados, hurricanes, and so on. Those are natural disasters, and you normally don't have any control over them. But there are also manmade events too. Think of terrorist attacks or protests. Those could affect your business as well, as well as consumer confidence in your company. Finally, security threats. That's an external factor that can definitely introduce risk into your business processes. We have things like new vulnerabilities and threats that are introduced every day, zero-day exploits come out, and the company has to respond to these rapidly. Often they're not as effective as they should be in responding to them. These things could result in a data breach. That raises risk.



Chapter 41 Understanding IT Risk

In the following chapters, we're going to look at IT risk versus business risk or information security risk. What's IT risk? Well, this is the risk that comes from the operation of the IT infrastructure. By having an IT infrastructure and going through the day-to-day challenges in running it, you incur risk. This includes a short-term and a long-term operation, and these risks affect several things information security, business continuity, governance, and so on. We'll cover some of those areas as we go. What's involved in IT risk? First of all, we have information security. That contributes to risk, although information security's job is to mitigate risk and lower risk and protect assets. There's still some risk there because if you don't have adequate information security, then your risk goes up. Your subject to data breaches, your subject to legal liability, and so on. Then there's business continuity. Business continuity is affected by IT risk simply because if you don't have your IT infrastructure set up properly, then the business is going to suffer during a natural disaster or other incident. The business will not recover and will not continue at any level. IT is a significant part of business continuity because, let's face it, these days businesses pretty much run on IT whether it's an e-commerce site or even a brick-and-mortar warehouse that sells things out of its warehouse but processes online orders. If IT fails, business continuity fails. There's also interoperability to look at. IT introduces risks because not all systems are interoperable. They don't work together always. You could have disparate applications, servers, hosts, network infrastructure, and so on. They all have to work together; they all have to meet common standards. You have to look at this and get equipment and applications that work with everything else even if it has to be backwards compatible and work with legacy equipment or applications. Finally, there's governance. IT risk affects governance because, let's face it, governance tells us how we have to protect data, to what degree, to what standards. It sets forth data protection requirements. IT has to meet those requirements. The risk involved here is can IT meet those requirements? What do you have to do to the IT infrastructure to meet those requirements? Here're some elements of IT that could affect your risk. The infrastructure is one portion. If the infrastructure is not functional or not performing at the level it should or it's not protecting data, that introduces risk. We have policies. If your policies are poorly written, or you have a lack of policies, then that's going to affect risk because you're not going to have internal governance that can affect how IT is used and how it's used to protect assets. Applications can affect risk. They could be non-secure applications or legacy applications or applications that don't protect data properly. These applications could affect IT risk. Training can affect risk. If your personnel are not trained, and they're not able to complete their tasks or able to complete them in a secure manner, then you've just introduced risk into the equation. Security controls affect risk because security controls are there to mitigate or lower risk and protect assets. If these security controls are insufficient, you raise risk, and you don't protect your data or your systems. Governance can affect risk simply because governance imposes controls or requirements on data protection. If we are not meeting that governance or meeting those requirements, then we introduce risk again. This could be in the form of legal liability, or it could be in the form of even data protection. You could suffer a breach because you're not meeting governance requirements to protect that data. IT and its infrastructure have to meet those governance requirements as well.


Chapter 42 How to Integrate Business and IT Risk

Now that we've discussed information security risk, business risk, and IT risk, how do we integrate all of these together? Well business and IT risk are something of an interesting paradigm. Let's take a look at how they're related to each other. Business risk comes from internal and external business environment, in other words, the business itself, not necessarily from IT, while IT does contribute to business risk. It's directly based on the business mission and business initiatives, business ventures, and so on. IT risk on the other hand comes from the long and short-term IT processes simply running the infrastructure and supporting business. These initiatives are used to protect information assets that belong to the business. If the information assets are not protected, then we introduce risk into business. What are the business risk impacts on security, and vice versa? First of all, any business initiative that happens creates risk. This risk impacts the security posture of the organization. Simply because we may be dealing with additional data or new customers and their data or new processes, and that might imply new infrastructure, which has to be protected. Typically when you go and start a business initiative, there's a business case involved. When the business case is presented, it should detail any risk to organizational security. It should say what the risks are to security simply because we're starting this new business initiative that we might have different types of data to protect or different types of systems that we must introduce into the infrastructure in order to implement this business initiative. One thing about the business is most business initiatives and business processes are frequently the trigger for a security initiative or project or investment or even a security change. Something in the business happens that requires security to react that requires something in security to change or to be created. Before you embark on a business initiative, you should do a security impact analysis. This tells you what the security impact will be based upon the business initiative itself. You need to do this not only with a security team, but with those business process owners as well. Let's also take a look at how security impacts this process. Security initiatives and the projects and investments that come under that are always done to support business. You don't just create security for the heck of it. You create security to support the business objectives, business mission, and to minimize business risk. These security initiatives help solve business problems, particularly in the areas of functionality or security. They also support business, and they help to reduce risk. When you create a security initiative or when you change something in the infrastructure from a security perspective, you have to do this with business requirements in mind. What business requirement does this fulfil? What does it support? You also have to ask yourself what the risk is. The bottom line here is that business initiatives have to consider security impacts to the organization and the opposite is also true, security initiatives have to consider the impacts to business as well. Business and IT risk go together. You have business processes and initiatives, and those things make up business risk. Business risk comes from those. Then you have IT risk. IT risk is a subset of business risk because you have the IT initiatives and IT processes that support their business counterparts, they create IT risk, which rolls up into the larger business risk. This business risk can affect the mission, strategy, and governance of the business itself.

Since we discussed integrating business and IT and security risk, let's see how they might do it at our company given all the changes that they're going to go through. Let's take a look at security and business risk considerations given the fact that our company is going to go through some changes. They're going to expand and increase their personnel and their presence. First of all, you have increased personnel. How will we deal with this, and what risk does it entail? Well we have to create new user accounts, and they have to be secure. We also have to train new users on what their responsibilities are. We have to audit their actions. If we don't do these things, then we introduce risk into the IT and security process. We also have new equipment that we're going to be using. This means new business equipment for the business processes, but it also means new infrastructure, new IT infrastructure that deals with security. Our risks are security compatibility, meaning that we have to be interoperable and compatible, but we also have data sensitivity and protection that we need to worry about. We need to make sure that this new equipment protects data to the sensitivity level it should be. We also have new facilities to be concerned with. We look at physical security impacts here, and they introduce risk to the entire business because we need to protect our assets from a physical perspective, both assets and people as a matter of fact. We're going to have to look at gates, guards, guns, fences, CCTVs, alarm systems, and so on. If we fail to look at all of those, if we don't take into account the impacts to the business, if we don't set up the physical security correctly, then we're going to have some issues. Our company is also going to be developing some new products when it expands. These new products might mean several things. We may have new data that we have to deal with that may be restricted to certain people, and then we have data classification and access control risks. We have to make sure that we classify the data properly that we can protect it at the sensitivity level it needs. Then we have to develop access control processes and procedures for this particular data since not everybody can have access to it. Finally, we've got these new markets that we're going to be getting into because we're expanding. These new markets bring on a host of other risks as well. First of all, we have security governance and compliance. Because new markets may require particular data protection, we may have different laws and regulations that are imposed on these markets that we have to be compliant with. We're going to have to look at all of this when we expand the company business.


Chapter 43 Understanding Risk Factors

During the following chapters, we're going to look at monitoring risk. We've already talked about assessing risk and responding to it. We need to talk about how to monitor it and make sure that our risk posture doesn't change or if it does change, that we monitor that and measure it. Here's what we're going to discuss during this chapter. First, we're going to look at various risk factors that we probably need to pay attention to and monitor. Then we're going to talk about metrics. How do we measure risk in terms of whether it changes or not, whether it increases or decreases. We look at different risk factors and how to measure them. We'll also look at key indicators. We're going to look at key performance indicators, key risk indicators, and key goal indicators. Together, these indicators help us to monitor and measure risk, as well as performance. Finally, we'll look at how to monitor these risk factors. We need to continuously look at risk factors to determine how our risk is changing in our environment. First, let's take a look at the various risk factors we need to be looking at. What are risk factors? We know from previous chapters that risk factors are influences on any of the elements that attribute to risk. Anything that affects risk is a risk factor, and these could come from inside or outside the organization, from various parts of the organization's environment, the regulatory environment, the market environment, the social environment, and so on. We know that these risk factors can contribute to risk changing. Let's look at internal risk factors for a moment. The internal risk factors are those that come from inside our own organization. We control these to a degree. Things like organizational structure, who works for whom and how the organization is aligned. The personnel that we have in the organization, how trained they are, how security conscious they are, how well they function and perform their duties. These affect risk as well. We also have our business processes, and these are the things that we do every day to make our business work, to fulfil its mission and reach its goals. Business processes can contribute to risk because depending upon how we do things, we may be raising or lowering our risk. How do internal factors affect our risk? Let's look at a few things. First of all is constrained resources. Not everyone has the money, equipment, personnel that they need to do their jobs. Probably no one has as much as they want. We have to compete for these resources within the organization and with other departments as well. Budget constraints can affect how we do our jobs, and internal politics and organizational structure can also. These are all related. You would think that politics might not affect risk, but it does. Internal politics play a significant role in risk. This is because different managers, different executives and so forth have their own agendas and priorities, and sometimes these agendas and priorities compete with the priorities and agendas of other people within the organization. Sometimes this is on a friendly basis or because they want to do their job to the best of their ability. Sometimes, however, it's because their opinions differ, their agendas differ, maybe they have hidden agendas, but politics do play a role in all of this. That can affect risk. Oftentimes, an organization will alter or change its mission and goals. This might be due to bringing new products to market or going into a new business venture. Whenever the mission or goals change, this introduces risk into the organization because we incur risk by going into new business ventures. As I mentioned before, organizational structures play an important role in affecting risk. This is because depending upon how the organization is aligned, and who works for whom, some departments may be more efficient than others. For example, if your security department is working three or four levels below everyone else, they may not get the attention or the resources they need, and they may not be able to function the way they need to. On the other hand, if they work for a higher-level manager or executive, say the vice-president, then they're more likely to get better attention, they're probably going to be more above the political atmosphere, and they're probably going to be placed in a position of more importance. They'll get more attention, and they'll be able to do their job more effectively. Let's take a look at external risk factors for a moment. External factors come from outside the organization, and these are the things we cannot control. We don't exert any control over external factors at all. These are things like laws and regulations, the regulatory environment, market conditions, which we cannot affect, natural disasters such as tornadoes, hurricanes, and floods, and the global economy, things like markets and currency devaluations. Let's talk about external factors that affect risk and how they do. Let's talk about the economy for a second. We have strengths of currencies, currency devaluation. For example, the value of the dollar as it fluctuates internally may affect how much it costs to get our goods and services marketed across the globe or how much supplies and equipment cost us. This could fluctuate daily, and increasing costs could introduce risk from a financial perspective. We also have the regulatory environment. New laws and regulations come out every day, and they can drive our data protection requirements. We may get a new regulation we have to follow that requires a higher strength of encryption for example. The market affects us because the market fluctuates. Typically the market is consumer driven and economy driven. If the economy is good, then the market is normally good, and we get more orders for goods and services. If the economy is doing not very well, then we don't get as much in the way of orders for our products. The other aspect of the market is that since it is consumer driven, one day our products may be selling well, and the next day nobody may want to buy them. This definitely introduces risk because we may not be able to sell our products. Then we have the environmental aspect. This includes unexpected events. We know that we have the typical things like hurricanes, tornadoes, floods, fires, and so on. Those are natural disasters that we cannot exert any control over, and normally they're unexpected. But we also have the manmade events, things like terrorism or protests. These can definitely affect risk because they may put us out of business or at least reduce our operating capacity. Then we have security threats. These introduce risk because they affect the very security of our organization. We have zero-day exploits that come out almost every day that we may not have a defence against. We also may have new vulnerabilities that we don't know how to mitigate that may affect our production, our applications or our systems.


Chapter 44 Understanding Risk Metrics

In this chapter, we're going to look at how we might measure risk. We're monitoring it, but we also have to measure it because only by measuring it will we know if our risk levels are increasing or decreasing. Then we need to be able to act appropriately. How do we measure risk? Well, first of all, we need to ask ourselves a few questions. How good is our information security program? We need to ask ourselves that because we need to know if we need to measure it and how we need to measure it to determine how good it is. Is our information security program good at protecting our assets? How good is it? How do we know? Is the program worth the cost? Are the protections we're putting into place reducing risk appropriately and protecting the asset and not costing us more than the asset is valued? Metrics can tell us the answers to these problems. They can tell us how effective our security management program is, how well we're protecting our assets, and most importantly, they can help us measure risk. One thing that we have to do before we measure anything is define our metrics. We need to ask ourselves; what do we intend to measure with these metrics? How do we define our metrics? We need to define what we're trying to learn from these metrics, what we want out of them. What are they supposed to be telling us? We also need to ask ourselves if what we're trying to measure is in fact measurable. Some things are, and some things aren't measurable. We need to ask ourselves; is this quantitative measurement or a qualitative? Remember that quantitative is non-subjective and normally numerical. Qualitative is almost always subjective and may come in values such as high, medium, or low. We also need to find out; can we repeat this measurement over and over and produce the same results? This goes to process. If our process is defined and repeatable, then someone else independently could perform the same measurements and get the same results, and that's what we want. We don't want someone else to do the same thing we're doing and produce wildly different results because then we don't know which is right. Another thing we need to ask ourselves is; do our metrics lend themselves to calculation or aggregation? The reason we need to know this is if we have a metric that cannot be quantified or calculated or aggregated with other metrics to give us an overall risk posture or risk measurement, then they may not be doing us very much good. They may be very singular and not tell us much. Let's take a look at risk appetite and tolerance. These are two other aspects of measuring risk. Risk appetite is how much risk we as an organization are willing to accept. This is when we go for a new business venture, create a new process, install a new system or buy a new asset. With all of these things, there comes risk. The organization, normally upper management, needs to ask itself, how much risk are we willing to put up with for this particular thing that we're doing? We might measure this in terms of dollars or percentage or some other measurement that we come up with, but there needs to be a top number that we say; we're willing to accept this much risk and no more. Risk tolerance, on the other hand, is the amount of variance from that threshold, from that risk appetite threshold. How much of a variance are we willing to accept? If we say that we're willing to accept a risk of, say, $5 million on a business venture, we also need to say that there's a tolerance value in there. Maybe our tolerance value is 10%. We're willing to accept plus or minus 10% of that risk acceptance level. That's our tolerance. Once we reach a certain threshold, that tolerance comes into play, and we start looking at risk more closely and determining what we need to do about it, how we need to respond to it. Let's take a quick look at risk factors and indicators. We'll talk about how they are measured and monitored. We know that risk is a measurement, and it's the combination of the likelihood and impact on an asset, the likelihood that a negative event will occur at all, in other words, a threat exercising a vulnerability or exploiting a vulnerability, and the level of impact to the asset or the organization if that happens. That's what risk is about--likelihood and impact. We know that there are four basic elements of risk; threat, vulnerability, likelihood, and impact. But there are risk factors that affect all of these, and these are elements that can help lower or raise risk. In other words, these elements could increase likelihood or decrease it or increase or decrease impact for example. We also know from previous discussions that risk factors and risk indicators can be internal or external. What are risk indicators. Risk indicators are those things that we assign thresholds to values to. If these indicators exceed these thresholds, then we start to worry about them or start to monitor them closely. Risk indicators like everything else can be measured quantitatively in terms of things like dollars, time, labor hours, or qualitatively, and that's subjective. We might have a scale of low, moderate, high, for example, or even a semi-quantitative scale of, say, 1 through 10 or 1 through 5. That semi-quantitative is a qualitative measurement. It just uses numbers to express a qualitative measurement. In risk metrics, what key indicators do we normally have? We have key performance indicators, which tell us how well we're doing in terms of performance. We have key risk indicators, which tell us different risk levels and make us pay attention when those risk levels get exceeded. Then we have key goal indicators, and these help us to establish goals and see if we're meeting them. All three of these are related. We want to focus primarily on the key risk indicators, but the other two are important as well. Continuing our discussion of metrics and how they should be constructed, remember that metrics should be something called SMART. First of all, they should be specific. In other words, they should be very detailed and as defined as possible. They should measure a particular thing, something that can be measurable. It has to be measurement in either quantitative or qualitative units. In other words, you have to be able to put it on paper to formulate it, to define it. You have to be able to measure this, not guess at it. Guessing has a role in subjective or qualitative measurements because you can never get down to the level of detail to make it exact. But you should be able to measure these things you're trying to measure. The measurement should be repeatable. You should be able to do this over and over again and come up with the same results, and that goes back to a defined process. The measurement should also be relevant to what you're trying to do. It does no good to measure things that have no bearing on what you're trying to look at or see or monitor. Measurements should also be time-bound. In other words, you're focusing on a particular time period, not in general. You may want to focus on things in general when you're doing trend or historical analysis. But, , you want them to be time-bound because you want to be able to say, for example, the number of incidents per month or per quarter because that gives you context and allows you to compare these measurements to other time periods to see if your risks are going up or down.


Chapter 45 How to Develop and Use KPIs

We previously mentioned key indicators, so let’s go ahead and talk about key performance indicators, key risk indicators, and key goal indicators. Let's start out by talking about the performance indicators. What are key performance indicators? These are the types of measurements that tell us how well something is doing. Maybe it's a performance indicator for a system or a program or maybe our overall security program. These tell us if a particular measurement of something, be it a process or a system or any other characteristic, is falling below a threshold that we set, a very specific threshold for a desired performance level. In other words, this tells us how well something is performing. Is it performing below a level or above the level. Some examples of KPIs that we might see include the throughput of firewall interfaces, how well is that firewall interface performing? How accurate are our malware detection products? How many people reported a phishing attempt if we had a phishing exercise? That's a performance indicator because it tells us perhaps how well our people are paying attention, how well we've trained them, and how complacent they are. We could also have a KPI that tells us how well incident response times are going during exercises. If the response time is reduced, that's a good performance indicator. Here're some other examples of KPIs that you might use; equipment performance; how well is our equipment performing? We could measure this in several ways by throughput for example. Personnel performance; how well are we training them? How well do they respond? We could measure how many personnel security incidents we have in a given quarter for example. We could also measure compliance. How many items are we compliant with or noncompliant with? Does it exceed a certain threshold? How many incidents did we have during a quarter, and has that reduced over a period of time? How fast and how accurate are we reporting incidents? Is it within a specific timeframe? We could have an overall key performance indicator that could be an aggregate of other KPIs that tells us how effective our security program management is. These are just some examples of KPIs.

Previously, we discussed key performance indicators and how we based our performance levels on different thresholds. Let's take a look at key risk indicators. A key risk indicator is a threshold we set for various risk factors. If those thresholds change, that indicates to us that risk levels could be perhaps changing. Here're some examples of some key risk indicators. However, you could develop key risk indicators from just about anything you want to measure in terms of risk throughout your organization. One key risk indicator might be from an IT project perspective. Let's say you have thresholds for cost, scope, or schedule. If these thresholds drop or raise above certain levels, that can indicate risk. The project might not be completed in the manner it's supposed to. Vulnerabilities come out every day, and if we see an increase in vulnerabilities, say, over a period of time, that could be a risk indicator. Likewise, threats are a component of risk as well, and if we see an increase in threats in a specific area over time that might indicate that the risk is going up. Likelihood is also a component of risk, and any risk factor that causes likelihood to go up or even down affects risk. A risk factor that causes the level of impact to rise or lower definitely affects risk. You could also have key risk indicators that are based on aggregates. For example, you could have a key risk indicator that's based upon several key performance indicators. If the performance across the board from several KPIs fluctuates or goes down indicating a decrease in performance, this could indicate a larger risk. You may have to dig deeper to find out what that risk is, but it would be worth it. These are just some examples of key risk indicators.

We've discussed key performance indicators and key risk indicators. But, how do we know that our performance levels are falling? Or how do we know that our risk levels are below what we want them to be? Well, this is where key goal indicators could come in. Key goal indicators are indicators that measure how effective we are in reaching our goals. In particular, we can use them to measure how we're meeting our security goals and our risk goals. How this works is we set goals for our particular risk factors. Let's say that we want them to be a certain measurement or a certain threshold. We set these goals, and then our key performance indicators tell us whether or not we're meeting them because it measures over time how our performance rises or falls. Our key risk indicators can tell us that we're not meeting our goals because our goals could be that risk is at a certain level or compliance is at a certain level. Here are some examples of some key goal indicators for our security and risk management programs. The number of incidents. Let's say that we want to keep our number of personnel-related security incidents down to a certain level, perhaps only one per month or three per quarter. Maybe we want to look at our incident response, and what our response times are during exercises. Let's say that one of our key goals could be that we want a response of no more than one hour. That's our goal. Our performance might indicate whether or not we're meeting that goal or not. We could run several exercises, and during each successive exercise, our response times could get less and less. That way we know we're close to meeting our goals and how well we're performing. We can look at a key goal indicator as infrastructure uptime. For example, our security devices, are they up 99% of the time or 99.9999% of the time? That could be our goal. Program management; we could have goals that would indicate whether cost, schedule, scope of work, and other measurements might be on par. These could be the goals we're trying to reach. , our performance indicators would tell us how well we're doing. In order to have our key goal indicators, we have to have defined measurable goals. These have to be across the board. We should develop goals for each risk factor that we're going to measure because we want to know what we want to keep it as. Our goal should be centered on the effectiveness of these security mechanisms that we have, whether we're reducing incidents, how well we're protecting assets, how well we're reducing risk. Key goal indicators can be aggregates of or even fed by our key performance indicators or key risk indicators. Let's take a look at what our relationships are between our KPIs, KRIs, and KGIs. Risk reduces performance, and it makes achieving our goals more difficult. Therefore our goal here is to reduce risk, and we measure risk by our KRIs. Risk can affect performance. Theoretically, if we have increased performance by our security controls in particular, we're reducing risk, and we're on our way to achieving our goals. Our performance is measured by KPIs. How do our KPIs feed our goals? If our KPIs continually get closer to the performance levels we want, then we're achieving our goals. Our goal, is to maintain achieved goals. KGIs demand that we have better performance towards those goals, and KGIs are an incentive for us to reduce risk. If our goal is a certain level, and we have another certain level that's risk that's too high, then in order to meet that goal, we have to reduce risk. Our KGIs measure our goals. Those're the relationships there, and those are loose relationships. For instance, not every item that has a performance goal or performance indicator is affected by risk. Some goals aren't affected by performance or risk either. It's a loose relationship there, but you get the picture about how they're related.


Chapter 46 How to Monitor Risk Factors

We've talked about metrics and how we measure different risk factors using KPIs, KRIs, and KGIs. But how do we put them all together and monitor risk? What is risk monitoring? Well, you've heard the term continuous monitoring. Does this mean we're watching dials and logs and stuff around the clock? Maybe in some cases. But normally we're looking for risk on a continual basis in that we're looking to make sure that we always maintain acceptable levels of risk. We monitor changes in the environment, our operating environment, our technical environment, our business environment. We're looking for changes in these risk factors to see how they change risk, to see if they raise or lower risk. When it's necessary, we adjust our controls, our risk mitigations. We take different actions to bring these risk levels back to an acceptable level. What are we doing when we monitor for risk? We’re looking at metrics. We're looking at these metrics through a point in time view. When we take a measurement and look at a threshold, it's for that particular moment in time. It doesn't tell us what happens the moment before or the moment after. However, we can measure things over a period of time, and then we get a trend or historical analysis of what's been going on. We can measure a particular value one month and another value another month, and so on, over the book of a quarter. Then when we look at those, we can see a trend. We can see if risk is going up or going down, how that particular risk factor is changing. Some of the questions we need to ask ourselves are, How well are we performing? We look at our KPIs. We look at how much risk we are incurring. We look at our KRIs. We also reevaluate risk through risk assessments. Finally, we look at how well we are meeting our overall security and risk goals through our KGIs. How do we monitor this risk? First of all, we look at risk factors. We recalculate risk as we need to. We change our risk response and mitigations. We update our risk assessment. Let's look at all four of these. When we monitor risk factors, what we're doing is looking at our KRIs and our other indicators to look for changes that may increase or decrease risk. How are these things changing over time? What are they telling us? What are our trends or our historical analysis telling us? As they change, we need to recalculate risk. We're constantly evaluating risk. As risk factors go up or down, we're looking at how our threats, vulnerabilities, likelihood, and impact are affected by these risk factors. As these risk factors change, we should be able to re-evaluate our risk. Based upon changes that we see in risk factors or overall risk, we may need to change our risk responses. We may need to add controls or take away from controls or change them completely. We may also have to look at different risk response options. Finally, we need to update our risk assessment consistently and constantly as risk changes. We need to make sure that any new risk levels are recorded and communicated to management. We document everything we do. All of this is part of monitoring risk, continuous monitoring to make sure that our risk levels stay at an acceptable level.


Chapter 47 Understanding Risk Indicators

Now that we know how metrics for risk works and how we continuously monitor risk and how we have these key indicators, let's take a look at what key indicators our company might have. Here are our made up company key performance indicators. We have personnel indicators, and these tell us how well our people are performing, our infrastructure indicators such as throughput, bandwidth, and so on. We also have program management indicators; cost, scope, schedule; that tell us how well our IT projects are doing. Then we also have compliance indicators that say we are supposed to be compliant with HIPAA or PCI for example. The number of controls or requirements that we are compliant with tells us how well we're doing. We also have some security indicators for performance. These might be number of incidents per month, or these might be the number of intrusions detected by the firewall. We may even have some third-party indicators that come from outside organizations such as professional organizations or governmental organizations that may regulate us. All of these key performance indicators are there to tell us how well we're doing in certain areas of business, IT, and security. What are our risk indicators? Let's go down to an incident for example. Let's look at incident risk indicators for our company. Our company has seen an increase of security-related incidents over the past quarter. We need to know why, but first we need to look at the measurements for them. Most of these involve personnel-related incidents. Not only are these key risk indicators for personnel but also could be key performance or key goal indicators as well, or at least feed into them. What risk indicators would we use to measure the effectiveness of personnel security with regards to incidents? We could look at things like how many personnel have incidents over the past quarter, what incidents they were, whether they were training-related incidents. Maybe we didn't train them properly on a particular procedure or process. Or maybe they could be unacceptable use of our systems. How many of these risk indicators can we see and measure, and how can we relate them back to key performance indicators, key goal indicators, and the root causes? What areas do these metrics point to as the root causes for further remediation? Could it be training? Could it be complacency? Could it be discipline? Could it even be faulty procedures or processes? Hopefully our risk indicators could tell us that. What are our security KGIs, our goals for security? We're reviewing our information security KGIs for the previous quarter. What are we going to find? Our executive management wants to know if we're meeting our goals. What are our goals? No more than two incidents per quarter maybe. We're keeping security costs below 10% of our budget. Maybe we're meeting 98% of all our compliance requirements, which is very good. Have we reduced overall risk by 5%? This one could be difficult to quantify because then you'd have to come up with what is overall risk and how do you measure it? Maybe we need to ensure that our security infrastructure, our firewalls, border routers, IDSs, and so on are functioning within 99.999% uptime, that they aren't going down for any appreciable amount of time. These could be our key goals. Are we meeting those goals? This is where we would look at performance indicators and perhaps key risk indicators. Our performance indicators would tell us if we're meeting our goals. Our risk indicators might tell us why we're not.


Chapter 48 Reporting Compliance Basics

During the following chapter, we're going to talk about reporting risk, which is just as important as every other step we've talked about during this entire risk management process. During this step, we report our findings to management, and there's a science and an art to this. Here's what we're going to discuss. First of all, we're going to look at how we might report compliance versus risk because sometimes we have to report both as separate entities. We're also going to talk about how we have to report likelihood and impact. Since we're dealing with managers who want to talk about business risk, we have to learn to translate our IT risk to business risk. Finally, we're going to look at different risk reports and practices. The first thing we're going to talk about is how we report compliance versus risk. After all, this book is about risk management, but compliance frequently goes hand in hand with risk. Let's talk about risk versus compliance for a moment. First of all, we know that risk is the likelihood of threat exploiting a vulnerability that has a very specific impact on usually a very specific asset or the organization as a whole. Compliance on the other hand is more of a definite. Whereas risk is unclear and depends upon several factors, compliance is usually a yes/no, go/no-go type of thing. We're determining if the organization or the system is aligned with our governance and the governance controls that we have. We're seeing if we meet the requirements. We do this by checking certain things. Maybe we check controls. Maybe we check different requirements. But we have to make sure that the organization and the asset is compliant with governance. Compliance and risk go hand in hand, unfortunately, especially in today's world of Cybersecurity. You almost cannot have one without the other even though they don't have a lot to do with each other. Let's talk about how we report risk versus compliance. We have risk assessment results that are reported both as individual elements such as different assets with their individual controls. But we also report aggregate risk as well, risk that's rolled up, maybe several sets or several systems, and these affect the organizational risk. Reporting risk normally includes talking about the risk itself, the mitigations for the risk, and how we're going to improve the risk, how we're going to mitigate it, and have an action plan. We need an improvement date. We need to talk about what resources we're going to dedicate to this effort, and what actions we're going to do to mitigate this risk. When we report risk, we could base it on several things. We could talk about controls strictly, or we could talk about vulnerabilities. We could talk about a dozen other things probably. We need to put each one of those in context as we report them. If we're going to talk about controls, then compliance is going to come into play. We're going to have to talk about the risk of a control not being compliant for example. If we talk about vulnerabilities, we're going to have to talk about the risk of not remediating those vulnerabilities. When we report all of these things, typically our governance vehicle dictates how we're going to report this information, what format it's going to be in, and the content of the report. It's typically also going to tell us who the report has to go to. What are the things that we're going to report from a risk assessment in this risk assessment report? Well, we're going to report all of the things that have to do with risk. We need to talk about the assets that we've tested that we know our context. Which systems are we looking at? We're also going to talk about the different vulnerabilities we found with the assets, whether they are technical vulnerabilities, administrative vulnerabilities, or physical vulnerabilities. Then we're going to talk about the threat actors and threats to a certain degree. We may not spend too much time on the threat actors during a risk assessment report, but we will be discussing the threats that management knows what they are. One of the major factors of risk, likelihood, we definitely will talk about. That and impact are the two things we need to discuss probably more than anything else in a risk assessment report. Let's discuss reporting compliance, which is slightly different than reporting on risk even though they may be in the same report. When we report compliance, we're looking at the assessment results, and we're discussing whether the assessment results meet the governance standards or not such as controls. We're looking at if are the controls compliant on this particular asset? We're looking at specific controls such as the NIST controls for example. We're looking at the requirements that the governance sets forth as well. Compliance is usually a yes/no, go/no-go, compliant or non-compliant type of situation. There's typically no discussion of likelihood or impact, although you might see risk discussed during a compliance report as well because you may want to know what the risk is of a control not being compliant. Compliance is normally reported through the different organization channels that the governance sets forth. If it's governance that comes from a law, for example, there are probably federal agencies that your results have to be reported to. But, this is going to go through your organization first. Governance will normally drive what goes into the report and the report format itself.


Chapter 49 Reporting Likelihood and Impact Basics

Now that we've talked about reporting risk and compliance, let's look at how we might report likelihood and impact; two the most important elements of risk. When we report risk, there are certain things we're looking for, especially in a report to senior executives. First of all, we need to explain that risk is a function of likelihood and impact. They need to know those two things, even if they don't know anything else about risk. We have to report any change in likelihood and impact that might affect the risk level. These changes could include several different things. For example, if we have a control or a risk that has an issue where the likelihood is higher, that will equal a higher risk. We need to report that. If there's a higher impact involved, that equals a higher risk, and we need to report that. If the likelihood goes lower or the impact goes lower, then that lowers risk. Managers need to know that as well. They need to know these relationships between likelihood and impact and how it affects risk they can understand what they're looking at. Even though they're not as significant as likelihood or impact, we probably need to report changes to threats and vulnerabilities as well. Here's how we might report impact and likelihood on a subjective qualitative scale. We can report on a quantitative or semi-quantitative level as well. We would need to look at the control and determine where the likelihood and level of impact intersect. For example, a moderate likelihood combined with a high impact might be just a moderate level risk. Your organization and your governance will dictate how you calculate risk and how you report likelihood and impact.


Chapter 50 How to Translate IT Risk to Business Risk

Since we're addressing senior managers and executives, they're more or less concerned about business risk and may not understand the technical aspects of IT risk or Cybersecurity. We have to tell them about IT risk in terms they can understand. We have to translate IT risk to business risk. Let's take a look at business risk versus IT risk. First of all, business risk comes from the business environment. It's directly based and comes from the mission, business initiatives, and our business processes. IT risk, on the other hand, comes from our IT processes and initiatives that we use to protect all of our information assets. Examples of business risk could be profitability or loss. Some examples of IT risk could be compliance with governance. It could be intrusions. It could be data loss. These are IT risks. Let's talk about IT risk further because we're going to need to know how to translate this into business risk. IT risk comes from both the short- and long-term operation of our entire IT infrastructure within the organization. We have risks that affect several aspects of IT; security, business continuity, governance, and other areas. IT risk affects information security because we're concerned with keeping our assets safe. Business continuity affects IT risk because our IT is there to support business. If it fails, business processes can fail, our entire production can fail. Another risk that contributes to IT risk is interoperability. When we engage in long and short-term projects, for example refreshing our infrastructure or even installing a new server or a new application, we have to look at how interoperable it is with our existing infrastructure. Will encryption levels match? Will speeds and bandwidth match? We have to look at those things to make sure that we don't introduce more risk into the IT infrastructure. Finally, we have governance. That contributes to IT risk because we have to be compliant with governance that drives data protection. This is typically in terms of requirements or controls that are levied upon the organization and its IT assets. If we are not compliant, that introduces risk. Here are some elements of IT and affect risk, things that we need to watch for and be concerned about. First of all, our infrastructure. This is the basic heart and soul of the IT in our organization. Our servers, routers, cabling, physical plant, all of these things are part of risk. Anything that goes down or if there's a problem with infrastructure that affects IT risk, which affects business risk. Policies, that's another aspect that affects IT risk. If we don't have the right policies in place, then we may not be able to conform with the governance we're given. This could introduce compliance problems and get us in trouble legally. Applications are an element of risk simply because we have to have applications that serve the needs of our customers, the business operators and process owners themselves, but these applications also have to be secure, and they have to function properly, and they have to allow for good performance, availability, and so on. Training is an important aspect of risk because our personnel have to be trained, they have to be told not to be complacent, and they have to know what to do from a security perspective. If training fails, then people fail. If people fail, the organization and business processes fail. Security controls affect risk within our IT infrastructure. Security controls are the measures that we put in place to secure our assets. Remember these are administrative controls, technical controls, and physical controls. Any failure of these controls introduces risk into the infrastructure. Finally, we have governance. Beyond policies, we need to make sure that we're compliant with our overall governance, especially legal governance. We have these requirements that are levied upon us by agencies outside the organization. If we don't meet these requirements, we could be subject to fines or other legal ramifications. We need to take a look at how business and IT initiatives relate to each other because they both affect each other in terms of risk. First of all, let's talk about IT initiatives. We define IT initiatives as systems, programs, projects, long-term investments, and so on that we use to support our business areas. We can roll all that into one term of IT initiatives. These initiatives help us to do several things. They help us to solve business problems. We use it to support business areas, and we use it to reduce IT and business risk. Remember that IT does not exist in a vacuum. IT is not there just for the sake of IT. It has to be implemented with business requirements and risk in mind. Every time we initiate an IT project or install a new server or change the infrastructure, we have to do this by keeping business risk in mind. Any risk that we have that might affect any business area has to be reported. We will be reporting this in our risk assessment reports as well. Let's look at the business risk impacts on IT, which is the reverse. Business initiatives and business risk have obvious impacts on the IT infrastructure because new business initiatives, new business ventures, business areas, processes, and so on rely on IT, and when they change, it introduces risk into the IT infrastructure. We may have to look at our data protection requirements. We may have to upgrade equipment for example. When we report our business risk, we have to detail whatever the risk is to our organizational IT and security programs because we need to know those things so we can appropriately adjust our IT infrastructure and initiatives. We need to be able to tell management if a business venture or area or initiative is any type of a trigger that would cause an IT project to be started or change an IT investment or change the infrastructure. If we see that a business area introduces risk into IT or security, then we needs to report that to management, and we need to be able to coordinate with the business process owners, the business area owners, and the IT team. All of this I've just explained is what we have to be able to convey to management when we talk about business risk and IT risk. IT and business risk are related. You have the organization's mission, strategy, and governance. Then you have business risk. Business risk consists of the risk that comes from business processes and business initiatives. Then at a lower level, you have IT risk. IT processes and IT initiatives affect their business counterparts; processes and initiatives. This risk is rolled up into business risk and can contribute to business risk. But as we've seen, the opposite is also true.


Chapter 51 Risk Reports and Practices

Now let's discuss the content of the risk reports and some risk report practices. First of all, let's talk about risk reports. Risk reports should contain several sections, and these are major sections that pretty much any report should contain. We have an executive summary, and this summarizes everything for a senior executive who may not have time to read through the entire report. It should be nontechnical, it should explain things in summary form for the executive. Then we have individual control risks and compliance. These are primarily intended for the technical people to look at, and they could be attachments or appendices to the report. We also might want to include in those same appendices the causes for noncompliance or causes for higher risks and what our potential mitigations or responses might be. We're going to have technical appendices that include the control summaries and their compliance status and risk status. But we also may need to include the findings themselves. Maybe results from vulnerability scan for example. Additionally, we want to make sure that the following facts get into the report. Compliance status for each control, any potential threat, vulnerability, likelihood, and impact that contribute to risk or non-compliance. We're going to include any potential mitigations or responses. We need to make sure that we point out that these are just recommendations because the organization may decide to respond to the risk differently, or they may have a different response that they want to try. Another significant part of a risk report is the plan of actions and milestones, and this could be a separate appendix also, but normally this is what the organization uses to track the risk and the status of compliance and the risk response. This may have resources listed, completion dates, and actions. Here're some reporting practices that we probably need to pay attention to. First of all, our reports could cover compliance or risk or both. Typically you'll find that most organizations probably want to see both because they're looking at it from a risk management perspective and a governance perspective. You could provide separate sections within the report if it's appropriate, or you could give a combined report for example. You could have the compliance status for each control, as well as the risk if the control is not compliant or if it hasn't been implemented very well or it's not functioning very well. Additionally, the report should have individual control risk in there. It should also talk about overall system, data, or asset risk. In other words, the control risk rolls up to the system and perhaps even the organizational level risk. We need to also include in the report any business risk that's affected by the IT risk itself. We may discuss aggregate risk and talk about risk to the organization as a whole simply because we may want to measure this against our risk appetite and risk tolerance values. Another thing you need to consider is that we want the report to be appropriate for the audience that you're giving it to. In other words, managers versus technical people, you have to watch your technical language because managers often will not understand it. You need to speak in terms that the managers want to hear, how does it affect our business? What is the business risk? As a result speak in business terms and use non-technical language whenever you perhaps can. Now, on the other hand, technical people are probably going to receive this report as well, and they're going to be looking at the various technical appendices that talk about individual controls and mitigations for example. In those appendices, you probably want to talk in more technical terms. One important thing you need to note is any risk report needs to be reviewed and signed off by a senior official. Someone has to accept this report, acknowledge that they've gotten it, and acknowledge that they understand what it contains. This could be for regulatory or compliance purposes or governance purposes. It's also to make sure you cover yourself as a risk assessor.


Conclusion

Here is a summary that we have discussed in this book. First of all, we look at information assets. We learned first how to identify them, and we defined what information assets are in terms of data, systems, and so on. We also looked at asset value and how you might place value on your assets. This traditionally has a lot to do with the cost of the asset, the revenue it generates, its priority in the organization, its criticality, and any dependencies other systems have on it. We also took a look at classifying information assets and the importance of a data classification and sensitivity policy. We also discussed information asset and risk ownership. These are important because we have to assign responsibility and accountability to a senior manager for the security of the asset and the risk it incurs. We looked at assigning value to an information asset. We talked about quantitative methods and qualitative methods for assigning value. Then we have talked about related to the legal requirements that impose risk management on organizations. We talked about legal requirements and risk and how the legal requirements might be imposed on an organization and why they might be. We also looked at several different laws and regulations and sources of risk management governance such as FISMA and NIST, which we know that applied mainly to the US federal government but can be used by anyone. We also looked at HIPAA, which applies to health data and imposes risk management and analysis requirements as well. PCI; the PCI-DSS standards from the Payment Card Industry impose standards on merchants who process credit card transactions. Among those requirements are the requirements for risk management. We also looked at other regulatory risk management requirements. We talked about internal requirements such as internal policy. But we also looked at other vehicles such as NIST, the ISO standards, the ISACA Risk IT Framework, and so on. We know that there are a lot of risk standards out there, risk management requirements that come from a variety of agencies and sources. We have also defined and described risk. You know that it's chiefly a function of likelihood and impact, although you have threats and vulnerabilities involved in there as well. We did discuss threats and threat actors. We know that threat actors or threat sources initiate threats, which are negative events. These negative events exploit vulnerabilities, which are weaknesses, in assets. We know that assets can be just about anything tangible or intangible. It could be a server, a database, or whatever. Risk is driven by two factors. Likelihood is one of them. Likelihood is the probability that a threat will be initiated by a threat actor or the likelihood that a threat will successfully exploit a vulnerability causing an impact in an asset. We know that impact is the level or magnitude of severity of damage to an asset. Then we put it all together, and we looked at how risk elements interact with each other, how they can cause each other, create each other, and link to another element. We have also looked at internal and external risk factors and how they might affect risk. We looked at several different types of risk factors such as the internal ones, like personnel, organizational structure, and so on. We also looked at external ones such as the economy, market, threats, vulnerabilities that are coming out every day. We also looked at risk scenarios, which are overall specific types of scenarios involving specific threats, vulnerabilities, assets, and determining specific likelihood and impact. We looked at risk assessments, and we talked about risk assessments from several different points of view. We looked at them from methodology perspectives and how we might determine the different factors that we're looking at. We also looked at how we are collecting data during a risk assessment. We also looked at risk assessments that use NIST Risk Management Framework, and we discussed why the Risk Management Framework is ideal for any organization that must impose risk requirements on its organization and conduct risk assessments. Then we looked at step 2 of the NIST 800-30 process because that in particular is how we do a NIST risk assessment. The overall assessment process is four steps, but step 2 is the most important because that's where we identify our threats and vulnerabilities, we know our assets, we look at all the different factors that we need to collect data on for the assessment. Then we talked about how to perform a qualitative and quantitative risk analysis. Risk analysis is part of the assessment process. We know that quantitative involves hard facts and data. They're indisputable that we get from external sources. It's objective. Qualitative risk analysis, on the other hand, is subjective and involves us determining based on opinion, even well-informed opinion, what certain factors are weighted and how to measure them. We looked at calculating risk. We know that risk is likelihood and impact, and we need to determine risk from those two factors, from those two elements of risk. We looked a reassessing risk and how we might do that and why, whether we do it on a periodic basis or as a risk changes, whether it's incremental or overall risk once a year. We know that we need to reassess risk periodically because it changes as the environment changes, as the system changes, and so on. We need to update the risk assessment and all the documentation. We have also looked at the different risk response options that we have available to us when we are formulating our risk treatment program. There are four different options that an organization can use to treat risk. They are mitigation, acceptance, avoidance, and risk transfer. We also looked at the cost/benefit analysis process. This is essentially when an organization looks at how much the cost of an asset is versus the benefit involved in implementing a particular risk response. We don't want to implement economically a response that costs more than what the asset is worth. We also took a look at prioritizing risk response options that given several options, we know which ones we want to go ahead and plan on going through with, but we have other ones that we can use based upon different assets and different risk events. We looked at how an organization might respond to risk using these different risk response options. We discussed things like control types. We looked at administrative, technical, and physical controls. We also looked at control functions such as detective and deterrent controls. We looked at control standards and talked about the NIST standards in particular, but we also mentioned the ISACA standards and the ISO/IEC 27001. Then we took a look at control assessments, and this is where you assess the control and try to determine how it's fulfilling its functions, if it's performing the way it's supposed to, and how it's reducing risk and being compliant. Then we looked at control analysis, which is an extension of that. Here we measure the control, we determine those same three things, and we figure out what we need to do in order to make the control more effective. But it's a lot of analysis, it's a lot of determination on measuring performance, effectiveness, risk, and compliance. We took a look at business risk, and we looked at the internal and external factors and how they affect business risk. Then we looked at IT risk, and we looked at several things that IT risk introduces into the business in terms of risk such as interoperability, governance risk, compliance risk, and so on. Finally, we looked at integrating this business and IT risk keeping in mind the context of information security as well and how these different business initiatives and IT initiatives affect each other. We have also discussed several significant aspects of monitoring risk. We looked at risk factors. These are the things we need to be monitoring and paying attention to. We also talked about risk metrics. When we're monitoring these risk factors, we need to be measuring them to determine if our risk posture is changing or not. We also look
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